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Objetivos

Comprender el algortimo de búsqueda Best-First Search

Conocer el concepto de Función Heuŕıstica

Introducir el Algoritmo A*
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Busqueda Informada

¿Qué podemos hacer para mejorar la búsqueda en estos casos?

A

B
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FIGURE 1.11

Instances of the GENERAL SLIDING-TILE PUZZLE: DONKEY PUZZLE (left), CENTURY PUZZLE (middle), and DAD’S
PUZZLE (right).

Puzzle, 65,880; and Century Puzzle, 109,260. A successor can be generated in time linear to the
number of tiles (see Exercises).

One of the simplest heuristics for sliding-tile puzzles is to count the number of tiles that are not at
their respective goal location. This misplaced-tile heuristic is consistent, since it changes by at most
one between neighboring states.

The (n2 − 1)-Puzzle has another lower bound estimate, called the Manhattan distance
heuristic. For each two states u = ((x1,y1),(x2,y2), . . . ,(xn2−1,yn2−1)) and v = ((x�

1,y
�
1),(x

�
2,y

�
2), . . . ,

(x�
n2−1

,y�
n2−1

)), with coordinates xi,yi ∈ {0, . . . ,n − 1} it is defined as
�n2−1

i=1

�
|xi − x�

i| + |yi − y�
i|
�
; in

words, it is the sum of moves required to bring each tile to its target position independently. This yields

the heuristic estimate h(u) = �n2−1
i=1 (|xi − �i/n�| + |yi − (i mod n)|).

The Manhattan distance and the misplaced-tile heuristic for the (n2 − 1)-Puzzle are both consis-
tent, since the difference in heuristic values is at most 1; that is, |h(v)− h(u)| ≤ 1, for all u,v. This
means h(v) − h(u) ≤ 1 and h(u) − h(v) ≤ 1. Together with w(u,v) = 1, the latter inequality implies
h(v) − h(u)+ w(u,v) ≥ 0.

An example is given in Figure 1.12. Tiles 5, 6, 7, and 8 are not in final position. The number of
misplaced tiles is 4, and the Manhattan distance is 7.

An improvement for the Manhattan distance is the linear conflict heuristic. It concerns pairs of tiles
that both are in the correct row (column), but in the wrong order in column (row) direction. In this case,
two extra moves not accommodated in the Manhattan distance will be needed to get one tile out of the
way of the other one. In the example, tiles 6 and 7 are in a linear conflict and call for an offset 2 to the
Manhattan distance. Implementing the full linear conflict heuristic requires checking the permutation
orders for all pairs of tiles in the same row/column.
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FIGURE 1.12

Example for heuristic estimates in the EIGHT-PUZZLE.

Problema: ir de A a B
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Búsqueda el Mejor Primero (Best-First Search)

El algoritmo el mejor primero, intuitivamente:

Mantiene una lista de Open y Closed .

Funciona como DFS, pero:

Los nodos en Open tienen asociados una calidad.

Siempre extrae de Open el nodo de mejor calidad.

Un estado sucesor es descartado si está en Closed con mejor o
igual calidad.
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Función Heuŕıstica

En búsqueda informada, usamos una función de estimación
del costo de un nodo del árbol de búsqueda a una solución. La
denotamos como

h(n)

En el problema de navegación, si

∆x = |xobj − x |, ∆y = |yobj − y |,

donde (x , y) es la posición actual y (xobj , yobj) es el objetivo.
La siguiente es una posible heuŕıstica (también llamada
distancia octile)

h(x , y) = |∆x −∆y |+
√
2 ḿın{∆x ,∆y}
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Incorporando el Costo

Como vimos en el ejemplo, usar sólo h conduce a soluciones
no óptimas.

Es posible encontrar soluciones óptimas al incorporar el costo
incurrido hasta llegar a un nodo n.

Denotamos este costo como g(n).

Luego, podemos ordenar la frontera de búsqueda por la
siguiente función:

f (n) = g(n) + h(n)
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Algoritmo Principal

Algoritmo A*
Input: Un problema de búsqueda (S,A, s0,G )
Output: Un nodo objetivo

1 for each s ∈ S do g(s)←∞
2 Open← {s0}
3 g(s0)← 0; f (s0)← h(s0)

4 while Open ̸= ∅
5 Extrae un u desde Open con menor valor-f

6 if u es objetivo return u

7 for each v ∈ Succ(u) do

8 Insertar v

Jorge Baier (DCC-PUC): Best-First Search y A* 7 / 10



El Procedimiento Insertar

Insertar v en Open

1 costv = g(u) + c(u, v) // el costo de llegar a v por u

2 if costv ≥ g(v) return // seguimos solo si costv < g(v)

3 parent(v)← u

4 g(v)← costv

5 f (v)← g(v) + h(v)

6 if v ∈ Open then Reordenar Open // depende de la impl.

7 else Insertar v en Open
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Un ejemplo
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FIGURE 2.13

Extended example of Figure 2.6 with heuristic estimates (in parentheses).

Table 2.4 Steps in A* for the example of Figure 2.13. The numbers in brackets
denote the g-value and f -value.

Step Selection Open Closed Remarks

1 {} {a(0,11)} {}
2 a {c(6,14),b(2,15),d(10,15)} {a}
3 c {d(9,14),b(2,15)} {a,c} update d, change parent to c
4 d {g(14,14),b(2,15)} {a,c,d} a is duplicate
5 g {b(2,15)} {a,c,d,g} goal reached

b (2/2,15) d (4/10,15)

a (1/0,11)

c (3/6,14)

d (5/9,14)

a (6/dup) g (7/14,14)

FIGURE 2.14

A* search tree for the example of Figure 2.13. The numbers in parentheses denote the order of node
generation / h-value, f -value.

Entre paréntesis, h(n).
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Objetivos

Comprender el algortimo de búsqueda Best-First Search

Conocer el concepto de Función Heuŕıstica

Introducir el Algoritmo A*
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