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4 Dar una descripción concisa y al mismo tiempo inteligible 
de un lenguaje de programación es difícil pero esencial

P.ej.,diversidad de personas que 
deben entender la descripción

Implementadores: Deben poder determinar 
cómo están formadas las expresiones, 
sentencias y unidades de un programa, y su 
efecto intencionado cuando son ejecutadas

Usuarios: Deben poder determinar cómo 
codificar soluciones de software a partir 
de un manual de referencia del lenguaje
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Estudio de los lenguajes de programación:

• estudio de la sintaxis

• estudio de la semántica

P.ej., la sintaxis de la sentencia while en Java es
while (boolean_expr) statement

La forma de las expresiones, senten-
cias y unidades de un programa

El significado de esas expre-
siones, sentencias y unidades

P.ej., la semántica de la sentencia while es que
Cuando el valor actual de boolean_expr es verdadero, 
la sentencia statement, subordinada, es ejecutada
… y el control vuelve (implícitamente) a boolean_expr 
para repetir el proceso.
Si boolean_expr es falsa, entonces el control es trans-
ferido a la sentencia que sigue al while
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Un lenguaje es un conjunto de strings de caracteres de algún alfabeto
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Un lenguaje es un conjunto de strings de caracteres de algún alfabeto

Natural o artificial
Sentencias o declaraciones

Las reglas de sintaxis del lenguaje especifican cuáles strings están en el lenguaje

La forma de las expresiones, senten-
cias y unidades de un programa
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14 Típicamente, la descripción de la sintaxis de un lenguaje 
de programación no incluye la descripción de los lexemas

Unidades sintácticas del nivel más bajo:
• p.ej., literales numércos, operadores, 
palabras especiales
Un programa puede ser visto como un 
string de lexemas, en lugar de caracteres
Se particionan en grupos:
• p.ej., los nombres de variables, 
métodos, clases, etc. forman un grupo
Cada grupo es representado por un 
nombre o token
• p.ej., el grupo anterior es llamado 
identificadores

P.ej., lexemas y tokens de la sentencia

index = 2 * count + 17;

Lexemas Tokens
index  identificador
=   signo_igual
2   literal_int
*   op_mult
count  identificador
+   op_sum
17   literal_int
;   punto_y_coma
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N. Chomsky describió cuatro clases de gramáticas 
(1956, 59), que definen cuatro clases de lenguajes

… dos de los cuales se usan para describir la sintaxis 
de lenguajes de programación:

• gramáticas libres de contexto ⟶ la sintaxis de 
lenguajes de programación completos

• gramáticas regulares ⟶ las formas de los tokens
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N. Chomsky describió cuatro clases de gramáticas 
(1956, 59), que definen cuatro clases de lenguajes

… dos de los cuales se usan para describir la sintaxis 
de lenguajes de programación:

• gramáticas libres de contexto ⟶ la sintaxis de 
lenguajes de programación completos

• gramáticas regulares ⟶ las formas de los tokens

Mecanismos formales de 
generación de lenguajes
… usados para describir la 
sintaxis de lenguajes de 
programación
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J. Backus, del grupo ACM-GAMM, presentó un 
paper(1959) describiendo el lenguaje ALGOL 58 e 
introduciendo una notación formal para especificar 
la sintaxis de lenguajes de programación

La notación, levemente modificada por P. Naur 
para describir ALGOL 60 (1960)

… se conoce como Backus-Naur Form o BNF
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N. Chomsky describió cuatro clases de gramáticas 
(1956, 59), que definen cuatro clases de lenguajes

… dos de los cuales se usan para describir la sintaxis 
de lenguajes de programación:

• gramáticas libres de contexto ⟶ la sintaxis de 
lenguajes de programación completos

• gramáticas regulares ⟶ las formas de los tokens

J. Backus, del grupo ACM-GAMM, presentó un 
paper(1959) describiendo el lenguaje ALGOL 58 e 
introduciendo una notación formal para especificar 
la sintaxis de lenguajes de programación

La notación, levemente modificada por P. Naur 
para describir ALGOL 60 (1960)

… se conoce como Backus-Naur Form o BNF

BNF es casi idéntico a las 
gramáticas libres de contexto
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Un metalenguaje es un lenguaje que es usado para describir otro lenguaje
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Un metalenguaje es un lenguaje que es usado para describir otro lenguaje

BNF es un metalenguaje para lenguajes de programación

BNF usa abstracciones para las estructuras sintácticas

• P.ej., la definición de la sentencia de asignación en Java 
está dada por la siguiente regla o producción:

<assign> ⟶ <var> = <expression>

Abstracción que representa 
la sentencia de asignación

El lado izquierdo de la flecha 
(LHS) es la abstracción que 
está siendo definida

El lado derecho (RHS) de la 
flecha es la definición del LHSAbstracciones que tam-

bién deben ser definidas
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La regla o producción

<assign> ⟶ <var> = <expression>

… especifica que la abstracción <assign> es definida como

… una instancia de la abstracción <var>

… seguida por el lexema =

… seguido por una instancia de la abstracción <expression>

P.ej., la sentencia

total = subtotal1 + subtotal2
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La regla o producción

<assign> ⟶ <var> = <expression>

… especifica que la abstracción <assign> es definida como

… una instancia de la abstracción <var>

… seguida por el lexema =

… seguido por una instancia de la abstracción <expression>

P.ej., la sentencia

total = subtotal1 + subtotal2

Símbolos no terminales (las abstracciones)

Símbolos terminales 
(los lexemas y tokens)

<var> = <expression>
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by the symbol |, meaning logical OR. For example, a Java if statement can be 
described with the rules

<if_stmt> → if ( <logic_expr> ) <stmt>
<if_stmt> → if ( <logic_expr> ) <stmt> else <stmt>

or with the rule

<if_stmt> → if ( <logic_expr> ) <stmt>

                 | if ( <logic_expr> ) <stmt> else <stmt>

In these rules, <stmt> represents either a single statement or a compound 
statement.

Although BNF is simple, it is sufficiently powerful to describe nearly all 
of the syntax of programming languages. In particular, it can describe lists of 
similar constructs, the order in which different constructs must appear, and 
nested structures to any depth, and even imply operator precedence and oper-
ator associativity.

3.3.1.4 Describing Lists

 Variable-  length lists in mathematics are often written using an ellipsis (. . .);  
1, 2, . . . is an example. BNF does not include the ellipsis, so an alternative 
method is required for describing lists of syntactic elements in programming 
languages (for example, a list of identifiers appearing on a data declaration 
statement). For BNF, the alternative is recursion. A rule is recursive if its LHS 
appears in its RHS. The following rules illustrate how recursion is used to 
describe lists:

<ident_list> → identifier

                      | identifier, <ident_list>

This defines <ident_list> as either a single token (identifier) or an identifier 
followed by a comma and another instance of <ident_list>. Recursion is used  
to describe lists in many of the example grammars in the remainder of this 
chapter.

3.3.1.5 Grammars and Derivations

A grammar is a generative device for defining languages. The sentences of the 
language are generated through a sequence of applications of the rules, begin-
ning with a special nonterminal of the grammar called the start symbol. This 
sequence of rule applications is called a derivation. In a grammar for a com-
plete programming language, the start symbol represents a complete program 
and is often named <program>. The simple grammar shown in Example 3.1 is 
used to illustrate derivations.

Los (símbolos) no terminales pueden tener varias definiciones:

varias formas sintácticas

• P.ej., la sentencia if de Java
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followed by a comma and another instance of <ident_list>. Recursion is used  
to describe lists in many of the example grammars in the remainder of this 
chapter.

3.3.1.5 Grammars and Derivations

A grammar is a generative device for defining languages. The sentences of the 
language are generated through a sequence of applications of the rules, begin-
ning with a special nonterminal of the grammar called the start symbol. This 
sequence of rule applications is called a derivation. In a grammar for a com-
plete programming language, the start symbol represents a complete program 
and is often named <program>. The simple grammar shown in Example 3.1 is 
used to illustrate derivations.

Los (símbolos) no terminales pueden tener varias definiciones:

varias formas sintácticas

• P.ej., la sentencia if de Java

Una forma de especificar 
dos (o más) definiciones del 
no terminal <if_stmt>: una 
regla para cada definición

Otra forma de especificar 
dos (o más) definiciones 
del no terminal <if_stmt>:

… las diferentes definiciones 
son separadas por el símbolo 
“|” que representa el O lógico
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Una regla es recursiva si su LHS aparece en su RHS

• P.ej., la siguiente regla describe una lista de identificadores
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by the symbol |, meaning logical OR. For example, a Java if statement can be 
described with the rules

<if_stmt> → if ( <logic_expr> ) <stmt>
<if_stmt> → if ( <logic_expr> ) <stmt> else <stmt>

or with the rule

<if_stmt> → if ( <logic_expr> ) <stmt>

                 | if ( <logic_expr> ) <stmt> else <stmt>

In these rules, <stmt> represents either a single statement or a compound 
statement.

Although BNF is simple, it is sufficiently powerful to describe nearly all 
of the syntax of programming languages. In particular, it can describe lists of 
similar constructs, the order in which different constructs must appear, and 
nested structures to any depth, and even imply operator precedence and oper-
ator associativity.

3.3.1.4 Describing Lists

 Variable-  length lists in mathematics are often written using an ellipsis (. . .);  
1, 2, . . . is an example. BNF does not include the ellipsis, so an alternative 
method is required for describing lists of syntactic elements in programming 
languages (for example, a list of identifiers appearing on a data declaration 
statement). For BNF, the alternative is recursion. A rule is recursive if its LHS 
appears in its RHS. The following rules illustrate how recursion is used to 
describe lists:

<ident_list> → identifier

                      | identifier, <ident_list>

This defines <ident_list> as either a single token (identifier) or an identifier 
followed by a comma and another instance of <ident_list>. Recursion is used  
to describe lists in many of the example grammars in the remainder of this 
chapter.

3.3.1.5 Grammars and Derivations

A grammar is a generative device for defining languages. The sentences of the 
language are generated through a sequence of applications of the rules, begin-
ning with a special nonterminal of the grammar called the start symbol. This 
sequence of rule applications is called a derivation. In a grammar for a com-
plete programming language, the start symbol represents a complete program 
and is often named <program>. The simple grammar shown in Example 3.1 is 
used to illustrate derivations.

<ident_list> es ya sea un 
único token (identifier) …

… o un identifier seguido por una 
coma y otra instancia de <ident_list>
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Una gramática es un dispositivo generativo para definir lenguajes

Las sentencias del lenguaje son generadas a través de una sucesión 
de aplicaciones de las reglas —una derivación— a partir de un no 
terminal especial —el símbolo de partida:

• en una gramática para un lenguaje completo el símbolo de partida 
—típicamente, <program> — representa un programa completo
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P.ej., consideremos la siguiente gramática, que describe un 
lenguaje que tiene un solo tipo de sentencias: asignaciones

140      Chapter 3  Describing Syntax and Semantics 

The language described by the grammar of Example 3.1 has only one state-
ment form: assignment. A program consists of the special word begin, fol-
lowed by a list of statements separated by semicolons, followed by the special 
word end. An expression is either a single variable or two variables separated 
by either a + or - operator. The only variable names in this language are  
A, B, and C.

A derivation of a program in this language follows:

<program> => begin <stmt_list> end
                   => begin <stmt> ; <stmt_list> end
                   => begin <var> = <expression> ; <stmt_list> end
                   => begin A = <expression> ; <stmt_list> end
                   => begin A = <var> + <var> ; <stmt_list> end
                   => begin A = B + <var> ; <stmt_list> end
                   => begin A = B + C ; <stmt_list> end
                   => begin A = B + ; <stmt> end
                   => begin A = B + C ; <var> = <expression> end
                   => begin A = B + C ; B = <expression> end
                   => begin A = B + C ; B = <var> end
                   => begin A = B + C ; B = C end

This derivation, like all derivations, begins with the start symbol, in this case 
<program>. The symbol => is read “derives.” Each successive string in the 
sequence is derived from the previous string by replacing one of the nonter-
minals with one of that nonterminal’s definitions. Each of the strings in the 
derivation, including <program>, is called a sentential form.

In this derivation, the replaced nonterminal is always the leftmost non-
terminal in the previous sentential form. Derivations that use this order of 
replacement are called leftmost derivations. The derivation continues until 
the sentential form contains no nonterminals. That sentential form, consisting 
of only terminals, or lexemes, is the generated sentence.

EXAMPLE 3.1	 A Grammar for a Small Language

<program> → begin <stmt_list> end

<stmt_list> → <stmt>
                     | <stmt> ; <stmt_list>
<stmt> → <var> = <expression>
<var> → A | B | C
<expression> → <var> + <var>
                          | <var> – <var>
                          | <var>
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P.ej., consideremos la siguiente gramática, que describe un 
lenguaje que tiene un solo tipo de sentencias: asignaciones

Un programa consiste en la 
palabra especial begin, 
seguido por una lista de 
sentencias separadas por 
punto y comas, seguida por 
la palabra especial end

Una expresión es ya sea
dos variables separadas por 
el operador + o el operador –
… o una única variable

140      Chapter 3  Describing Syntax and Semantics 

The language described by the grammar of Example 3.1 has only one state-
ment form: assignment. A program consists of the special word begin, fol-
lowed by a list of statements separated by semicolons, followed by the special 
word end. An expression is either a single variable or two variables separated 
by either a + or - operator. The only variable names in this language are  
A, B, and C.

A derivation of a program in this language follows:

<program> => begin <stmt_list> end
                   => begin <stmt> ; <stmt_list> end
                   => begin <var> = <expression> ; <stmt_list> end
                   => begin A = <expression> ; <stmt_list> end
                   => begin A = <var> + <var> ; <stmt_list> end
                   => begin A = B + <var> ; <stmt_list> end
                   => begin A = B + C ; <stmt_list> end
                   => begin A = B + ; <stmt> end
                   => begin A = B + C ; <var> = <expression> end
                   => begin A = B + C ; B = <expression> end
                   => begin A = B + C ; B = <var> end
                   => begin A = B + C ; B = C end

This derivation, like all derivations, begins with the start symbol, in this case 
<program>. The symbol => is read “derives.” Each successive string in the 
sequence is derived from the previous string by replacing one of the nonter-
minals with one of that nonterminal’s definitions. Each of the strings in the 
derivation, including <program>, is called a sentential form.

In this derivation, the replaced nonterminal is always the leftmost non-
terminal in the previous sentential form. Derivations that use this order of 
replacement are called leftmost derivations. The derivation continues until 
the sentential form contains no nonterminals. That sentential form, consisting 
of only terminals, or lexemes, is the generated sentence.

EXAMPLE 3.1	 A Grammar for a Small Language

<program> → begin <stmt_list> end

<stmt_list> → <stmt>
                     | <stmt> ; <stmt_list>
<stmt> → <var> = <expression>
<var> → A | B | C
<expression> → <var> + <var>
                          | <var> – <var>
                          | <var>

Los únicos nombres de 
variables son A, B y C
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The language described by the grammar of Example 3.1 has only one state-
ment form: assignment. A program consists of the special word begin, fol-
lowed by a list of statements separated by semicolons, followed by the special 
word end. An expression is either a single variable or two variables separated 
by either a + or - operator. The only variable names in this language are  
A, B, and C.

A derivation of a program in this language follows:

<program> => begin <stmt_list> end
                   => begin <stmt> ; <stmt_list> end
                   => begin <var> = <expression> ; <stmt_list> end
                   => begin A = <expression> ; <stmt_list> end
                   => begin A = <var> + <var> ; <stmt_list> end
                   => begin A = B + <var> ; <stmt_list> end
                   => begin A = B + C ; <stmt_list> end
                   => begin A = B + ; <stmt> end
                   => begin A = B + C ; <var> = <expression> end
                   => begin A = B + C ; B = <expression> end
                   => begin A = B + C ; B = <var> end
                   => begin A = B + C ; B = C end

This derivation, like all derivations, begins with the start symbol, in this case 
<program>. The symbol => is read “derives.” Each successive string in the 
sequence is derived from the previous string by replacing one of the nonter-
minals with one of that nonterminal’s definitions. Each of the strings in the 
derivation, including <program>, is called a sentential form.

In this derivation, the replaced nonterminal is always the leftmost non-
terminal in the previous sentential form. Derivations that use this order of 
replacement are called leftmost derivations. The derivation continues until 
the sentential form contains no nonterminals. That sentential form, consisting 
of only terminals, or lexemes, is the generated sentence.

EXAMPLE 3.1	 A Grammar for a Small Language

<program> → begin <stmt_list> end

<stmt_list> → <stmt>
                     | <stmt> ; <stmt_list>
<stmt> → <var> = <expression>
<var> → A | B | C
<expression> → <var> + <var>
                          | <var> – <var>
                          | <var>

P.ej., derivación de un programa en el 
lenguaje definido por la gramática anterior
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The language described by the grammar of Example 3.1 has only one state-
ment form: assignment. A program consists of the special word begin, fol-
lowed by a list of statements separated by semicolons, followed by the special 
word end. An expression is either a single variable or two variables separated 
by either a + or - operator. The only variable names in this language are  
A, B, and C.

A derivation of a program in this language follows:

<program> => begin <stmt_list> end
                   => begin <stmt> ; <stmt_list> end
                   => begin <var> = <expression> ; <stmt_list> end
                   => begin A = <expression> ; <stmt_list> end
                   => begin A = <var> + <var> ; <stmt_list> end
                   => begin A = B + <var> ; <stmt_list> end
                   => begin A = B + C ; <stmt_list> end
                   => begin A = B + ; <stmt> end
                   => begin A = B + C ; <var> = <expression> end
                   => begin A = B + C ; B = <expression> end
                   => begin A = B + C ; B = <var> end
                   => begin A = B + C ; B = C end

This derivation, like all derivations, begins with the start symbol, in this case 
<program>. The symbol => is read “derives.” Each successive string in the 
sequence is derived from the previous string by replacing one of the nonter-
minals with one of that nonterminal’s definitions. Each of the strings in the 
derivation, including <program>, is called a sentential form.

In this derivation, the replaced nonterminal is always the leftmost non-
terminal in the previous sentential form. Derivations that use this order of 
replacement are called leftmost derivations. The derivation continues until 
the sentential form contains no nonterminals. That sentential form, consisting 
of only terminals, or lexemes, is the generated sentence.

EXAMPLE 3.1	 A Grammar for a Small Language

<program> → begin <stmt_list> end

<stmt_list> → <stmt>
                     | <stmt> ; <stmt_list>
<stmt> → <var> = <expression>
<var> → A | B | C
<expression> → <var> + <var>
                          | <var> – <var>
                          | <var>

La derivación comienza 
con el símbolo de partida

P.ej., derivación de un programa en el 
lenguaje definido por la gramática anterior
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ment form: assignment. A program consists of the special word begin, fol-
lowed by a list of statements separated by semicolons, followed by the special 
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                   => begin A = B + C ; B = <expression> end
                   => begin A = B + C ; B = <var> end
                   => begin A = B + C ; B = C end

This derivation, like all derivations, begins with the start symbol, in this case 
<program>. The symbol => is read “derives.” Each successive string in the 
sequence is derived from the previous string by replacing one of the nonter-
minals with one of that nonterminal’s definitions. Each of the strings in the 
derivation, including <program>, is called a sentential form.

In this derivation, the replaced nonterminal is always the leftmost non-
terminal in the previous sentential form. Derivations that use this order of 
replacement are called leftmost derivations. The derivation continues until 
the sentential form contains no nonterminals. That sentential form, consisting 
of only terminals, or lexemes, is the generated sentence.

EXAMPLE 3.1	 A Grammar for a Small Language

<program> → begin <stmt_list> end

<stmt_list> → <stmt>
                     | <stmt> ; <stmt_list>
<stmt> → <var> = <expression>
<var> → A | B | C
<expression> → <var> + <var>
                          | <var> – <var>
                          | <var>

⋮
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The language described by the grammar of Example 3.1 has only one state-
ment form: assignment. A program consists of the special word begin, fol-
lowed by a list of statements separated by semicolons, followed by the special 
word end. An expression is either a single variable or two variables separated 
by either a + or - operator. The only variable names in this language are  
A, B, and C.

A derivation of a program in this language follows:

<program> => begin <stmt_list> end
                   => begin <stmt> ; <stmt_list> end
                   => begin <var> = <expression> ; <stmt_list> end
                   => begin A = <expression> ; <stmt_list> end
                   => begin A = <var> + <var> ; <stmt_list> end
                   => begin A = B + <var> ; <stmt_list> end
                   => begin A = B + C ; <stmt_list> end
                   => begin A = B + ; <stmt> end
                   => begin A = B + C ; <var> = <expression> end
                   => begin A = B + C ; B = <expression> end
                   => begin A = B + C ; B = <var> end
                   => begin A = B + C ; B = C end

This derivation, like all derivations, begins with the start symbol, in this case 
<program>. The symbol => is read “derives.” Each successive string in the 
sequence is derived from the previous string by replacing one of the nonter-
minals with one of that nonterminal’s definitions. Each of the strings in the 
derivation, including <program>, is called a sentential form.

In this derivation, the replaced nonterminal is always the leftmost non-
terminal in the previous sentential form. Derivations that use this order of 
replacement are called leftmost derivations. The derivation continues until 
the sentential form contains no nonterminals. That sentential form, consisting 
of only terminals, or lexemes, is the generated sentence.

EXAMPLE 3.1	 A Grammar for a Small Language

<program> → begin <stmt_list> end

<stmt_list> → <stmt>
                     | <stmt> ; <stmt_list>
<stmt> → <var> = <expression>
<var> → A | B | C
<expression> → <var> + <var>
                          | <var> – <var>
                          | <var>

La derivación comienza 
con el símbolo de partida

Cada string sucesivo en la secuencia 
es derivado del string anterior reem-
plazando uno de los no terminales 
por una de las definiciones de ese no 
terminal

“deriva en”

Este último string es el programa:
• no tiene no terminales

P.ej., derivación de un programa en el 
lenguaje definido por la gramática anterior
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The language described by the grammar of Example 3.1 has only one state-
ment form: assignment. A program consists of the special word begin, fol-
lowed by a list of statements separated by semicolons, followed by the special 
word end. An expression is either a single variable or two variables separated 
by either a + or - operator. The only variable names in this language are  
A, B, and C.

A derivation of a program in this language follows:

<program> => begin <stmt_list> end
                   => begin <stmt> ; <stmt_list> end
                   => begin <var> = <expression> ; <stmt_list> end
                   => begin A = <expression> ; <stmt_list> end
                   => begin A = <var> + <var> ; <stmt_list> end
                   => begin A = B + <var> ; <stmt_list> end
                   => begin A = B + C ; <stmt_list> end
                   => begin A = B + ; <stmt> end
                   => begin A = B + C ; <var> = <expression> end
                   => begin A = B + C ; B = <expression> end
                   => begin A = B + C ; B = <var> end
                   => begin A = B + C ; B = C end

This derivation, like all derivations, begins with the start symbol, in this case 
<program>. The symbol => is read “derives.” Each successive string in the 
sequence is derived from the previous string by replacing one of the nonter-
minals with one of that nonterminal’s definitions. Each of the strings in the 
derivation, including <program>, is called a sentential form.

In this derivation, the replaced nonterminal is always the leftmost non-
terminal in the previous sentential form. Derivations that use this order of 
replacement are called leftmost derivations. The derivation continues until 
the sentential form contains no nonterminals. That sentential form, consisting 
of only terminals, or lexemes, is the generated sentence.

EXAMPLE 3.1	 A Grammar for a Small Language

<program> → begin <stmt_list> end

<stmt_list> → <stmt>
                     | <stmt> ; <stmt_list>
<stmt> → <var> = <expression>
<var> → A | B | C
<expression> → <var> + <var>
                          | <var> – <var>
                          | <var>

La derivación sigue hasta que 
la forma sentencial derivada 
no contenga no terminales …

… es decir, contenga sólo termi-
nales, o lexemas:
• esta es la sentencia generada

Cada string, incluido <program>, 
se llama una forma sentencial
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The language described by the grammar of Example 3.1 has only one state-
ment form: assignment. A program consists of the special word begin, fol-
lowed by a list of statements separated by semicolons, followed by the special 
word end. An expression is either a single variable or two variables separated 
by either a + or - operator. The only variable names in this language are  
A, B, and C.

A derivation of a program in this language follows:

<program> => begin <stmt_list> end
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                   => begin <var> = <expression> ; <stmt_list> end
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                   => begin A = B + <var> ; <stmt_list> end
                   => begin A = B + C ; <stmt_list> end
                   => begin A = B + ; <stmt> end
                   => begin A = B + C ; <var> = <expression> end
                   => begin A = B + C ; B = <expression> end
                   => begin A = B + C ; B = <var> end
                   => begin A = B + C ; B = C end

This derivation, like all derivations, begins with the start symbol, in this case 
<program>. The symbol => is read “derives.” Each successive string in the 
sequence is derived from the previous string by replacing one of the nonter-
minals with one of that nonterminal’s definitions. Each of the strings in the 
derivation, including <program>, is called a sentential form.

In this derivation, the replaced nonterminal is always the leftmost non-
terminal in the previous sentential form. Derivations that use this order of 
replacement are called leftmost derivations. The derivation continues until 
the sentential form contains no nonterminals. That sentential form, consisting 
of only terminals, or lexemes, is the generated sentence.

EXAMPLE 3.1	 A Grammar for a Small Language

<program> → begin <stmt_list> end

<stmt_list> → <stmt>
                     | <stmt> ; <stmt_list>
<stmt> → <var> = <expression>
<var> → A | B | C
<expression> → <var> + <var>
                          | <var> – <var>
                          | <var>

Esta derivación es leftmost (más a la izquierda):

• el no terminal reemplazado es siempre el que está 
más a la izquierda en la forma sentencial anterior
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the sentential form contains no nonterminals. That sentential form, consisting 
of only terminals, or lexemes, is the generated sentence.
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Una derivación también puede ser rightmost o seguir un orden 
que no sea leftmost ni rightmost:

• el orden de la derivación no tiene efecto en el lenguaje 
generado por una gramática
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Al elegir RHSs alternativos con los cuales reemplazar no 
terminales en una derivación, se pueden generar diferentes 
sentencias del lenguaje:

• si elegimos exhaustivamente todas las combinaciones de 
posibilidades, entonces podemos generar el lenguaje completo

Una derivación también puede ser rightmost o 
seguir un orden que no sea leftmost ni rightmost:
• el orden de la derivación no tiene efecto en el 
lenguaje generado por una gramática
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El lenguaje definido por la gramática anterior, como muchos 
otros, es infinito:

• no podemos generar todas las sentencias del lenguaje en 
tiempo finito

Una derivación también puede ser rightmost o 
seguir un orden que no sea leftmost ni rightmost:
• el orden de la derivación no tiene efecto en el 
lenguaje generado por una gramática

Al elegir RHSs alternativos con los cuales reem-
plazar no terminales en una derivación, se pue-
den generar diferentes sentencias del lenguaje:

• si elegimos exhaustivamente todas las combi-
naciones de posibilidades, entonces podemos 
generar el lenguaje completo
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In addition to leftmost, a derivation may be rightmost or in an order that is 
neither leftmost nor rightmost. Derivation order has no effect on the language 
generated by a grammar.

By choosing alternative RHSs of rules with which to replace nonterminals 
in the derivation, different sentences in the language can be generated. By 
exhaustively choosing all combinations of choices, the entire language can be 
generated. This language, like most others, is infinite, so one cannot generate 
all the sentences in the language in finite time.

Example 3.2 is another example of a grammar for part of a typical pro-
gramming language.

The grammar of Example 3.2 describes assignment statements whose right 
sides are arithmetic expressions with multiplication and addition operators and 
parentheses. For example, the statement

A = B * ( A + C )

is generated by the leftmost derivation:

<assign> => <id> = <expr>
               => A = <expr>
               => A = <id> * <expr>
               => A = B * <expr>
               => A = B * ( <expr>)
               => A = B * ( <id> + <expr>)
               => A = B * ( A + <expr>)
               => A = B * ( A + <id>)
               => A = B * ( A + C )

3.3.1.6 Parse Trees

One of the most attractive features of grammars is that they naturally describe 
the hierarchical syntactic structure of the sentences of the languages they define. 
These hierarchical structures are called parse trees. For example, the parse tree 
in Figure 3.1 shows the structure of the assignment statement derived previously.

EXAMPLE 3.2	 A Grammar for Simple Assignment Statements

<assign> → <id> = <expr>
<id> →  A| B | C
<expr> → <id> + <expr>
              | <id> * <expr>
              | ( <expr>)
              | <id>

39
La siguiente gramática describe asignaciones 
en un lenguaje de programación típico

Asignaciones cuyo lado derecho (a la 
derecha del signo “=”) son expresiones 
artitméticas con paréntesis y con las 
operaciones multiplicación y suma
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In addition to leftmost, a derivation may be rightmost or in an order that is 
neither leftmost nor rightmost. Derivation order has no effect on the language 
generated by a grammar.

By choosing alternative RHSs of rules with which to replace nonterminals 
in the derivation, different sentences in the language can be generated. By 
exhaustively choosing all combinations of choices, the entire language can be 
generated. This language, like most others, is infinite, so one cannot generate 
all the sentences in the language in finite time.

Example 3.2 is another example of a grammar for part of a typical pro-
gramming language.

The grammar of Example 3.2 describes assignment statements whose right 
sides are arithmetic expressions with multiplication and addition operators and 
parentheses. For example, the statement
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is generated by the leftmost derivation:
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               => A = <expr>
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               => A = B * ( <expr>)
               => A = B * ( <id> + <expr>)
               => A = B * ( A + <expr>)
               => A = B * ( A + <id>)
               => A = B * ( A + C )

3.3.1.6 Parse Trees

One of the most attractive features of grammars is that they naturally describe 
the hierarchical syntactic structure of the sentences of the languages they define. 
These hierarchical structures are called parse trees. For example, the parse tree 
in Figure 3.1 shows the structure of the assignment statement derived previously.
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<expr> → <id> + <expr>
              | <id> * <expr>
              | ( <expr>)
              | <id>
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… y consideremos la derivación de una asignación particular

P.ej., la asignación

A = B * ( A + C )

… es generada por esta derivación leftmost
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In addition to leftmost, a derivation may be rightmost or in an order that is 
neither leftmost nor rightmost. Derivation order has no effect on the language 
generated by a grammar.

By choosing alternative RHSs of rules with which to replace nonterminals 
in the derivation, different sentences in the language can be generated. By 
exhaustively choosing all combinations of choices, the entire language can be 
generated. This language, like most others, is infinite, so one cannot generate 
all the sentences in the language in finite time.

Example 3.2 is another example of a grammar for part of a typical pro-
gramming language.

The grammar of Example 3.2 describes assignment statements whose right 
sides are arithmetic expressions with multiplication and addition operators and 
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               => A = <expr>
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One of the most attractive features of grammars is that they naturally describe 
the hierarchical syntactic structure of the sentences of the languages they define. 
These hierarchical structures are called parse trees. For example, the parse tree 
in Figure 3.1 shows the structure of the assignment statement derived previously.
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In addition to leftmost, a derivation may be rightmost or in an order that is 
neither leftmost nor rightmost. Derivation order has no effect on the language 
generated by a grammar.

By choosing alternative RHSs of rules with which to replace nonterminals 
in the derivation, different sentences in the language can be generated. By 
exhaustively choosing all combinations of choices, the entire language can be 
generated. This language, like most others, is infinite, so one cannot generate 
all the sentences in the language in finite time.

Example 3.2 is another example of a grammar for part of a typical pro-
gramming language.

The grammar of Example 3.2 describes assignment statements whose right 
sides are arithmetic expressions with multiplication and addition operators and 
parentheses. For example, the statement

A = B * ( A + C )

is generated by the leftmost derivation:

<assign> => <id> = <expr>
               => A = <expr>
               => A = <id> * <expr>
               => A = B * <expr>
               => A = B * ( <expr>)
               => A = B * ( <id> + <expr>)
               => A = B * ( A + <expr>)
               => A = B * ( A + <id>)
               => A = B * ( A + C )

3.3.1.6 Parse Trees

One of the most attractive features of grammars is that they naturally describe 
the hierarchical syntactic structure of the sentences of the languages they define. 
These hierarchical structures are called parse trees. For example, the parse tree 
in Figure 3.1 shows the structure of the assignment statement derived previously.

EXAMPLE 3.2	 A Grammar for Simple Assignment Statements

<assign> → <id> = <expr>
<id> →  A| B | C
<expr> → <id> + <expr>
              | <id> * <expr>
              | ( <expr>)
              | <id>
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Every internal node of a parse tree is labeled with a nonterminal sym-
bol; every leaf is labeled with a terminal symbol. Every subtree of a parse tree 
describes one instance of an abstraction in the sentence.

3.3.1.7 Ambiguity

A grammar that generates a sentential form for which there are two or more 
distinct parse trees is said to be ambiguous. Consider the grammar shown in 
Example 3.3, which is a minor variation of the grammar shown in Example 3.2.

<assign>

<id>

A

A

= <expr>

<id>

B

* <expr>

<id>

<id>

C

+ <expr>

<expr>( )

Figure 3.1	

A parse tree for the 
simple statement  
A = B * (A + C)

EXAMPLE 3.3	 An Ambiguous Grammar for Simple Assignment Statements

<assign> → <id> = <expr>
<id> → A | B | C
<expr> → <expr> + <expr>
              |  <expr> * <expr>
              | ( <expr>)
              |  <id>

The grammar of Example 3.3 is ambiguous because the sentence

A = B + C * A

has two distinct parse trees, as shown in Figure 3.2. The ambiguity occurs because 
the grammar specifies slightly less syntactic structure than does the grammar of 

Las gramáticas también describen la jerarquía de la estructura 
sintáctica —el árbol de parse— de las sentencias del lenguaje
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P.ej., árbol de parse de

A = B * ( A + C )

Cada nodo interno del árbol es etiquetado 
con un no terminal
… y cada hoja es etiquetada con un terminal
… y cada subárbol describe una instancia de 
una abstracción en la sentencia
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In addition to leftmost, a derivation may be rightmost or in an order that is 
neither leftmost nor rightmost. Derivation order has no effect on the language 
generated by a grammar.

By choosing alternative RHSs of rules with which to replace nonterminals 
in the derivation, different sentences in the language can be generated. By 
exhaustively choosing all combinations of choices, the entire language can be 
generated. This language, like most others, is infinite, so one cannot generate 
all the sentences in the language in finite time.

Example 3.2 is another example of a grammar for part of a typical pro-
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3.3.1.6 Parse Trees

One of the most attractive features of grammars is that they naturally describe 
the hierarchical syntactic structure of the sentences of the languages they define. 
These hierarchical structures are called parse trees. For example, the parse tree 
in Figure 3.1 shows the structure of the assignment statement derived previously.
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Every internal node of a parse tree is labeled with a nonterminal sym-
bol; every leaf is labeled with a terminal symbol. Every subtree of a parse tree 
describes one instance of an abstraction in the sentence.
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In addition to leftmost, a derivation may be rightmost or in an order that is 
neither leftmost nor rightmost. Derivation order has no effect on the language 
generated by a grammar.

By choosing alternative RHSs of rules with which to replace nonterminals 
in the derivation, different sentences in the language can be generated. By 
exhaustively choosing all combinations of choices, the entire language can be 
generated. This language, like most others, is infinite, so one cannot generate 
all the sentences in the language in finite time.

Example 3.2 is another example of a grammar for part of a typical pro-
gramming language.

The grammar of Example 3.2 describes assignment statements whose right 
sides are arithmetic expressions with multiplication and addition operators and 
parentheses. For example, the statement

A = B * ( A + C )

is generated by the leftmost derivation:

<assign> => <id> = <expr>
               => A = <expr>
               => A = <id> * <expr>
               => A = B * <expr>
               => A = B * ( <expr>)
               => A = B * ( <id> + <expr>)
               => A = B * ( A + <expr>)
               => A = B * ( A + <id>)
               => A = B * ( A + C )

3.3.1.6 Parse Trees

One of the most attractive features of grammars is that they naturally describe 
the hierarchical syntactic structure of the sentences of the languages they define. 
These hierarchical structures are called parse trees. For example, the parse tree 
in Figure 3.1 shows the structure of the assignment statement derived previously.

EXAMPLE 3.2	 A Grammar for Simple Assignment Statements

<assign> → <id> = <expr>
<id> →  A| B | C
<expr> → <id> + <expr>
              | <id> * <expr>
              | ( <expr>)
              | <id>
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Every internal node of a parse tree is labeled with a nonterminal sym-
bol; every leaf is labeled with a terminal symbol. Every subtree of a parse tree 
describes one instance of an abstraction in the sentence.

3.3.1.7 Ambiguity

A grammar that generates a sentential form for which there are two or more 
distinct parse trees is said to be ambiguous. Consider the grammar shown in 
Example 3.3, which is a minor variation of the grammar shown in Example 3.2.
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A parse tree for the 
simple statement  
A = B * (A + C)

EXAMPLE 3.3	 An Ambiguous Grammar for Simple Assignment Statements

<assign> → <id> = <expr>
<id> → A | B | C
<expr> → <expr> + <expr>
              |  <expr> * <expr>
              | ( <expr>)
              |  <id>

The grammar of Example 3.3 is ambiguous because the sentence

A = B + C * A

has two distinct parse trees, as shown in Figure 3.2. The ambiguity occurs because 
the grammar specifies slightly less syntactic structure than does the grammar of 

La siguiente gramática —que también 
describe asignaciones— es levemente 
diferente de la gramática de la diap. 39
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In addition to leftmost, a derivation may be rightmost or in an order that is 
neither leftmost nor rightmost. Derivation order has no effect on the language 
generated by a grammar.

By choosing alternative RHSs of rules with which to replace nonterminals 
in the derivation, different sentences in the language can be generated. By 
exhaustively choosing all combinations of choices, the entire language can be 
generated. This language, like most others, is infinite, so one cannot generate 
all the sentences in the language in finite time.

Example 3.2 is another example of a grammar for part of a typical pro-
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sides are arithmetic expressions with multiplication and addition operators and 
parentheses. For example, the statement

A = B * ( A + C )

is generated by the leftmost derivation:

<assign> => <id> = <expr>
               => A = <expr>
               => A = <id> * <expr>
               => A = B * <expr>
               => A = B * ( <expr>)
               => A = B * ( <id> + <expr>)
               => A = B * ( A + <expr>)
               => A = B * ( A + <id>)
               => A = B * ( A + C )

3.3.1.6 Parse Trees

One of the most attractive features of grammars is that they naturally describe 
the hierarchical syntactic structure of the sentences of the languages they define. 
These hierarchical structures are called parse trees. For example, the parse tree 
in Figure 3.1 shows the structure of the assignment statement derived previously.

EXAMPLE 3.2	 A Grammar for Simple Assignment Statements

<assign> → <id> = <expr>
<id> →  A| B | C
<expr> → <id> + <expr>
              | <id> * <expr>
              | ( <expr>)
              | <id>
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Every internal node of a parse tree is labeled with a nonterminal sym-
bol; every leaf is labeled with a terminal symbol. Every subtree of a parse tree 
describes one instance of an abstraction in the sentence.

3.3.1.7 Ambiguity

A grammar that generates a sentential form for which there are two or more 
distinct parse trees is said to be ambiguous. Consider the grammar shown in 
Example 3.3, which is a minor variation of the grammar shown in Example 3.2.

<assign>

<id>

A

A

= <expr>

<id>

B

* <expr>

<id>

<id>

C

+ <expr>

<expr>( )

Figure 3.1	

A parse tree for the 
simple statement  
A = B * (A + C)

EXAMPLE 3.3	 An Ambiguous Grammar for Simple Assignment Statements

<assign> → <id> = <expr>
<id> → A | B | C
<expr> → <expr> + <expr>
              |  <expr> * <expr>
              | ( <expr>)
              |  <id>

The grammar of Example 3.3 is ambiguous because the sentence

A = B + C * A

has two distinct parse trees, as shown in Figure 3.2. The ambiguity occurs because 
the grammar specifies slightly less syntactic structure than does the grammar of 

Puede generar asignaciones para las cuales hay dos 
o más árboles de parse distintos:

• la gramática es ambigua (específicamente, porque 
el árbol de parse para una expresión, <expr>, puede 
crecer tanto por la izquierda como por la derecha)

La siguiente gramática —que también 
describe asignaciones— es levemente 
diferente de la gramática de la diap. 39
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Example 3.2. Rather than allowing the parse tree of an expression to grow only 
on the right, this grammar allows growth on both the left and the right.

Syntactic ambiguity of language structures is a problem because compilers 
often base the semantics of those structures on their syntactic form. Specifically, 
the compiler chooses the code to be generated for a statement by examining its 
parse tree. If a language structure has more than one parse tree, then the mean-
ing of the structure cannot be determined uniquely. This problem is discussed 
in two specific examples in the following subsections.

There are several other characteristics of a grammar that are sometimes 
useful in determining whether a grammar is ambiguous.1 They include the 
following: (1) if the grammar generates a sentence with more than one leftmost 
derivation and (2) if the grammar generates a sentence with more than one 
rightmost derivation.

Some parsing algorithms can be based on ambiguous grammars. When 
such a parser encounters an ambiguous construct, it uses nongrammatical infor-
mation provided by the designer to construct the correct parse tree. In many 
cases, an ambiguous grammar can be rewritten to be unambiguous but still 
generate the desired language.

3.3.1.8 Operator Precedence

When an expression includes two different operators, for example, x + y * z, 
one obvious semantic issue is the order of evaluation of the two operators (for 
example, in this expression is it add and then multiply, or vice versa?). This seman-
tic question can be answered by assigning different precedence levels to operators. 
For example, if * has been assigned higher precedence than + (by the language 
designer), multiplication will be done first, regardless of the order of appearance 
of the two operators in the expression.

<assign>

<id>

A

C

B

= <expr>

<expr>

<id>

+ <expr>

<id>

A

<id>

*<expr> <expr>

<assign>

<id>

A

B

= <expr>

<expr> * <expr>

<id>

C

<id> A

<id>+<expr> <expr>

Figure 3.2	

Two distinct parse trees 
for the same sentence,  
A = B + C * A

 1. Note that it is mathematically impossible to determine whether an arbitrary grammar is 
ambiguous.

P.ej., la gramática anterior es ambigua porque la sentencia

A = B + C * A

tiene dos árboles de parse distintos
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La ambigüedad sintáctica de las estructuras de un lenguaje 
es un problema ⟶ los compiladores basan la semántica de 
esas estructuras en sus formas sintácticas:

• el compilador decide qué código tiene que generar para 
una sentencia revisando el árbol de parse de ésta

• si una estructura tiene más de un árbol de parse, entonces 
su significado no puede ser determinado de manera única

en lenguaje 
assembly del 
computador
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Example 3.2. Rather than allowing the parse tree of an expression to grow only 
on the right, this grammar allows growth on both the left and the right.

Syntactic ambiguity of language structures is a problem because compilers 
often base the semantics of those structures on their syntactic form. Specifically, 
the compiler chooses the code to be generated for a statement by examining its 
parse tree. If a language structure has more than one parse tree, then the mean-
ing of the structure cannot be determined uniquely. This problem is discussed 
in two specific examples in the following subsections.

There are several other characteristics of a grammar that are sometimes 
useful in determining whether a grammar is ambiguous.1 They include the 
following: (1) if the grammar generates a sentence with more than one leftmost 
derivation and (2) if the grammar generates a sentence with more than one 
rightmost derivation.

Some parsing algorithms can be based on ambiguous grammars. When 
such a parser encounters an ambiguous construct, it uses nongrammatical infor-
mation provided by the designer to construct the correct parse tree. In many 
cases, an ambiguous grammar can be rewritten to be unambiguous but still 
generate the desired language.

3.3.1.8 Operator Precedence

When an expression includes two different operators, for example, x + y * z, 
one obvious semantic issue is the order of evaluation of the two operators (for 
example, in this expression is it add and then multiply, or vice versa?). This seman-
tic question can be answered by assigning different precedence levels to operators. 
For example, if * has been assigned higher precedence than + (by the language 
designer), multiplication will be done first, regardless of the order of appearance 
of the two operators in the expression.
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= <expr>

<expr>

<id>

+ <expr>

<id>
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<id>

*<expr> <expr>

<assign>

<id>

A

B

= <expr>

<expr> * <expr>
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<id>+<expr> <expr>

Figure 3.2	

Two distinct parse trees 
for the same sentence,  
A = B + C * A

 1. Note that it is mathematically impossible to determine whether an arbitrary grammar is 
ambiguous.

P.ej., A = B + C * A
es interpretada como 
A = B + ( C * A )
si se usa este árbol …

… y como
A = ( B + C ) * A 
si se usa este otro árbol
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La expresión B + C * A tiene dos operadores diferentes

… y su valor depende del orden de evaluación de las 
operaciones —¿sumamos primero y después multipli-
camos, o vice versa?

Resolvemos esta ambigüedad semántica asignando 
diferentes niveles de precedencia a los operadores:

• p.ej., si * tiene mayor precedencia que +, entonces 
la multiplicación se hace primero …



La expresión B + C * A tiene dos operadores diferentes

… y su valor depende del orden de evaluación de las 
operaciones —¿sumamos primero y después multipli-
camos, o vice versa?

Resolvemos esta ambigüedad semántica asignando 
diferentes niveles de precedencia a los operadores:

• p.ej., si * tiene mayor precedencia que +, entonces 
la multiplicación se hace primero …

49

P.ej., si A = 0, entonces, 
si primero sumamos, el 
valor de la expresión es 0

… pero si primero multi-
plicamos, el valor es B

Asignada (arbitraria-
mente) por el diseñador 
del lenguaje

… sin importar el orden 
de aparición de los ope-
radores en la expresión
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Una gramática puede describir una estructura sintác-
tica de tal manera que (parte de) su significado pueda 
determinarse a partir de su árbol de parse:

• p.ej., si un operador en una expresión aritmética es 
generado más abajo en el árbol de parse —por lo que 
debe ser evaluado primero— significa que tiene prece-
dencia sobre un operador producido más arriba
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Una gramática puede describir una estructura sintác-
tica de tal manera que (parte de) su significado pueda 
determinarse a partir de su árbol de parse:

• p.ej., si un operador en una expresión aritmética es 
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debe ser evaluado primero— significa que tiene prece-
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Example 3.2. Rather than allowing the parse tree of an expression to grow only 
on the right, this grammar allows growth on both the left and the right.

Syntactic ambiguity of language structures is a problem because compilers 
often base the semantics of those structures on their syntactic form. Specifically, 
the compiler chooses the code to be generated for a statement by examining its 
parse tree. If a language structure has more than one parse tree, then the mean-
ing of the structure cannot be determined uniquely. This problem is discussed 
in two specific examples in the following subsections.

There are several other characteristics of a grammar that are sometimes 
useful in determining whether a grammar is ambiguous.1 They include the 
following: (1) if the grammar generates a sentence with more than one leftmost 
derivation and (2) if the grammar generates a sentence with more than one 
rightmost derivation.

Some parsing algorithms can be based on ambiguous grammars. When 
such a parser encounters an ambiguous construct, it uses nongrammatical infor-
mation provided by the designer to construct the correct parse tree. In many 
cases, an ambiguous grammar can be rewritten to be unambiguous but still 
generate the desired language.

3.3.1.8 Operator Precedence

When an expression includes two different operators, for example, x + y * z, 
one obvious semantic issue is the order of evaluation of the two operators (for 
example, in this expression is it add and then multiply, or vice versa?). This seman-
tic question can be answered by assigning different precedence levels to operators. 
For example, if * has been assigned higher precedence than + (by the language 
designer), multiplication will be done first, regardless of the order of appearance 
of the two operators in the expression.
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<id>

A

C

B

= <expr>

<expr>

<id>

+ <expr>

<id>

A

<id>

*<expr> <expr>
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<id>

A

B

= <expr>

<expr> * <expr>

<id>

C

<id> A

<id>+<expr> <expr>

Figure 3.2	

Two distinct parse trees 
for the same sentence,  
A = B + C * A

 1. Note that it is mathematically impossible to determine whether an arbitrary grammar is 
ambiguous.

P.ej., A = B + C * A
es interpretada como

A = B + (C * A)
si se usa este árbol …

… y como
A = (B + C) * A 

si se usa este otro árbol

Estos dos árboles 
dan información 
de precedencia 
contradictoria
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La gramática de la diap. 39 no es ambigua:

… pero la precedencia de los operadores en una 
expresión depende de la posición relativa del ope-
rador en la expresión (y no del operador mismo):

• el operador de más a la derecha en la expresión 
es producido más abajo en el árbol de parse

• los otros operadores aparecen progresivamente 
más arriba a medida que nos movemos hacia la 
izquierda en la expresión

3.3 Formal Methods of Describing Syntax     141

In addition to leftmost, a derivation may be rightmost or in an order that is 
neither leftmost nor rightmost. Derivation order has no effect on the language 
generated by a grammar.

By choosing alternative RHSs of rules with which to replace nonterminals 
in the derivation, different sentences in the language can be generated. By 
exhaustively choosing all combinations of choices, the entire language can be 
generated. This language, like most others, is infinite, so one cannot generate 
all the sentences in the language in finite time.

Example 3.2 is another example of a grammar for part of a typical pro-
gramming language.

The grammar of Example 3.2 describes assignment statements whose right 
sides are arithmetic expressions with multiplication and addition operators and 
parentheses. For example, the statement

A = B * ( A + C )

is generated by the leftmost derivation:

<assign> => <id> = <expr>
               => A = <expr>
               => A = <id> * <expr>
               => A = B * <expr>
               => A = B * ( <expr>)
               => A = B * ( <id> + <expr>)
               => A = B * ( A + <expr>)
               => A = B * ( A + <id>)
               => A = B * ( A + C )

3.3.1.6 Parse Trees

One of the most attractive features of grammars is that they naturally describe 
the hierarchical syntactic structure of the sentences of the languages they define. 
These hierarchical structures are called parse trees. For example, the parse tree 
in Figure 3.1 shows the structure of the assignment statement derived previously.

EXAMPLE 3.2	 A Grammar for Simple Assignment Statements

<assign> → <id> = <expr>
<id> →  A| B | C
<expr> → <id> + <expr>
              | <id> * <expr>
              | ( <expr>)
              | <id>
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Queremos una gramática que

• no sea ambigua

• especifique una precedencia consistente 
para + y *, sin importar el orden en que 
éstos aparezcan en una expresión
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As stated previously, a grammar can describe a certain syntactic structure so 
that part of the meaning of the structure can be determined from its parse tree. In 
particular, the fact that an operator in an arithmetic expression is generated lower 
in the parse tree (and therefore must be evaluated first) can be used to indicate that 
it has precedence over an operator produced higher up in the tree. In the first parse 
tree of Figure 3.2, for example, the multiplication operator is generated lower in the 
tree, which could indicate that it has precedence over the addition operator in the 
expression. The second parse tree, however, indicates just the opposite. It appears, 
therefore, that the two parse trees indicate conflicting precedence information.

Notice that although the grammar of Example 3.2 is not ambiguous, the 
precedence order of its operators is not the usual one. In this grammar, a parse 
tree of a sentence with multiple operators, regardless of the particular operators 
involved, has the rightmost operator in the expression at the lowest point in the 
parse tree, with the other operators in the tree moving progressively higher as one 
moves to the left in the expression. For example, in the expression A + B * C, * is  
the lowest in the tree, indicating it is to be done first. However, in the expres-
sion A * B + C, + is the lowest, indicating it is to be done first.

A grammar can be written for the simple expressions we have been discuss-
ing that is both unambiguous and specifies a consistent precedence of the + and *  
operators, regardless of the order in which the operators appear in an expres-
sion. The correct ordering is specified by using separate nonterminal symbols 
to represent the operands of the operators that have different precedence. This 
requires additional nonterminals and some new rules. Instead of using <expr> 
for both operands of both + and *, we could use three nonterminals to represent 
operands, which allows the grammar to force different operators to different 
levels in the parse tree. If <expr> is the root symbol for expressions, + can be 
forced to the top of the parse tree by having <expr> directly generate only + 
operators, using the new nonterminal, <term>, as the right operand of +. Next, 
we can define <term> to generate * operators, using <term> as the left operand 
and a new nonterminal, <factor>, as its right operand. Now, * will always be 
lower in the parse tree, simply because it is farther from the start symbol than + 
in every derivation. The grammar of Example 3.4 is such a grammar.

EXAMPLE 3.4	 An Unambiguous Grammar for Expressions

<assign> → <id> = <expr>
<id> → A | B | C
<expr> → <expr> + <term>
              | <term>
<term> → <term> * <factor>
              | <factor>
<factor> → ( <expr>)
                 | <id>

Símbolos no terminales diferentes 
(adicionales) para representar los 
operandos de los operadores que 
tienen diferente precedencia

Nuevas reglas

<expr> genera directamente sólo 
operadores + :
• <expr> es el símbolo de partida 
para expresiones

<term> genera operadores * :
• * va a aparecer siempre más 
abajo en el árbol, porque en 
cualquier derivación está más 
lejos del símbolo de partida que +

Queremos una gramática que

• no sea ambigua

• especifique una precedencia consistente 
para + y *, sin importar el orden en que 
éstos aparezcan en una expresión
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The grammar in Example  3.4 generates the same language as the  
grammars of Examples 3.2 and 3.3, but it is unambiguous and it specifies  
the usual precedence order of multiplication and addition operators. The 
 following derivation of the sentence A = B + C * A uses the grammar of 
Example 3.4:

<assign> => <id> = <expr>
               => A = <expr>
               => A = <expr> + <term>
               => A = <term> + <term>
               => A = <factor> + <term>
               => A = <id> + <term>
               => A = B + <term>
               => A = B + <term> * <factor>
               => A = B + <factor> * <factor>
               => A = B + <id> * <factor>
               => A = B + C * <factor>
               => A = B + C * <id>
               => A = B + C * A

The unique parse tree for this sentence, using the grammar of Example 3.4, is 
shown in Figure 3.3.

The connection between parse trees and derivations is very close:  
Either can easily be constructed from the other. Every derivation with an 
 unambiguous grammar has a unique parse tree, although that tree can be rep-
resented by different derivations. For example, the following derivation of the 
sentence A = B + C * A is different from the derivation of the same sen-
tence given previously. This is a rightmost derivation, whereas the previous 
one is  leftmost. Both of these derivations, however, are represented by the 
same parse tree.

<assign> => <id> = <expr>
               => <id> = <expr> + <term>
               => <id> = <expr> + <term> * <factor>
               => <id> = <expr> + <term> * <id>
               => <id> = <expr> + <term> * A
               => <id> = <expr> + <factor> * A
               => <id> = <expr> + <id> * A
               => <id> = <expr> + C * A
               => <id> = <term> + C * A
               => <id> = <factor> + C * A
               => <id> = <id> + C * A
               => <id> = B + C * A
               => A = B + C * A
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The grammar in Example  3.4 generates the same language as the  
grammars of Examples 3.2 and 3.3, but it is unambiguous and it specifies  
the usual precedence order of multiplication and addition operators. The 
 following derivation of the sentence A = B + C * A uses the grammar of 
Example 3.4:

<assign> => <id> = <expr>
               => A = <expr>
               => A = <expr> + <term>
               => A = <term> + <term>
               => A = <factor> + <term>
               => A = <id> + <term>
               => A = B + <term>
               => A = B + <term> * <factor>
               => A = B + <factor> * <factor>
               => A = B + <id> * <factor>
               => A = B + C * <factor>
               => A = B + C * <id>
               => A = B + C * A

The unique parse tree for this sentence, using the grammar of Example 3.4, is 
shown in Figure 3.3.

The connection between parse trees and derivations is very close:  
Either can easily be constructed from the other. Every derivation with an 
 unambiguous grammar has a unique parse tree, although that tree can be rep-
resented by different derivations. For example, the following derivation of the 
sentence A = B + C * A is different from the derivation of the same sen-
tence given previously. This is a rightmost derivation, whereas the previous 
one is  leftmost. Both of these derivations, however, are represented by the 
same parse tree.

<assign> => <id> = <expr>
               => <id> = <expr> + <term>
               => <id> = <expr> + <term> * <factor>
               => <id> = <expr> + <term> * <id>
               => <id> = <expr> + <term> * A
               => <id> = <expr> + <factor> * A
               => <id> = <expr> + <id> * A
               => <id> = <expr> + C * A
               => <id> = <term> + C * A
               => <id> = <factor> + C * A
               => <id> = <id> + C * A
               => <id> = B + C * A
               => A = B + C * A

P.ej., dos derivaciones para 
la sentencia A = B + C * A

Derivación leftmost

Derivación rightmost

La gramática anterior genera el mismo lengua-
je que las gramáticas de las diaps. 39 y 43, pero

• no es ambigua

• … y especifica el orden de precedencia habi-
tual de + y *
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La conexión entre árboles de parse y derivaciones es estrecha:

• cualquiera puede ser construida a partir de la otra

Toda derivación con una gramática no ambigua tiene un único árbol de parse

… aunque ese árbol puede ser representado por distintas derivaciones
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3.3.1.9 Associativity of Operators

When an expression includes two operators that have the same precedence (as 
* and / usually have)—for example, A / B *  C—  a semantic rule is required to 
specify which should have precedence.2 This rule is named associativity.

As was the case with precedence, a grammar for expressions may correctly 
imply operator associativity. Consider the following example of an assignment 
statement:

A = B + C + A

The parse tree for this sentence, as defined with the grammar of Example 3.4, 
is shown in Figure 3.4.

The parse tree of Figure 3.4 shows the left addition operator lower than 
the right addition operator. This is the correct order if addition is meant to be 
left associative, which is typical. In most cases, the associativity of addition in 
a computer is irrelevant. In mathematics, addition is associative, which means 
that left and right associative orders of evaluation mean the same thing. That is, 
(A + B) + C = A + (B + C).  Floating-  point addition in a computer, however, 
is not necessarily associative. For example, suppose  floating-  point values store 
seven digits of accuracy. Consider the problem of adding 11 numbers together, 
where one of the numbers is 107 and the other ten are 1. If the small numbers 
(the 1’s) are each added to the large number, one at a time, there is no effect on 
that number, because the small numbers occur in the eighth digit of the large 
number. However, if the small numbers are first added together and the result is 

 2. An expression with two occurrences of the same operator has the same issue; for example,  
A / B / C.

<assign>

<id>

A

<id>

<factor>

<id>

CB

= <expr>

<expr>

<term>

+ <term>

<factor>

A

<id>

*<term> <factor>

Figure 3.3	

The unique parse tree 
for A = B + C * A 
using an unambiguous 
grammar

La conexión entre árboles de parse y derivaciones es estrecha:

• cualquiera puede ser construida a partir de la otra

Toda derivación con una gramática no ambigua tiene un único árbol de parse

… aunque ese árbol puede ser representado por distintas derivaciones

Árbol de parse único para
A = B + C * A

… usando la gramática no 
ambigua de la diap. 39
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3.3.1.9 Associativity of Operators
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The grammar in Example  3.4 generates the same language as the  
grammars of Examples 3.2 and 3.3, but it is unambiguous and it specifies  
the usual precedence order of multiplication and addition operators. The 
 following derivation of the sentence A = B + C * A uses the grammar of 
Example 3.4:

<assign> => <id> = <expr>
               => A = <expr>
               => A = <expr> + <term>
               => A = <term> + <term>
               => A = <factor> + <term>
               => A = <id> + <term>
               => A = B + <term>
               => A = B + <term> * <factor>
               => A = B + <factor> * <factor>
               => A = B + <id> * <factor>
               => A = B + C * <factor>
               => A = B + C * <id>
               => A = B + C * A

The unique parse tree for this sentence, using the grammar of Example 3.4, is 
shown in Figure 3.3.

The connection between parse trees and derivations is very close:  
Either can easily be constructed from the other. Every derivation with an 
 unambiguous grammar has a unique parse tree, although that tree can be rep-
resented by different derivations. For example, the following derivation of the 
sentence A = B + C * A is different from the derivation of the same sen-
tence given previously. This is a rightmost derivation, whereas the previous 
one is  leftmost. Both of these derivations, however, are represented by the 
same parse tree.
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               => <id> = <factor> + C * A
               => <id> = <id> + C * A
               => <id> = B + C * A
               => A = B + C * A
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Árbol de parse único para
A = B + C * A

… usando la gramática no 
ambigua de la diap. 39
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Asociatividad es la regla semántica que especifica 
cuál operador tiene precedencia en expresiones 
con dos operadores con la misma precedencia:

• p.ej., A / B * C o también A / B / C

Una gramática puede implicar correctamente la 
asociatividad de operadores
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P.ej., la gramática de la diap. 39 produce este 
árbol de parse para

A = B + C + A
… en que el + de la izquierda aparece más abajo 
que el de la derecha:
• orden correcto si la suma es asociativa por la 
izquierda (típico en un lenguaje de programación)
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added to the large number, the result in  seven-  digit accuracy is 1.000001 * 107. 
Subtraction and division are not associative, whether in mathematics or in a 
computer. Therefore, correct associativity may be essential for an expression 
that contains either of them.

When a grammar rule has its LHS also appearing at the beginning of 
its RHS, the rule is said to be left recursive. This left recursion specifies left 
associativity. For example, the left recursion of the rules of the grammar of 
Example 3.4 causes it to make both addition and multiplication left associative. 
Unfortunately, left recursion disallows the use of some important syntax analy-
sis algorithms. When one of these algorithms is to be used, the grammar must 
be modified to remove the left recursion. This, in turn, disallows the grammar 
from precisely specifying that certain operators are left associative. Fortunately, 
left associativity can be enforced by the compiler, even though the grammar 
does not dictate it.

In most languages that provide it, the exponentiation operator is right asso-
ciative. To indicate right associativity, right recursion can be used. A grammar 
rule is right recursive if the LHS appears at the right end of the RHS. Rules 
such as

<factor> → <exp> ** <factor>
                 |<exp>
<exp> → ( <expr> )
             |id

could be used to describe exponentiation as a  right-  associative operator.

<assign>

<id>

A

= <expr>

<factor>

<id>

B

<expr>

<term>

+<expr> <term>

+

<id>

C

<factor>

<term>

A

<id>

<factor>

Figure 3.4	

A parse tree for  
A = B + C + A  
illustrating the 
associativity of  
addition

Asociatividad es la regla semántica que especifica 
cuál operador tiene precedencia en expresiones 
con dos operadores con la misma precedencia:

• p.ej., A / B * C o también A / B / C

Una gramática puede implicar correctamente la 
asociatividad de operadores
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En matemáticas, la suma es asociativa:

• asociatividad por la izquierda y asociatividad 
por la derecha producen el mismo resultado

… pero la resta y la división no los son:

• una correcta asociatividad es esencial

(B + C) + A = B + (C + A)
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En matemáticas, la suma es asociativa:

• asociatividad por la izquierda y asociatividad 
por la derecha producen el mismo resultado

… pero la resta y la división no los son:

• una correcta asociatividad es esencial

(B + C) + A = B + (C + A)

(B - C) - A ≠ B - (C - A)

(B / C) / A ≠ B / (C / A)
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Reglas BNF para la
sentencia if-else en Java

148      Chapter 3  Describing Syntax and Semantics 

3.3.1.10 An Unambiguous Grammar for  if-  else

The BNF rules for a Java  if-  else statement are as follows:

<if_stmt> → if (<logic_expr>) <stmt>
                     if (<logic_expr>) <stmt> else <stmt>

If we also have <stmt> → <if_stmt>, this grammar is ambiguous. The simplest 
sentential form that illustrates this ambiguity is

if (<logic_expr>) if (<logic_expr>) <stmt> else <stmt>

The two parse trees in Figure 3.5 show the ambiguity of this sentential form. 
Consider the following example of this construct:

if (done == true)
if (denom == 0)
   quotient = 0;
   else quotient = num / denom;

The problem is that if the upper parse tree in Figure 3.5 is used as the basis 
for translation, the else clause would be executed when done is not true, which 

if     <logic_expr>               <stmt>     else     <stmt>

if     <logic_expr>             <stmt>

<if_stmt>

<if_stmt>

if    <logic_expr>                   <stmt>     else     <stmt>

<if_stmt>

if     <logic_expr>           <stmt>     

<if_stmt>

Figure 3.5	

Two distinct parse trees 
for the same sentential 
form

|
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if     <logic_expr>               <stmt>     else     <stmt>

if     <logic_expr>             <stmt>

<if_stmt>

<if_stmt>

if    <logic_expr>                   <stmt>     else     <stmt>

<if_stmt>

if     <logic_expr>           <stmt>     

<if_stmt>

Figure 3.5	

Two distinct parse trees 
for the same sentential 
form

|

Si agregamos la regla

<stmt> ⟶ <if_stmt>

entonces la gramática se vuelve ambigua
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probably is not what was intended by the author of the construct. We will 
examine the practical problems associated with this  else-  association problem 
in Chapter 8.

We will now develop an unambiguous grammar that describes this if 
statement. The rule for if constructs in many languages is that an else clause, 
when present, is matched with the nearest previous unmatched then clause. 
Therefore, there cannot be an if statement without an else between a then 
clause and its matching else. So, for this situation, statements must be distin-
guished between those that are matched and those that are unmatched, where 
unmatched statements are  else-  less ifs and all other statements are matched. 
The problem with the earlier grammar is that it treats all statements as if they 
had equal syntactic  significance—  that is, as if they were all matched.

To reflect the different categories of statements, different abstractions, or 
nonterminals, must be used. The unambiguous grammar based on these ideas 
follows:

<stmt> → <matched> | <unmatched>
<matched> → if (<logic_expr>) <matched> else <matched>
                     |any  non-  if statement
<unmatched> → if (<logic_expr>) <stmt>
                        |if (<logic_expr>) <matched> else <unmatched>

There is just one possible parse tree, using this grammar, for the following 
sentential form:

if (<logic_expr>) if (<logic_expr>) <stmt> else <stmt>

3.3.2 Extended BNF

Because of a few minor inconveniences in BNF, it has been extended in  
several ways. Most extended versions are called Extended BNF, or simply 
EBNF, even though they are not all exactly the same. The extensions do not 
enhance the descriptive power of BNF; they only increase its readability and 
writability.

Three extensions are commonly included in the various versions 
of EBNF. The first of these denotes an optional part of an RHS, which is 
delimited by brackets. For example, a C  if-  else statement can be described as

<if_stmt> → if (<expression>) <statement> [else <statement>]

Without the use of the brackets, the syntactic description of this statement 
would require the following two rules:

<if_stmt> → if (<expression>) <statement>
                   |if (<expression>) <statement> else <statement>

The second extension is the use of braces in an RHS to indicate that the 
enclosed part can be repeated indefinitely or left out altogether. This extension 
allows lists to be built with a single rule, instead of using recursion and two 

Gramática no ambigua para la sentencia if-else en Java

… basada en la práctica de que una cláusula else, 
si aparece, es emparejada con la cláusula then previa más 
cercana no emparejada

No puede ser un if sin else
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Cálculo del MCD de dos enteros usando el algoritmo de Euclides

Lenguaje de máquina, 
expresado como números 
hexadecimales, para el 
set de instrucciones x86

Lenguaje assembly x86
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Cálculo del MCD de dos enteros usando el algoritmo de Euclides

Lenguaje imperativo:
C

Lenguaje funcional:
OCaml

Lenguaje lógico:
Prolog


