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(de un programa) ejecutada en una computación particular

Programa secuencial:  Sólo una 
hebra está activa en cualquier 
momento de la ejecución

Programa concurrente:  Varias hebras —procesos, 
tareas (tasks) o programas secuenciales— activas 
al mismo tiempo
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Distinguimos concurrencia física de concurrencia lógica

Ejecución simultánea, o en paralelo, de varios threads:
• p.ej., en computadores con varios procesadores

El programador y la aplicación perciben la ejecu-
ción como concurrente
… pero, físicamente, las actividades concurrentes 
son mapeadas a ejecuciones secuenciales

Conceptualmente y desde el punto de vista de los lengua-
jes de programación, esta distinción no es muy relevante
… excepto si consideramos el desempeño del sistema y el 
tiempo de ejecución
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Concurrencia física
Ejecución simultánea, o en paralelo, de varios threads:
• p.ej., en computadores con varios procesadores

Programación paralela

Métodos y algoritmos dedicados para definir solucio-
nes paralelas eficientes principalmente a problemas 
de computación científica:
• aplicación de la misma operación a datos diferentes
• aplicación de operaciones diferentes en paralelo a 
los mismos datos
• e.g., solución de ecuaciones diferenciales
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Concurrencia física
Ejecución simultánea, o en paralelo, de varios threads:
• p.ej., en computadores con varios procesadores

Programación paralela

Métodos y algoritmos dedicados para definir solucio-
nes paralelas eficientes principalmente a problemas 
de computación científica:
• aplicación de la misma operación a datos diferentes
• aplicación de operaciones diferentes en paralelo a 
los mismos datos
• e.g., solución de ecuaciones diferenciales

Desde el punto de vista lingüístico no presenta proble-
mas diferentes de aquellos de la concurrencia lógica
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Concurrencia lógica
… o simplemente concurrencia

Programación multihebras

Presencia de más de una hebra (o proceso) —más 
de un contexto de ejecución activo al mimo tiempo
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14.2 A Brief Historical Overview 435

T1 | read x in reg1

T2 | read x in reg2

T2 | in crement reg2

T 2 | write reg2 in x

T 1 | in crement reg1

T1 | write reg1 in x

What happened above is that T 1 sort of nullified the effect of T 2 on x. Let us say
that x contains the value 0. T 1 reads the value of x, which is 0. Then, also T 2 reads
the value 0 of x and it continues by incrementing it to 1 and writing the increment
in x. Finally, T 1 increments its reading of x to 1 and writes it in x. Of course, if we
had, e.g., T 1 and T 2 execute one after the other, x would hold the value 2, instead
of 1. Notably, the scenarios above are just two out of 20 admissible sequencing of
the instructions of T 1 and T 2, of which only two lead to x holding the value 2—the
cases in which T 1 or T 2 execute completely, followed by the complete execution of
the other thread.

As seen, reasoning on the behaviour of even small concurrent programs is hard,
due to the number of paths that the computation can follow. One way to make con-
current computations predictable is to introduce synchronisations among the various
operations. Indeed, the introduction and adoption of interrupts coincided with the
introduction of the first tools for synchronisation and concurrency management,
such as critical sections and mechanisms for mutual exclusion. The first multipro-
gramming systems, of the batch type, allowed very limited concurrency, essentially
only at the level of the operating system (one process ceded access to the CPU to
another one only on input and output operations). Subsequently, with the advent of
time-sharing systems, concurrent execution also appeared at the application level,
followed by the inclusion of constructs for communication and synchronisation in
high-level languages.

A second important impulse to the development of techniques and models for
concurrency came, at the end of the sixties, from the realisation of the first mul-
tiprocessor architectures. The presence of several processors in these architectures
supports the simultaneous (or parallel) execution of different programs or even differ-
ent parts of the same program. This possibility posed new problems, both algorithmic
and methodological; in fact, parallel programming, developed mainly for scientific
computing applications, also involves fields other than those usually connected with
programming languages.

A third important element for the development of concurrent programming came
in the 1970s with the first computer networks. The possibility to make different
machines, even far apart, “talk” to each other opened the way to another, different
model of concurrency: distributed computing, in which programs that run on differ-
ent machines can cooperate using mechanisms based on the exchange of messages
implemented by a suitable communication infrastructure.

Dos threads, T1 y T2, ambos 
quieren incrementar el valor 
de la variable compartida x
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Programación concurrente
(multihebras o otherwise)

Dos temas principales, indepen-
dientes del tipo de concurrencia y 
comunes a lenguajes y modelos
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Programación concurrente
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Comunicación
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Si la comunicación es entre dos procesos, distin-
guimos emisor y receptor

Conceptualmente, hay dos mecanismos principales:

• memoria compartida

• envío y recepción (i.e., intercambio) de mensajes

Sincronización

Mecanismo que controla el orden 
en que se ejecutan los procesos

Dos temas principales, indepen-
dientes del tipo de concurrencia y 
comunes a lenguajes y modelos

Programación distribuida

Programación multihebras
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Memoria compartida : Dos partes de un mismo pro-
grama tienen acceso a la misma variable compartida

⟶ se comunican simplemente escribiendo un valor 
en la variable y leyendo ese valor

Lo que hemos visto 
en el curso hasta aquí
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Productor ConsumidorBuffer

produce x consume x

almacena x

Proceso ProcesoMemoria

Debe esperar hasta que el buffer esté vacío 
para producir (escribir) un nuevo (valor en) x

En cuanto lo produce, el buffer queda lleno 

Debe esperar hasta que el buffer esté lleno 
para consumir (leer) un nuevo (valor de) x

En cuanto lo consume, el buffer queda vacío 

Debe evitar tener acceso al buffer al 
mismo tiempo que el Consumidor

Debe evitar tener acceso al buffer 
al mismo tiempo que el Productor

Memoria compartida : Dos partes de un mismo pro-
grama tienen acceso a la misma variable compartida

⟶ se comunican simplemente escribiendo un valor 
en la variable y leyendo ese valor

Lo que hemos visto 
en el curso hasta aquí

Un tipo de sincronización

Otro tipo de sincronización
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Sincronización

Mecanismo que controla el orden en que se ejecutan los threads

… esencial para asegurar la corrección de la computación

• E.g., si dos procesos que se comunican usando la 
variable compartida x, entonces el proceso que 
recibe debe leer el valor de x sólo después de que el 
proceso que envía ha escrito el valor correcto en x
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… esencial para asegurar la corrección de la computación
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Permite la suspensión de la ejecución de un 
proceso hasta que ocurra una condición apropiada
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variable compartida x, entonces el proceso que 
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• E.g., el Productor debe esperar 
hasta que el buffer esté vacío
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Exclusión mutua (o sincronización por competición)

Garantiza que ciertas secciones críticas del código 
no son accesibles a varios procesos al mismo tiempo

• E.g., si dos procesos que se comunican usando la 
variable compartida x, entonces el proceso que 
recibe debe leer el valor de x sólo después de que el 
proceso que envía ha escrito el valor correcto en x

• Busy waiting
• Bloqueo

• E.g., Productor y Consumidor deben evitar 
tener acceso al buffer al mismo tiempo

• E.g., el Productor debe esperar 
hasta que el buffer esté vacío



26

Busy waiting (o spinning)
“Espera ocupada”

El proceso que tiene que esperar ejecuta un ciclo en el 
cual evalúa continuamente una condición hasta que ésta 
se vuelva verdadera:

• durante la espera, la CPU está empleada activamente

• eficiente en computadores multiprocesadores

• e.g., locks y barreras

… para tener acceso a una sección crítica 
o hasta que se cumpla una condición dada
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442 14 Concurrent Programming

appropriate condition occurs, such as a variable that assumes a certain value.6 These
two types of synchronisation are achieved using two techniques: busy waiting (also
known as spinning) and block (also called scheduler-based synchronisation).

14.4.1 BusyWaiting

In busy waiting, the process that has to wait its turn (to enter a critical section or a
given condition has occurred) executes a cycle in which it continuously evaluates a
condition until it becomes true.During thewait, theCPU is actively employed, hence,
using this technique on a uniprocessor machine to synchronise different processes
does not make much sense, since it is wasteful to occupy the CPU idly waiting for a
condition to occur (e.g., emptying a buffer) that results from another process using
the same CPU. On the other hand, it is an efficient technique if used on multipro-
cessor machines (or even if used at the hardware level, for example, to synchronise
data transfer on buses and local networks). Various synchronisation mechanisms use
active waiting: the most important is the lock (to realise mutual exclusion) and the
barrier (to realise condition synchronisation). Let us see both of them.

Locks

First, to realize amutual exclusionmechanism,we need tomake it clearwhich atomic
instructions are available to us, that is, which are the instructions whose indivisibility
is guaranteed by the underlying machine. Usually, at the hardware level, there is an
atomic instruction test_and_set( B ) that returns the value of the Boolean
variable B and then, atomically, i.e., in a non-interruptible way, it assigns the value
true to that variable. Using such instruction we can realize mutual exclusion as
follows.

Suppose that each process thatwants to access the critical section has the following
structure (as usual, we use our pseudo-language quite freely here):
process Pi {

non - critical section;

acquire_lock( B );

critical section;

release_lock( B );

non - critical section;

}

The critical section, as already mentioned, encloses the shared data structures for
which we want to guarantee mutual exclusion, that is, for which we want to prevent
concurrent accesses. Let us also assume that the shared variable B, of type Boolean,
is initialized to false:
bool B = false;

6Mutual exclusion might seem a special case of condition synchronisation where the condition is:
“no other process is in a critical section”. This, however, would assume control over the global state
of the system, which is not usually the case in condition synchronisation.
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unlikely, there are specific algorithms that ensure that a process waiting to access the
critical section, or more generally waiting to proceed, will sooner or later succeed in
doing so. These properties are called “fairness” and their precise definition is beyond
the scope of our treatment (there are different notions of fairness, and in some cases
the differences are subtle). Here, we settle for an intuitive use of this term: assum-
ing that there are multiple claimants for a common resource, a policy for managing
access to the resource is (weakly) fair if every claimant who is enabled to access
it infinitely many times succeeds in accessing the resource. We can achieve a fair
solution for mutual exclusion by following the idea that, in the case where multiple
processes are competing for access to the critical section, we can establish shifts
among these. An algorithm that implements this idea in an intuitively simple way is
that of ticket machines—the ones found in many places to manage customer access
to a counter. We give a dispenser of numbers (tickets), sorted in ascending order,
to customers, and we grant access to the resource, in mutual exclusion, following
that order. A limitation of this algorithm is that the values grow in an unlimited way,
at least in principle. Specialised literature includes examples of algorithms that can
avoid this unlimited growth, like the tie-breaker.

Barriers

Barriers are a condition synchronisation mechanism typically used in parallel pro-
gramming, where we often have algorithms implemented by n different processes
that concur to produce the final solution using iterative methods (e.g., matrix manip-
ulation). At the end of each iteration, each process must wait for the completion of
the activities of all other processes before moving on to the next iteration. This can be
achieved by introducing a synchronisation point in the code, called a barrier, where
each process waits for a global condition to occur before proceeding. Each process
Pi , with i = 1 . . . n, will therefore have a pattern of this type
process Pi {

while B true do {

code of task i;

wait for all other Pj to terminate;

// barrier

}

}

To realise the wait, and thus the barrier, we can use a global counter, initialised
at zero before the cycle, which each process increments at the end of its task and on
which it expects the value n to be reached. The access operations to the counter must
be done atomically and the waiting can be active.

There are many ways, even quite sophisticated, of realising barriers. As they are
quite specific to parallel programming, we do not consider them further here.

Barreras (o “esperar hasta que todos lleguen”)
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unlikely, there are specific algorithms that ensure that a process waiting to access the
critical section, or more generally waiting to proceed, will sooner or later succeed in
doing so. These properties are called “fairness” and their precise definition is beyond
the scope of our treatment (there are different notions of fairness, and in some cases
the differences are subtle). Here, we settle for an intuitive use of this term: assum-
ing that there are multiple claimants for a common resource, a policy for managing
access to the resource is (weakly) fair if every claimant who is enabled to access
it infinitely many times succeeds in accessing the resource. We can achieve a fair
solution for mutual exclusion by following the idea that, in the case where multiple
processes are competing for access to the critical section, we can establish shifts
among these. An algorithm that implements this idea in an intuitively simple way is
that of ticket machines—the ones found in many places to manage customer access
to a counter. We give a dispenser of numbers (tickets), sorted in ascending order,
to customers, and we grant access to the resource, in mutual exclusion, following
that order. A limitation of this algorithm is that the values grow in an unlimited way,
at least in principle. Specialised literature includes examples of algorithms that can
avoid this unlimited growth, like the tie-breaker.

Barriers

Barriers are a condition synchronisation mechanism typically used in parallel pro-
gramming, where we often have algorithms implemented by n different processes
that concur to produce the final solution using iterative methods (e.g., matrix manip-
ulation). At the end of each iteration, each process must wait for the completion of
the activities of all other processes before moving on to the next iteration. This can be
achieved by introducing a synchronisation point in the code, called a barrier, where
each process waits for a global condition to occur before proceeding. Each process
Pi , with i = 1 . . . n, will therefore have a pattern of this type
process Pi {

while B true do {

code of task i;

wait for all other Pj to terminate;

// barrier

}

}

To realise the wait, and thus the barrier, we can use a global counter, initialised
at zero before the cycle, which each process increments at the end of its task and on
which it expects the value n to be reached. The access operations to the counter must
be done atomically and the waiting can be active.

There are many ways, even quite sophisticated, of realising barriers. As they are
quite specific to parallel programming, we do not consider them further here.

Barreras (o “esperar hasta que todos lleguen”)

Programación paralela
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appropriate condition occurs, such as a variable that assumes a certain value.6 These
two types of synchronisation are achieved using two techniques: busy waiting (also
known as spinning) and block (also called scheduler-based synchronisation).

14.4.1 BusyWaiting

In busy waiting, the process that has to wait its turn (to enter a critical section or a
given condition has occurred) executes a cycle in which it continuously evaluates a
condition until it becomes true.During thewait, theCPU is actively employed, hence,
using this technique on a uniprocessor machine to synchronise different processes
does not make much sense, since it is wasteful to occupy the CPU idly waiting for a
condition to occur (e.g., emptying a buffer) that results from another process using
the same CPU. On the other hand, it is an efficient technique if used on multipro-
cessor machines (or even if used at the hardware level, for example, to synchronise
data transfer on buses and local networks). Various synchronisation mechanisms use
active waiting: the most important is the lock (to realise mutual exclusion) and the
barrier (to realise condition synchronisation). Let us see both of them.

Locks

First, to realize amutual exclusionmechanism,we need tomake it clearwhich atomic
instructions are available to us, that is, which are the instructions whose indivisibility
is guaranteed by the underlying machine. Usually, at the hardware level, there is an
atomic instruction test_and_set( B ) that returns the value of the Boolean
variable B and then, atomically, i.e., in a non-interruptible way, it assigns the value
true to that variable. Using such instruction we can realize mutual exclusion as
follows.

Suppose that each process thatwants to access the critical section has the following
structure (as usual, we use our pseudo-language quite freely here):
process Pi {

non - critical section;

acquire_lock( B );

critical section;

release_lock( B );

non - critical section;

}

The critical section, as already mentioned, encloses the shared data structures for
which we want to guarantee mutual exclusion, that is, for which we want to prevent
concurrent accesses. Let us also assume that the shared variable B, of type Boolean,
is initialized to false:
bool B = false;

6Mutual exclusion might seem a special case of condition synchronisation where the condition is:
“no other process is in a critical section”. This, however, would assume control over the global state
of the system, which is not usually the case in condition synchronisation.

Cada proceso tiene acceso 
sólo a sus variables locales

Cada proceso tiene acceso 
sólo a sus variables locales

El proceso Pi tiene acceso a variables 
compartidas por todos los procesos
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appropriate condition occurs, such as a variable that assumes a certain value.6 These
two types of synchronisation are achieved using two techniques: busy waiting (also
known as spinning) and block (also called scheduler-based synchronisation).

14.4.1 BusyWaiting

In busy waiting, the process that has to wait its turn (to enter a critical section or a
given condition has occurred) executes a cycle in which it continuously evaluates a
condition until it becomes true.During thewait, theCPU is actively employed, hence,
using this technique on a uniprocessor machine to synchronise different processes
does not make much sense, since it is wasteful to occupy the CPU idly waiting for a
condition to occur (e.g., emptying a buffer) that results from another process using
the same CPU. On the other hand, it is an efficient technique if used on multipro-
cessor machines (or even if used at the hardware level, for example, to synchronise
data transfer on buses and local networks). Various synchronisation mechanisms use
active waiting: the most important is the lock (to realise mutual exclusion) and the
barrier (to realise condition synchronisation). Let us see both of them.

Locks

First, to realize amutual exclusionmechanism,we need tomake it clearwhich atomic
instructions are available to us, that is, which are the instructions whose indivisibility
is guaranteed by the underlying machine. Usually, at the hardware level, there is an
atomic instruction test_and_set( B ) that returns the value of the Boolean
variable B and then, atomically, i.e., in a non-interruptible way, it assigns the value
true to that variable. Using such instruction we can realize mutual exclusion as
follows.

Suppose that each process thatwants to access the critical section has the following
structure (as usual, we use our pseudo-language quite freely here):
process Pi {

non - critical section;

acquire_lock( B );

critical section;

release_lock( B );

non - critical section;

}

The critical section, as already mentioned, encloses the shared data structures for
which we want to guarantee mutual exclusion, that is, for which we want to prevent
concurrent accesses. Let us also assume that the shared variable B, of type Boolean,
is initialized to false:
bool B = false;

6Mutual exclusion might seem a special case of condition synchronisation where the condition is:
“no other process is in a critical section”. This, however, would assume control over the global state
of the system, which is not usually the case in condition synchronisation.

Cada proceso tiene acceso 
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Cada proceso tiene acceso 
sólo a sus variables locales

El proceso Pi tiene acceso a variables 
compartidas por todos los procesos

El proceso Pi pide permiso para tener 
acceso exclusivo a la sección crítica

… y espera hasta que se lo conceden

El proceso Pi libera el permiso
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appropriate condition occurs, such as a variable that assumes a certain value.6 These
two types of synchronisation are achieved using two techniques: busy waiting (also
known as spinning) and block (also called scheduler-based synchronisation).

14.4.1 BusyWaiting

In busy waiting, the process that has to wait its turn (to enter a critical section or a
given condition has occurred) executes a cycle in which it continuously evaluates a
condition until it becomes true.During thewait, theCPU is actively employed, hence,
using this technique on a uniprocessor machine to synchronise different processes
does not make much sense, since it is wasteful to occupy the CPU idly waiting for a
condition to occur (e.g., emptying a buffer) that results from another process using
the same CPU. On the other hand, it is an efficient technique if used on multipro-
cessor machines (or even if used at the hardware level, for example, to synchronise
data transfer on buses and local networks). Various synchronisation mechanisms use
active waiting: the most important is the lock (to realise mutual exclusion) and the
barrier (to realise condition synchronisation). Let us see both of them.

Locks

First, to realize amutual exclusionmechanism,we need tomake it clearwhich atomic
instructions are available to us, that is, which are the instructions whose indivisibility
is guaranteed by the underlying machine. Usually, at the hardware level, there is an
atomic instruction test_and_set( B ) that returns the value of the Boolean
variable B and then, atomically, i.e., in a non-interruptible way, it assigns the value
true to that variable. Using such instruction we can realize mutual exclusion as
follows.

Suppose that each process thatwants to access the critical section has the following
structure (as usual, we use our pseudo-language quite freely here):
process Pi {

non - critical section;

acquire_lock( B );

critical section;

release_lock( B );

non - critical section;

}

The critical section, as already mentioned, encloses the shared data structures for
which we want to guarantee mutual exclusion, that is, for which we want to prevent
concurrent accesses. Let us also assume that the shared variable B, of type Boolean,
is initialized to false:
bool B = false;

6Mutual exclusion might seem a special case of condition synchronisation where the condition is:
“no other process is in a critical section”. This, however, would assume control over the global state
of the system, which is not usually the case in condition synchronisation.
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compartidas por todos los procesos
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acceso exclusivo a la sección crítica
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El proceso Pi libera el permiso

14.2 A Brief Historical Overview 435

T1 | read x in reg1

T2 | read x in reg2

T2 | in crement reg2

T 2 | write reg2 in x

T 1 | in crement reg1

T1 | write reg1 in x

What happened above is that T 1 sort of nullified the effect of T 2 on x. Let us say
that x contains the value 0. T 1 reads the value of x, which is 0. Then, also T 2 reads
the value 0 of x and it continues by incrementing it to 1 and writing the increment
in x. Finally, T 1 increments its reading of x to 1 and writes it in x. Of course, if we
had, e.g., T 1 and T 2 execute one after the other, x would hold the value 2, instead
of 1. Notably, the scenarios above are just two out of 20 admissible sequencing of
the instructions of T 1 and T 2, of which only two lead to x holding the value 2—the
cases in which T 1 or T 2 execute completely, followed by the complete execution of
the other thread.

As seen, reasoning on the behaviour of even small concurrent programs is hard,
due to the number of paths that the computation can follow. One way to make con-
current computations predictable is to introduce synchronisations among the various
operations. Indeed, the introduction and adoption of interrupts coincided with the
introduction of the first tools for synchronisation and concurrency management,
such as critical sections and mechanisms for mutual exclusion. The first multipro-
gramming systems, of the batch type, allowed very limited concurrency, essentially
only at the level of the operating system (one process ceded access to the CPU to
another one only on input and output operations). Subsequently, with the advent of
time-sharing systems, concurrent execution also appeared at the application level,
followed by the inclusion of constructs for communication and synchronisation in
high-level languages.

A second important impulse to the development of techniques and models for
concurrency came, at the end of the sixties, from the realisation of the first mul-
tiprocessor architectures. The presence of several processors in these architectures
supports the simultaneous (or parallel) execution of different programs or even differ-
ent parts of the same program. This possibility posed new problems, both algorithmic
and methodological; in fact, parallel programming, developed mainly for scientific
computing applications, also involves fields other than those usually connected with
programming languages.

A third important element for the development of concurrent programming came
in the 1970s with the first computer networks. The possibility to make different
machines, even far apart, “talk” to each other opened the way to another, different
model of concurrency: distributed computing, in which programs that run on differ-
ent machines can cooperate using mechanisms based on the exchange of messages
implemented by a suitable communication infrastructure.

Dos threads, T1 y T2, ambos 
quieren incrementar el valor 
de la variable compartida x

{
 read x in reg1;
 increment reg1;
 write reg1 in x;
}

sección crítica
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appropriate condition occurs, such as a variable that assumes a certain value.6 These
two types of synchronisation are achieved using two techniques: busy waiting (also
known as spinning) and block (also called scheduler-based synchronisation).

14.4.1 BusyWaiting

In busy waiting, the process that has to wait its turn (to enter a critical section or a
given condition has occurred) executes a cycle in which it continuously evaluates a
condition until it becomes true.During thewait, theCPU is actively employed, hence,
using this technique on a uniprocessor machine to synchronise different processes
does not make much sense, since it is wasteful to occupy the CPU idly waiting for a
condition to occur (e.g., emptying a buffer) that results from another process using
the same CPU. On the other hand, it is an efficient technique if used on multipro-
cessor machines (or even if used at the hardware level, for example, to synchronise
data transfer on buses and local networks). Various synchronisation mechanisms use
active waiting: the most important is the lock (to realise mutual exclusion) and the
barrier (to realise condition synchronisation). Let us see both of them.

Locks

First, to realize amutual exclusionmechanism,we need tomake it clearwhich atomic
instructions are available to us, that is, which are the instructions whose indivisibility
is guaranteed by the underlying machine. Usually, at the hardware level, there is an
atomic instruction test_and_set( B ) that returns the value of the Boolean
variable B and then, atomically, i.e., in a non-interruptible way, it assigns the value
true to that variable. Using such instruction we can realize mutual exclusion as
follows.

Suppose that each process thatwants to access the critical section has the following
structure (as usual, we use our pseudo-language quite freely here):
process Pi {

non - critical section;

acquire_lock( B );

critical section;

release_lock( B );

non - critical section;

}

The critical section, as already mentioned, encloses the shared data structures for
which we want to guarantee mutual exclusion, that is, for which we want to prevent
concurrent accesses. Let us also assume that the shared variable B, of type Boolean,
is initialized to false:
bool B = false;

6Mutual exclusion might seem a special case of condition synchronisation where the condition is:
“no other process is in a critical section”. This, however, would assume control over the global state
of the system, which is not usually the case in condition synchronisation.

Cada proceso tiene acceso 
sólo a sus variables locales

Cada proceso tiene acceso 
sólo a sus variables locales

El proceso Pi tiene acceso a variables 
compartidas por todos los procesos

El proceso Pi pide permiso para tener 
acceso exclusivo a la sección crítica

… y espera hasta que se lo conceden

El proceso Pi libera el permiso
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appropriate condition occurs, such as a variable that assumes a certain value.6 These
two types of synchronisation are achieved using two techniques: busy waiting (also
known as spinning) and block (also called scheduler-based synchronisation).

14.4.1 BusyWaiting

In busy waiting, the process that has to wait its turn (to enter a critical section or a
given condition has occurred) executes a cycle in which it continuously evaluates a
condition until it becomes true.During thewait, theCPU is actively employed, hence,
using this technique on a uniprocessor machine to synchronise different processes
does not make much sense, since it is wasteful to occupy the CPU idly waiting for a
condition to occur (e.g., emptying a buffer) that results from another process using
the same CPU. On the other hand, it is an efficient technique if used on multipro-
cessor machines (or even if used at the hardware level, for example, to synchronise
data transfer on buses and local networks). Various synchronisation mechanisms use
active waiting: the most important is the lock (to realise mutual exclusion) and the
barrier (to realise condition synchronisation). Let us see both of them.

Locks

First, to realize amutual exclusionmechanism,we need tomake it clearwhich atomic
instructions are available to us, that is, which are the instructions whose indivisibility
is guaranteed by the underlying machine. Usually, at the hardware level, there is an
atomic instruction test_and_set( B ) that returns the value of the Boolean
variable B and then, atomically, i.e., in a non-interruptible way, it assigns the value
true to that variable. Using such instruction we can realize mutual exclusion as
follows.

Suppose that each process thatwants to access the critical section has the following
structure (as usual, we use our pseudo-language quite freely here):
process Pi {

non - critical section;

acquire_lock( B );

critical section;

release_lock( B );

non - critical section;

}

The critical section, as already mentioned, encloses the shared data structures for
which we want to guarantee mutual exclusion, that is, for which we want to prevent
concurrent accesses. Let us also assume that the shared variable B, of type Boolean,
is initialized to false:
bool B = false;

6Mutual exclusion might seem a special case of condition synchronisation where the condition is:
“no other process is in a critical section”. This, however, would assume control over the global state
of the system, which is not usually the case in condition synchronisation.

Cada proceso tiene acceso 
sólo a sus variables locales

Cada proceso tiene acceso 
sólo a sus variables locales

El proceso Pi tiene acceso a variables 
compartidas por todos los procesos

El proceso Pi pide permiso para tener 
acceso exclusivo a la sección crítica

… y espera hasta que se lo conceden

El proceso Pi libera el permiso

Una forma de asegurarse que el permiso 
otorgado sea exclusivo es que esté 
asociado a una variable boolean tal que:

• si es verdadera ⟶ el permiso lo tiene 
algún proceso (y no se puede otorgar)

• si es falsa ⟶ nadie tiene el permiso

… la variable se pone en verdadera

… y se le otorga el permiso al proceso 
que lo está solicitando
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appropriate condition occurs, such as a variable that assumes a certain value.6 These
two types of synchronisation are achieved using two techniques: busy waiting (also
known as spinning) and block (also called scheduler-based synchronisation).

14.4.1 BusyWaiting

In busy waiting, the process that has to wait its turn (to enter a critical section or a
given condition has occurred) executes a cycle in which it continuously evaluates a
condition until it becomes true.During thewait, theCPU is actively employed, hence,
using this technique on a uniprocessor machine to synchronise different processes
does not make much sense, since it is wasteful to occupy the CPU idly waiting for a
condition to occur (e.g., emptying a buffer) that results from another process using
the same CPU. On the other hand, it is an efficient technique if used on multipro-
cessor machines (or even if used at the hardware level, for example, to synchronise
data transfer on buses and local networks). Various synchronisation mechanisms use
active waiting: the most important is the lock (to realise mutual exclusion) and the
barrier (to realise condition synchronisation). Let us see both of them.

Locks

First, to realize amutual exclusionmechanism,we need tomake it clearwhich atomic
instructions are available to us, that is, which are the instructions whose indivisibility
is guaranteed by the underlying machine. Usually, at the hardware level, there is an
atomic instruction test_and_set( B ) that returns the value of the Boolean
variable B and then, atomically, i.e., in a non-interruptible way, it assigns the value
true to that variable. Using such instruction we can realize mutual exclusion as
follows.

Suppose that each process thatwants to access the critical section has the following
structure (as usual, we use our pseudo-language quite freely here):
process Pi {

non - critical section;

acquire_lock( B );

critical section;

release_lock( B );

non - critical section;

}

The critical section, as already mentioned, encloses the shared data structures for
which we want to guarantee mutual exclusion, that is, for which we want to prevent
concurrent accesses. Let us also assume that the shared variable B, of type Boolean,
is initialized to false:
bool B = false;

6Mutual exclusion might seem a special case of condition synchronisation where the condition is:
“no other process is in a critical section”. This, however, would assume control over the global state
of the system, which is not usually the case in condition synchronisation.
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que lo está solicitando

Estas dos acciones deben ejecutarse 
indivisiblemente, como en la instrucción 
de máquina test_and_set
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appropriate condition occurs, such as a variable that assumes a certain value.6 These
two types of synchronisation are achieved using two techniques: busy waiting (also
known as spinning) and block (also called scheduler-based synchronisation).

14.4.1 BusyWaiting

In busy waiting, the process that has to wait its turn (to enter a critical section or a
given condition has occurred) executes a cycle in which it continuously evaluates a
condition until it becomes true.During thewait, theCPU is actively employed, hence,
using this technique on a uniprocessor machine to synchronise different processes
does not make much sense, since it is wasteful to occupy the CPU idly waiting for a
condition to occur (e.g., emptying a buffer) that results from another process using
the same CPU. On the other hand, it is an efficient technique if used on multipro-
cessor machines (or even if used at the hardware level, for example, to synchronise
data transfer on buses and local networks). Various synchronisation mechanisms use
active waiting: the most important is the lock (to realise mutual exclusion) and the
barrier (to realise condition synchronisation). Let us see both of them.

Locks

First, to realize amutual exclusionmechanism,we need tomake it clearwhich atomic
instructions are available to us, that is, which are the instructions whose indivisibility
is guaranteed by the underlying machine. Usually, at the hardware level, there is an
atomic instruction test_and_set( B ) that returns the value of the Boolean
variable B and then, atomically, i.e., in a non-interruptible way, it assigns the value
true to that variable. Using such instruction we can realize mutual exclusion as
follows.

Suppose that each process thatwants to access the critical section has the following
structure (as usual, we use our pseudo-language quite freely here):
process Pi {

non - critical section;

acquire_lock( B );

critical section;

release_lock( B );

non - critical section;

}

The critical section, as already mentioned, encloses the shared data structures for
which we want to guarantee mutual exclusion, that is, for which we want to prevent
concurrent accesses. Let us also assume that the shared variable B, of type Boolean,
is initialized to false:
bool B = false;

6Mutual exclusion might seem a special case of condition synchronisation where the condition is:
“no other process is in a critical section”. This, however, would assume control over the global state
of the system, which is not usually the case in condition synchronisation.
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Una forma de asegurarse que el permiso 
otorgado sea exclusivo es que esté 
asociado a una variable boolean tal que:

• si es verdadera ⟶ el permiso lo tiene 
algún proceso (y no se puede otorgar)

• si es falsa ⟶ nadie tiene el permiso

… la variable se pone en verdadera

… y se le otorga el permiso al proceso 
que lo está solicitando

Estas dos acciones deben ejecutarse 
indivisiblemente, como en la instrucción 
de máquina test_and_set

bool test_and_set(bool lock){
 ⟨ bool init = lock;
 lock = true;
 return init; ⟩
}

La operación test_and_set es atómica: y

La atomicidad está garantizada por el hardware
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appropriate condition occurs, such as a variable that assumes a certain value.6 These
two types of synchronisation are achieved using two techniques: busy waiting (also
known as spinning) and block (also called scheduler-based synchronisation).

14.4.1 BusyWaiting

In busy waiting, the process that has to wait its turn (to enter a critical section or a
given condition has occurred) executes a cycle in which it continuously evaluates a
condition until it becomes true.During thewait, theCPU is actively employed, hence,
using this technique on a uniprocessor machine to synchronise different processes
does not make much sense, since it is wasteful to occupy the CPU idly waiting for a
condition to occur (e.g., emptying a buffer) that results from another process using
the same CPU. On the other hand, it is an efficient technique if used on multipro-
cessor machines (or even if used at the hardware level, for example, to synchronise
data transfer on buses and local networks). Various synchronisation mechanisms use
active waiting: the most important is the lock (to realise mutual exclusion) and the
barrier (to realise condition synchronisation). Let us see both of them.

Locks

First, to realize amutual exclusionmechanism,we need tomake it clearwhich atomic
instructions are available to us, that is, which are the instructions whose indivisibility
is guaranteed by the underlying machine. Usually, at the hardware level, there is an
atomic instruction test_and_set( B ) that returns the value of the Boolean
variable B and then, atomically, i.e., in a non-interruptible way, it assigns the value
true to that variable. Using such instruction we can realize mutual exclusion as
follows.

Suppose that each process thatwants to access the critical section has the following
structure (as usual, we use our pseudo-language quite freely here):
process Pi {

non - critical section;

acquire_lock( B );

critical section;

release_lock( B );

non - critical section;

}

The critical section, as already mentioned, encloses the shared data structures for
which we want to guarantee mutual exclusion, that is, for which we want to prevent
concurrent accesses. Let us also assume that the shared variable B, of type Boolean,
is initialized to false:
bool B = false;

6Mutual exclusion might seem a special case of condition synchronisation where the condition is:
“no other process is in a critical section”. This, however, would assume control over the global state
of the system, which is not usually the case in condition synchronisation.

Cada proceso tiene acceso 
sólo a sus variables locales

Cada proceso tiene acceso 
sólo a sus variables locales

El proceso Pi tiene acceso a variables 
compartidas por todos los procesos

El proceso Pi pide permiso para tener 
acceso exclusivo a la sección crítica

… y espera hasta que se lo conceden

El proceso Pi libera el permiso

bool B = false,
...
void acquire_lock(bool B){
 while test_and_set(B)
  do skip;
}

void release_lock(bool B){
 B = false;
}

Una forma de asegurarse que el permiso 
otorgado sea exclusivo es que esté 
asociado a una variable boolean tal que:

• si es verdadera ⟶ el permiso lo tiene 
algún proceso (y no se puede otorgar)

• si es falsa ⟶ nadie tiene el permiso

… la variable se pone en verdadera

… y se le otorga el permiso al proceso 
que lo está solicitando

Estas dos acciones deben ejecutarse 
indivisiblemente, como en la instrucción 
de máquina test_and_set

El proceso espera (spinning) hasta 
que le otorgan el permiso

bool test_and_set(bool lock){
 ⟨ bool init = lock;
 lock = true;
 return init; ⟩
}

La operación test_and_set es atómica: y

La atomicidad está garantizada por el hardware
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bool test_and_set(bool lock){
 ⟨ bool init = lock;
 lock = true;
 return init; ⟩
}

bool B = false,
...
void acquire_lock(bool B){
 while test_and_set(B)
  do skip;
}

void release_lock(bool B){
 B = false;
}

Propiedades

• A lo más uno de los procesos que estén 
solicitando acceso a la sección crítica lo 
conseguirá —propiedad de seguridad

• Si hay uno o más procesos solicitando 
acceso a la sección crítica, garantizadamente 
uno lo conseguirá —propiedad de progreso

• Los procesos tratando de tener acceso a la 
sección crítica realizan innumerables opera-
ciones write a la variable compartida lock

⟶	competencia por memoria y uso del bus
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bool test_and_set(bool lock){
 ⟨ bool init = lock;
 lock = true;
 return init; ⟩
}

bool B = false,
...
void acquire_lock(bool B){
 while test_and_set(B)
  do skip;
}

void release_lock(bool B){
 B = false;
}

Propiedades

• A lo más uno de los procesos que estén 
solicitando acceso a la sección crítica lo 
conseguirá —propiedad de seguridad

• Si hay uno o más procesos solicitando 
acceso a la sección crítica, garantizadamente 
uno lo conseguirá —propiedad de progreso

• Los procesos tratando de tener acceso a la 
sección crítica realizan innumerables opera-
ciones write a la variable compartida lock

⟶	competencia por memoria y uso del bus

void acquire_lock(bool B){
 while B do skip;
 while test_and_set(B) do {
  while B do skip;
 }
}
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bool test_and_set(bool lock){
 ⟨ bool init = lock;
 lock = true;
 return init; ⟩
}

bool B = false,
...
void acquire_lock(bool B){
 while test_and_set(B)
  do skip;
}

void release_lock(bool B){
 B = false;
}

Propiedades

• A lo más uno de los procesos que estén 
solicitando acceso a la sección crítica lo 
conseguirá —propiedad de seguridad

• Si hay uno o más procesos solicitando 
acceso a la sección crítica, garantizadamente 
uno lo conseguirá —propiedad de progreso

• Los procesos tratando de tener acceso a la 
sección crítica realizan innumerables opera-
ciones write a la variable compartida lock

⟶	competencia por memoria y uso del bus

void acquire_lock(bool B){
 while B do skip;
 while test_and_set(B) do {
  while B do skip;
 }
}

Propiedades +

• No se garantiza la propiedad de justicia

⟶	un proceso que quiera tener acceso a la 
sección crítica finalmente lo conseguirá
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¿Por qué programación concurrente?

Velocidad de ejecución, aprovechando el 
hardware paralelo: Múltiples procesadores 
o múltiples cores en un procesador

Captura la estructura lógica del problema:  
Servidores, aplicaciones gráficas

Distribución física:  E.g., aplicaciones que corren 
a través de la Internet; aplicaciones embebidas, 
como los sistemas de control de un auto

Programas cuya veocidad de ejecución 
está limitada por operaciones de I/O o 
el ancho de banda de la memoria


