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268 9 Data Abstraction

9.1 Abstract Data Types

The introduction of a new type using the mechanisms discussed in the last chapter
does not permit the user of a language to define types at the same level of abstraction
as that enjoyed by the predefined types in these languages.

By way of an example, Fig. 9.1 shows one possible definition in our pseudo-
language of a data type for stacks of integers. We assume a reference model for
variables. When defining a type of this kind, it is probably intended that a stack
of integers will be a data structure that can be manipulated by the operations of
creation, insertion, access to the top element, removal of the top element. However,
the language does not guarantee that these are the only ways in which a stack can be
manipulated. Even if we adopt a strict type equivalence by name discipline (so that
a stack is introduced by a declaration of the type Int_Stack) nothing prevents us
from directly accessing its representation as an array:

int second_from_top ()( Int_Stack c){

return c.P[s.top - 1];

}

From a general viewpoint, therefore, while languages provide predefined data
abstractions (types) which hide implementations, the programmer cannot do this for
themselves. To avoid this problem, someprogramming languages allow the definition

Fig. 9.1 Stack of integers
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Not all imperative languages use modifiable variables. In some of them, a variable
is a name for a reference (that is, amechanism allowing access) to a value.6 When this
is the case, we will say that a language uses a reference model of variables.7 We may
represent a variable in the reference model as in Fig. 6.3. Imperative languages with
a reference model may have containers as values, thus allowing for side effects like
the ones that are possible with the modifiable variable. Languages using a reference
model include Python, Scala, and Java (only for class types).

Modifiable variables and variables in reference model behave differently in the
context of the assignment command, as we will see in the next section.

(Pure) functional languages (see Sect. 11.1) use a concept of variable similar to
the mathematical one—a variable is a name that stands for a value. It is often said
that functional languages “do not have variables”, meaning that (in their pure forms)
they do not have modifiable variables (or, equivalently, they have a reference model
where values cannot be containers.)

Logic languages also use names associated to values as variables and, as with
functional languages, once a link between a variable identifier and a value is created,
it can never be eliminated. There is however a mode in which the value associated
with a variable can be modified without altering the link, as will be seen in Sect. 12.3.

6.2.2 Assignment

Assignment is the basic command for the “modification of a variable”, that is, for
changing the value (or the content) associated with a name. It is the most elementary
command in every imperative language; still, there are various subtleties to be taken
into account.

Let us first treat the case of the modifiable variable. In Pascal one may write

X := 2

to indicate that the variable X is assigned the value 2. After this command the
container associated with the variable (whose name is) X contains the value 2 in
place of the value that was there before. Since the command does not return any
value, we say that the effect of the assignment is a “side effect”. From now on, the

6 A reference is the abstract version of a pointer, Sect. 8.4.6.
7 One of the earliest languages to use this model is CLU, where it was called the “object model” [1].
We borrow the term “reference model” from [2].

Variable modificable

Variable en el mo-
delo de referencia
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estructura manejable por sólo 5 operaciones

Pero el lenguaje no garantiza que éstas sean las 
únicas operaciones posibles:

• p.ej., nada previene que alguien defina …

Los lenguajes tienen tipos de datos predefinidos 
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270 9 Data Abstraction

Fig. 9.2 ADT for stacks of integers

9.2 Information Hiding

The division between interface and implementation is of great importance for soft-
ware development methods because it allows the separation a component’s use from
its definition. We also saw this distinction when we looked at control abstraction. A
function abstracts (that is, hides) the code constituting its body (the implementation),
while it reveals its interface, which is composed of its name and of the number and
types of its parameters (that is, its signature). Data abstraction generalises this some-
what primitive form of abstraction. Not only is how an operation is implemented

Hay lenguajes que permiten la definición 
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… que se comportan como los tipos pre-
definidos en cuanto a la (in)accesibilidad 
de las representaciones

⟶ tipo de datos abstracto ( TDA )

“abstype” intro-
duce un TDA
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Dentro de la declaración, Int_Stack es 
sinónimo de su representación concreta:

• las operaciones manejan un stack como 
una struct con un array y dos enteros

Fuera de la declaración —en el resto del 
programa— no hay ninguna relación 
entre un Int_Stack y su tipo concreto:

• la única forma de manejar un Int_Stack 
son sus operaciones
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Firma o interfaz: 
Nombres y tipos de las 
operaciones para 
manejar un Int_Stack

Implementación:
Para cada operación, 
una implementación que 
usa la representación o 
tipo concreto P.ej., la función second_from_top() anterior, 

ahora es imposible
⟶ el chequeo de tipos no permite la aplica-
ción de un selector de campo (c.P, c.top) a un 
Int_Stack (ya que Int_Stack no es una struct 
fuera de su declaración)
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La separación entre interfaz e implementa-
ción es una separación entre el uso de un TDA 
y su implementación

… generalizando las abstracciones de control:

• ahora no sólo está oculto cómo se imple-
menta una operación

… sino también cómo se representan los datos
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La separación entre interfaz e implementa-
ción es una separación entre el uso de un TDA 
y su implementación

… generalizando las abstracciones de control:

• ahora no sólo está oculto cómo se imple-
menta una operación

… sino también cómo se representan los datos

Subprogramas

Ocultación de 
información

Es posible sustituir la implementación de un 
ADT por otra implementación del mismo TDA

… manteniendo la misma interfaz

… y no debería haber ningún efecto obser-
vable en los programas que usan el TDA
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grams that use the abstract data type. These assumptions centre on what the clients
of the interface expect from the operations. Let us say that the description of the
semantics of the operations of an ADT is a specification, expressed not in terms of
concrete types but general abstract relations. One possible specification for our ADT
Int_Stack could be:

Fig. 9.4 Another definition of the Int_Stack ADT

P.ej., aquí está nuevamente la 
definición que ya vimos del 
TDA Int_Stack

… y aquí una nueva definición 
que usa otra  implementación
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Especificación del ADT Int_Stack

create_stack crea un stack vacío
push inserta un elemento en el stack
top devuelve el elemento en el tope 
del stack, sin modificar el stack; el 
stack no debe estar vacío
pop saca el elemento en el tope del 
stack; el stack no debe estar vacío

empty es verdadeo si y sólo si el stack 
está vacío

Descripción de la semántica de las 
operaciones del ADT
… en términos de relaciones abstrac-
tas generales
… y no en términos de tipos concretos
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280 10 Object-Oriented Paradigm

10.1 The Limits of Abstract Data Types

Abstract data types are a mechanism that guarantees the encapsulation and hiding
of information in a clean and efficient manner. In particular, they have the excellent
characteristic of uniting in a single construct both data and the methods for legally
manipulating it. This is a very important methodological principle, which is obtained
at the cost of a certain rigidity of use, which shows up when we want to extend or
reuse an abstraction. We will discuss these problems using a simple and certainly
not realistic example, but one which exposes the most important questions.

So that we do not overload the notation with the call-by-reference, it is convenient
to use a language that uses a reference model for variables (see Sect. 6.2.1). The
following ADT implements a simple counter:

abstype Counter{

type Counter = int;

signature

void reset( Counter x);

int get( Counter x);

void inc( Counter x);

operations

void reset( Counter x){

x = 0;

}

int get( Counter c){

return x;

}

void inc( Counter c){

x = x+1;

}

}

The concrete representation of the Counter type is the integer type. The only
operations possible are zeroing of a counter, reading and incrementing its value.

We want now to define a counter that is enriched by some new operations. For
example, we want to take into account the number of calls the reset operation has
had in a given counter. We may choose among two different approaches: the first is
that of defining a completely new ADT which is similar to the one just defined with
the addition of new operations, as in:

abstype NewCounter1{

type NewCounter1 = struct{

int c;

int num_reset = 0;

}

signature

void reset( NewCounter1 x);

int get( NewCounter1 x);

void inc( NewCounter1 x);

int howmany_resets ( NewCounter1 x);

operations

Un TDA Counter
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void reset( NewCounter1 x){

x.c = 0;

x. num_reset = x. num_reset +1;

}

int get( NewCounter1 x){

return x.c;

}

void inc( NewCounter1 x){

x.c = x.c+1;

}

int howmany_resets ( NewCounter1 x){

return x. num_reset;

}

}

This is a solution that is acceptable as far as encapsulation goes, but wewere required
to redefine the operations what we have already defined for a simple counter (they
are operations with the same name but with different argument types; names are
therefore overloaded which the compiler has to differentiate using the context). In
this toy example, we have only a few lines of code but the negative effect on a real
situation can be quite significant.1 More important again is what happens when, for
whatever reason, it is desired to change the implementation of a simple counter. Since
there is no relationship between Counter and NewCounter, any modification to
Counter does not have any effect on a NewCounter. If the modification was the
correction of a bug, or a new, more efficient way of performing an operation, such a
modification must be performed by hand on the definition of a NewCounter, with
all the known problems that this brings (find all the places where a variant of the old
operation is used, do not introduce any syntactic errors, etc.).

A second possibility is one that makes use of Counter to define an enriched
counter:

abstype NewCounter2{

type NewCounter2 = struct{

Counter c;

int num_reset = 0;

}

signature

void reset( NewCounter2 x);

int get( NewCounter2 x);

void inc( NewCounter2 x);

int howmany_resets ( NewCounter2 x);

operations

void reset( NewCounter2 x){

reset(x.c);

x. num_reset = x. num_reset +1;

}

1 This is a negative effect not only on the writing of the program, but also in the size of the code
produced because there are two copies of each operation!

Un nuevo TDA NewCounter1

NewCounter1 es una versión “enriquecida” de Counter:
• agrega una función que cuenta el número de veces 
que el contador ha sido “reseteado”



18

280 10 Object-Oriented Paradigm

10.1 The Limits of Abstract Data Types

Abstract data types are a mechanism that guarantees the encapsulation and hiding
of information in a clean and efficient manner. In particular, they have the excellent
characteristic of uniting in a single construct both data and the methods for legally
manipulating it. This is a very important methodological principle, which is obtained
at the cost of a certain rigidity of use, which shows up when we want to extend or
reuse an abstraction. We will discuss these problems using a simple and certainly
not realistic example, but one which exposes the most important questions.

So that we do not overload the notation with the call-by-reference, it is convenient
to use a language that uses a reference model for variables (see Sect. 6.2.1). The
following ADT implements a simple counter:

abstype Counter{

type Counter = int;

signature

void reset( Counter x);

int get( Counter x);

void inc( Counter x);

operations

void reset( Counter x){

x = 0;

}

int get( Counter c){

return x;

}

void inc( Counter c){

x = x+1;

}

}

The concrete representation of the Counter type is the integer type. The only
operations possible are zeroing of a counter, reading and incrementing its value.

We want now to define a counter that is enriched by some new operations. For
example, we want to take into account the number of calls the reset operation has
had in a given counter. We may choose among two different approaches: the first is
that of defining a completely new ADT which is similar to the one just defined with
the addition of new operations, as in:

abstype NewCounter1{

type NewCounter1 = struct{

int c;

int num_reset = 0;

}

signature

void reset( NewCounter1 x);

int get( NewCounter1 x);

void inc( NewCounter1 x);

int howmany_resets ( NewCounter1 x);

operations10.1 The Limits of Abstract Data Types 281

void reset( NewCounter1 x){

x.c = 0;

x. num_reset = x. num_reset +1;

}

int get( NewCounter1 x){

return x.c;

}

void inc( NewCounter1 x){

x.c = x.c+1;

}

int howmany_resets ( NewCounter1 x){

return x. num_reset;

}

}

This is a solution that is acceptable as far as encapsulation goes, but wewere required
to redefine the operations what we have already defined for a simple counter (they
are operations with the same name but with different argument types; names are
therefore overloaded which the compiler has to differentiate using the context). In
this toy example, we have only a few lines of code but the negative effect on a real
situation can be quite significant.1 More important again is what happens when, for
whatever reason, it is desired to change the implementation of a simple counter. Since
there is no relationship between Counter and NewCounter, any modification to
Counter does not have any effect on a NewCounter. If the modification was the
correction of a bug, or a new, more efficient way of performing an operation, such a
modification must be performed by hand on the definition of a NewCounter, with
all the known problems that this brings (find all the places where a variant of the old
operation is used, do not introduce any syntactic errors, etc.).

A second possibility is one that makes use of Counter to define an enriched
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int num_reset = 0;

}
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void reset( NewCounter2 x){

reset(x.c);

x. num_reset = x. num_reset +1;

}

1 This is a negative effect not only on the writing of the program, but also in the size of the code
produced because there are two copies of each operation!

Un nuevo TDA NewCounter1

NewCounter1 es una versión “enriquecida” de Counter:
• agrega una función que cuenta el número de veces 
que el contador ha sido “reseteado”

Pero

• requiere redefinir todas las operaciones de Counter 
—mismos nombres overloaded*, diferentes tipos de 
argumentos
• no tiene ninguna relación con Counter —cualquier 
cambio a Counter (e.g., corrección de un bug, un 
mejor algoritmo) no tiene efecto en NewCounter1, en 
donde hay que rehacer los cambios a mano
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int get( NewCounter1 x);

void inc( NewCounter1 x);

int howmany_resets ( NewCounter1 x);
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void reset( NewCounter1 x){

x.c = 0;

x. num_reset = x. num_reset +1;

}

int get( NewCounter1 x){

return x.c;

}

void inc( NewCounter1 x){

x.c = x.c+1;

}

int howmany_resets ( NewCounter1 x){

return x. num_reset;

}

}

This is a solution that is acceptable as far as encapsulation goes, but wewere required
to redefine the operations what we have already defined for a simple counter (they
are operations with the same name but with different argument types; names are
therefore overloaded which the compiler has to differentiate using the context). In
this toy example, we have only a few lines of code but the negative effect on a real
situation can be quite significant.1 More important again is what happens when, for
whatever reason, it is desired to change the implementation of a simple counter. Since
there is no relationship between Counter and NewCounter, any modification to
Counter does not have any effect on a NewCounter. If the modification was the
correction of a bug, or a new, more efficient way of performing an operation, such a
modification must be performed by hand on the definition of a NewCounter, with
all the known problems that this brings (find all the places where a variant of the old
operation is used, do not introduce any syntactic errors, etc.).

A second possibility is one that makes use of Counter to define an enriched
counter:

abstype NewCounter2{

type NewCounter2 = struct{

Counter c;

int num_reset = 0;

}

signature

void reset( NewCounter2 x);

int get( NewCounter2 x);

void inc( NewCounter2 x);

int howmany_resets ( NewCounter2 x);

operations

void reset( NewCounter2 x){

reset(x.c);

x. num_reset = x. num_reset +1;

}

1 This is a negative effect not only on the writing of the program, but also in the size of the code
produced because there are two copies of each operation!

Un nuevo TDA NewCounter1

NewCounter1 es una versión “enriquecida” de Counter:
• agrega una función que cuenta el número de veces 
que el contador ha sido “reseteado”

Pero

• requiere redefinir todas las operaciones de Counter 
—mismos nombres overloaded*, diferentes tipos de 
argumentos
• no tiene ninguna relación con Counter —cualquier 
cambio a Counter (e.g., corrección de un bug, un 
mejor algoritmo) no tiene efecto en NewCounter1, en 
donde hay que rehacer los cambios a mano

*Un nombre está overloaded cuando corresponde a 
más de un objeto y es necesario usar información de 
contexto para determinar cuál objeto es denotado 
por una instancia específica de ese nombre
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void reset( NewCounter1 x){

x.c = 0;

x. num_reset = x. num_reset +1;

}

int get( NewCounter1 x){

return x.c;

}

void inc( NewCounter1 x){

x.c = x.c+1;

}

int howmany_resets ( NewCounter1 x){

return x. num_reset;

}

}

This is a solution that is acceptable as far as encapsulation goes, but wewere required
to redefine the operations what we have already defined for a simple counter (they
are operations with the same name but with different argument types; names are
therefore overloaded which the compiler has to differentiate using the context). In
this toy example, we have only a few lines of code but the negative effect on a real
situation can be quite significant.1 More important again is what happens when, for
whatever reason, it is desired to change the implementation of a simple counter. Since
there is no relationship between Counter and NewCounter, any modification to
Counter does not have any effect on a NewCounter. If the modification was the
correction of a bug, or a new, more efficient way of performing an operation, such a
modification must be performed by hand on the definition of a NewCounter, with
all the known problems that this brings (find all the places where a variant of the old
operation is used, do not introduce any syntactic errors, etc.).

A second possibility is one that makes use of Counter to define an enriched
counter:

abstype NewCounter2{

type NewCounter2 = struct{

Counter c;

int num_reset = 0;

}

signature

void reset( NewCounter2 x);

int get( NewCounter2 x);

void inc( NewCounter2 x);

int howmany_resets ( NewCounter2 x);

operations

void reset( NewCounter2 x){

reset(x.c);

x. num_reset = x. num_reset +1;

}

1 This is a negative effect not only on the writing of the program, but also in the size of the code
produced because there are two copies of each operation!
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int get( NewCounter2 x){

return get(x.c);

}

void inc( NewCounter2 x){

inc(x.c);

}

int howmany_resets ( NewCounter2 x){

return x. num_reset;

}

}

The solution is better than the previous one. The operations that do not have to be
modified are only called from inside a NewCounter (with its usual name overload-
ing), so that the last problem mentioned above is solved. There remains the task of
performing the calls explicitly even for the operations (such as get and inc) that
have not been modified: it would be preferable to have an automatic mechanismwith
which to inherit the implementations of these two operations from Counter.

There remain problems, though, of how to handle in a uniform way the values of
Counter and of NewCounter2. Let us assume that we are dealing with a series
of counters, some simple, some enriched, and that we want to reset them all to their
initial value. To fix ideas, we can imagine an array of counters; we want to reset each
element of this array to its initial value. A first problem arises immediately when we
try to work out what the type of this array is. If we declare it as:

Counter V[100];

we cannot store NewCounter2s there because the two types are distinct. The same
thing happens when the array is declared as being of type NewCounter2. To solve
the problem, we need a concept of compatibility between the two types. Let us
remember that among the various forms of compatibility we discussed in Sect. 8.7,
we find the following:

T is compatible with S when all the operations over values of type S are also possible over
values of type T.

We are now in exactly this case: all the operations on a Counter are possible also on
a NewCounter2 (on which we can apply an additional operation). It is, therefore,
sensible to require that a hypothetical language should relax the rigidity of ADTs,
admitting this form of compatibility. Let us therefore assume that NewCounter2

is compatible with Counter and is therefore permitted to have a vector declared
as Counter V[100] in which are stored both simple and extended counters. We
now come to the main point, which is to reset the initial value of each one of these
counters. The obvious idea is:

for (int i=1; i <100; i=i+1)

reset(V[i]);

which does not pose type problems. Overloading is solved, interpreting the body as
a call to the reset operation on Counter. All goes well with the type checker,
but what can be said about the state of NewCounter2 stored in the array? We

Un nuevo TDA NewCounter2

NewCounter2 es otra versión “enriquecida” de Counter:

… pero su definición usa Counter —mejor que NewCounter1:

• las operaciones que se repiten son simplemente llamadas 
desde dentro de NewCounter2

… aunque hay que llamarlas explícitamente, incluso en los 
casos de get e inc
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¿Qué pasa si queremos “resetear” una colección de 
contadores, algunos simples, otros enriquecidos?

• la declaración Counter V[100] no permite almace-
nar contadores de tipo NewCounter2 en V (y vice versa)
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¿Qué pasa si queremos “resetear” una colección de 
contadores, algunos simples, otros enriquecidos?

• la declaración Counter V[100] no permite almace-
nar contadores de tipo NewCounter2 en V (y vice versa)

Pero, ¿son Counter y NewCounter2 tipos compatibles?

T es compatible con S cuando todas las operacio-
nes sobre valores de tipo S también son posibles 
sobre valores de tipo T Una de las formas de 

compatibilidad de tipos
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¿Qué pasa si queremos “resetear” una colección de 
contadores, algunos simples, otros enriquecidos?

• la declaración Counter V[100] no permite almace-
nar contadores de tipo NewCounter2 en V (y vice versa)

Pero, ¿son Counter y NewCounter2 tipos compatibles?

T es compatible con S cuando todas las operacio-
nes sobre valores de tipo S también son posibles 
sobre valores de tipo T 

Exactamente el caso:

• todas las operaciones en un contador Counter 
son posibles también en un contador NewCounter2
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Supongamos entonces que la declaración 
Counter V[100] sí permite almacenar 
contadores de tipo NewCounter2 en V

Entonces podemos escribir:

282 10 Object-Oriented Paradigm

int get( NewCounter2 x){

return get(x.c);

}

void inc( NewCounter2 x){

inc(x.c);

}

int howmany_resets ( NewCounter2 x){

return x. num_reset;

}

}

The solution is better than the previous one. The operations that do not have to be
modified are only called from inside a NewCounter (with its usual name overload-
ing), so that the last problem mentioned above is solved. There remains the task of
performing the calls explicitly even for the operations (such as get and inc) that
have not been modified: it would be preferable to have an automatic mechanismwith
which to inherit the implementations of these two operations from Counter.

There remain problems, though, of how to handle in a uniform way the values of
Counter and of NewCounter2. Let us assume that we are dealing with a series
of counters, some simple, some enriched, and that we want to reset them all to their
initial value. To fix ideas, we can imagine an array of counters; we want to reset each
element of this array to its initial value. A first problem arises immediately when we
try to work out what the type of this array is. If we declare it as:

Counter V[100];

we cannot store NewCounter2s there because the two types are distinct. The same
thing happens when the array is declared as being of type NewCounter2. To solve
the problem, we need a concept of compatibility between the two types. Let us
remember that among the various forms of compatibility we discussed in Sect. 8.7,
we find the following:

T is compatible with S when all the operations over values of type S are also possible over
values of type T.

We are now in exactly this case: all the operations on a Counter are possible also on
a NewCounter2 (on which we can apply an additional operation). It is, therefore,
sensible to require that a hypothetical language should relax the rigidity of ADTs,
admitting this form of compatibility. Let us therefore assume that NewCounter2

is compatible with Counter and is therefore permitted to have a vector declared
as Counter V[100] in which are stored both simple and extended counters. We
now come to the main point, which is to reset the initial value of each one of these
counters. The obvious idea is:

for (int i=1; i <100; i=i+1)

reset(V[i]);

which does not pose type problems. Overloading is solved, interpreting the body as
a call to the reset operation on Counter. All goes well with the type checker,
but what can be said about the state of NewCounter2 stored in the array? We
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Supongamos entonces que la declaración 
Counter V[100] sí permite almacenar 
contadores de tipo NewCounter2 en V

Entonces podemos escribir:
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int get( NewCounter2 x){

return get(x.c);

}

void inc( NewCounter2 x){

inc(x.c);

}

int howmany_resets ( NewCounter2 x){

return x. num_reset;

}

}

The solution is better than the previous one. The operations that do not have to be
modified are only called from inside a NewCounter (with its usual name overload-
ing), so that the last problem mentioned above is solved. There remains the task of
performing the calls explicitly even for the operations (such as get and inc) that
have not been modified: it would be preferable to have an automatic mechanismwith
which to inherit the implementations of these two operations from Counter.

There remain problems, though, of how to handle in a uniform way the values of
Counter and of NewCounter2. Let us assume that we are dealing with a series
of counters, some simple, some enriched, and that we want to reset them all to their
initial value. To fix ideas, we can imagine an array of counters; we want to reset each
element of this array to its initial value. A first problem arises immediately when we
try to work out what the type of this array is. If we declare it as:

Counter V[100];

we cannot store NewCounter2s there because the two types are distinct. The same
thing happens when the array is declared as being of type NewCounter2. To solve
the problem, we need a concept of compatibility between the two types. Let us
remember that among the various forms of compatibility we discussed in Sect. 8.7,
we find the following:

T is compatible with S when all the operations over values of type S are also possible over
values of type T.

We are now in exactly this case: all the operations on a Counter are possible also on
a NewCounter2 (on which we can apply an additional operation). It is, therefore,
sensible to require that a hypothetical language should relax the rigidity of ADTs,
admitting this form of compatibility. Let us therefore assume that NewCounter2

is compatible with Counter and is therefore permitted to have a vector declared
as Counter V[100] in which are stored both simple and extended counters. We
now come to the main point, which is to reset the initial value of each one of these
counters. The obvious idea is:

for (int i=1; i <100; i=i+1)

reset(V[i]);

which does not pose type problems. Overloading is solved, interpreting the body as
a call to the reset operation on Counter. All goes well with the type checker,
but what can be said about the state of NewCounter2 stored in the array? WePero, ¿cuál reset es este reset?

abstype Counter {
 type Counter = int;
 signature
  ...
 operations
  void reset(Counter x){
   x = 0;
  }
  ...
}

abstype NewCounter2 {
 type NewCounter2 = struct{
      Counter c;
      int num_reset = 0;
     }
 signature
  ...
 operations
  void reset(NewCounter2 x){
   reset(x.c);
   x.num_reset = x.num_reset+1;
  }
  ...
}
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Supongamos entonces que la declaración 
Counter V[100] sí permite almacenar 
contadores de tipo NewCounter2 en V

Entonces podemos escribir:
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int get( NewCounter2 x){

return get(x.c);

}

void inc( NewCounter2 x){

inc(x.c);

}

int howmany_resets ( NewCounter2 x){

return x. num_reset;

}

}

The solution is better than the previous one. The operations that do not have to be
modified are only called from inside a NewCounter (with its usual name overload-
ing), so that the last problem mentioned above is solved. There remains the task of
performing the calls explicitly even for the operations (such as get and inc) that
have not been modified: it would be preferable to have an automatic mechanismwith
which to inherit the implementations of these two operations from Counter.

There remain problems, though, of how to handle in a uniform way the values of
Counter and of NewCounter2. Let us assume that we are dealing with a series
of counters, some simple, some enriched, and that we want to reset them all to their
initial value. To fix ideas, we can imagine an array of counters; we want to reset each
element of this array to its initial value. A first problem arises immediately when we
try to work out what the type of this array is. If we declare it as:

Counter V[100];

we cannot store NewCounter2s there because the two types are distinct. The same
thing happens when the array is declared as being of type NewCounter2. To solve
the problem, we need a concept of compatibility between the two types. Let us
remember that among the various forms of compatibility we discussed in Sect. 8.7,
we find the following:

T is compatible with S when all the operations over values of type S are also possible over
values of type T.

We are now in exactly this case: all the operations on a Counter are possible also on
a NewCounter2 (on which we can apply an additional operation). It is, therefore,
sensible to require that a hypothetical language should relax the rigidity of ADTs,
admitting this form of compatibility. Let us therefore assume that NewCounter2

is compatible with Counter and is therefore permitted to have a vector declared
as Counter V[100] in which are stored both simple and extended counters. We
now come to the main point, which is to reset the initial value of each one of these
counters. The obvious idea is:

for (int i=1; i <100; i=i+1)

reset(V[i]);

which does not pose type problems. Overloading is solved, interpreting the body as
a call to the reset operation on Counter. All goes well with the type checker,
but what can be said about the state of NewCounter2 stored in the array? WePero, ¿cuál reset es este reset?

• la solución estática (decidida por el compilador) 
al overloading de reset implica que es el reset de 
Counter, independiente del tipo de V[i]

⟶	los objetos de tipo NewCounter2 son “reseteados” 
correctamente

… pero sus campos num_reset no son actualizados

abstype Counter{
 type Counter = int;
 signature
  ...
 operations
  void reset(Counter x){
   x = 0;
  }
  ...
}

abstype NewCounter2{
 type NewCounter2 = struct{
      Counter c;
      int num_reset = 0;
     }
 signature
  ...
 operations
  void reset(NewCounter2 x){
   reset(x.c);
   x.num_reset = x.num_reset+1;
  }
  ...
}
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int get( NewCounter2 x){

return get(x.c);

}

void inc( NewCounter2 x){

inc(x.c);

}

int howmany_resets ( NewCounter2 x){

return x. num_reset;

}

}

The solution is better than the previous one. The operations that do not have to be
modified are only called from inside a NewCounter (with its usual name overload-
ing), so that the last problem mentioned above is solved. There remains the task of
performing the calls explicitly even for the operations (such as get and inc) that
have not been modified: it would be preferable to have an automatic mechanismwith
which to inherit the implementations of these two operations from Counter.

There remain problems, though, of how to handle in a uniform way the values of
Counter and of NewCounter2. Let us assume that we are dealing with a series
of counters, some simple, some enriched, and that we want to reset them all to their
initial value. To fix ideas, we can imagine an array of counters; we want to reset each
element of this array to its initial value. A first problem arises immediately when we
try to work out what the type of this array is. If we declare it as:

Counter V[100];

we cannot store NewCounter2s there because the two types are distinct. The same
thing happens when the array is declared as being of type NewCounter2. To solve
the problem, we need a concept of compatibility between the two types. Let us
remember that among the various forms of compatibility we discussed in Sect. 8.7,
we find the following:

T is compatible with S when all the operations over values of type S are also possible over
values of type T.

We are now in exactly this case: all the operations on a Counter are possible also on
a NewCounter2 (on which we can apply an additional operation). It is, therefore,
sensible to require that a hypothetical language should relax the rigidity of ADTs,
admitting this form of compatibility. Let us therefore assume that NewCounter2

is compatible with Counter and is therefore permitted to have a vector declared
as Counter V[100] in which are stored both simple and extended counters. We
now come to the main point, which is to reset the initial value of each one of these
counters. The obvious idea is:

for (int i=1; i <100; i=i+1)

reset(V[i]);

which does not pose type problems. Overloading is solved, interpreting the body as
a call to the reset operation on Counter. All goes well with the type checker,
but what can be said about the state of NewCounter2 stored in the array? We

Requiere la aplicación de la solución dinámica al 
overloading:

• decidir en tiempo de ejecución cuál reset aplicar

… dependiendo del tipo “efectivo” del argumento

⟶	la asociación del nombre de la operación con su 
significado debe resolverse en tiempo de ejecución

resetEl código que debe ejecutarse: el 
de Counter o el de NewCounter2
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Así, podemos prever constructos tales que:

• permiten la encapsulación y ocultación de información (TDAs)

• tienen mecanismos que permiten la herencia de la implemen-
tación de operaciones a partir de otras definiciones ya dadas

• están enmarcados en una noción de compatibilidad definida en 
términos de las operaciones admisibles para un cierto constructo

• permiten la selección dinámica de operaciones, dependiendo 
del “tipo efectivo” de los argumentos a los que son aplicadas



29

Así, podemos prever constructos tales que:

• permiten la encapsulación y ocultación de información (TDAs)

• tienen mecanismos que permiten la herencia de la implemen-
tación de operaciones a partir de otras definiciones ya dadas

• están enmarcados en una noción de compatibilidad definida en 
términos de las operaciones admisibles para un cierto constructo

• permiten la selección dinámica de operaciones, dependiendo 
del “tipo efectivo” de los argumentos a los que son aplicadas

Paradigma orientado a objetos
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Objetos

Principal constructo de los lenguajes O-O

Un objeto es una cápsula que contiene datos y 
operaciones para manejar esos datos

La cápsula ofrece una interfaz al mundo exterior 
a través de la cual el objeto es accesible
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Objetos

Principal constructo de los lenguajes O-O

Un objeto es una cápsula que contiene datos y 
operaciones para manejar esos datos

La cápsula ofrece una interfaz al mundo exterior 
a través de la cual el objeto es accesible

284 10 Object-Oriented Paradigm

1. Encapsulation and abstraction.
2. Subtypes, that is a compatibility relation based on the functionality of an object.
3. Inheritance, that is the possibility of reusing the implementation of a method

previously defined in another object or for another class.
4. Dynamic method selection.

These are distinctmechanisms, each exhibited on its own by other paradigms. Aswill
be seen, it is their interaction that makes the object-oriented paradigm so attractive
to software design, even of large systems.

10.2.1 Objects

The principal construct of object-oriented languages is (clearly) that of object—
a capsule containing both data and operations manipulating those data. The capsule
provides an interface for the outside world through which the object is accessible.
The methodological idea that objects share with ADT is that data should “remain
together” with the operations that manipulate it. There is, then, a big conceptual dif-
ference between objects and ADTs (which is translated into a considerably different
notation). Although, in the definition of an ADT, data and operations are together,
when we declare a variable of an abstract type, that variable represents only the
data that can be manipulated using the operations. In our counters example, we can
declare a counter as Counter c and then increment it: inc(c). Each object, on
the other hand, is a container that (at least conceptually) encapsulates both data and
operations. A counter object, defined using the same model as the definition that we
have given for Counter could be represented as in Fig. 10.1.

Thefigure suggests thatwemay imagine an object as a record. Somefields (usually
called “attributes” in this context) correspond to (modifiable) data, for example the
x field; other fields correspond to the operations that are allowed to manipulate the
data (that is reset, get, and inc).

The operations are called methods (or functional fields or member functions) and
can access the data items held in the object, which are called instance variables
(or data members, or fields, or instance attributes). The execution of an operation is
performed by sending the object amessagewhich consists of the name of the method

Fig. 10.1 An object for a
counter

Cada objeto es un contenedor 
(al menos conceptualmente) 
que encapsula tanto datos 
como operaciones

P.ej., un objeto Counter

… que podemos imaginar como 
un record

Atributo —dato modificable

Operaciones o métodos —que 
se ejecutan enviando al objeto 
un mensaje: nombre del 
método + posibles parámetros
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Así, podemos prever constructos tales que:

• permiten la encapsulación y ocultación de información (TDAs)

• tienen mecanismos que permiten la herencia de la implemen-
tación de operaciones a partir de otras definiciones ya dadas

• están enmarcados en una noción de compatibilidad definida en 
términos de las operaciones admisibles para un cierto constructo

• permiten la selección dinámica de operaciones, dependiendo 
del “tipo efectivo” de los argumentos a los que son aplicadas

Paradigma orientado a objetos
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Objetos

Principal constructo de los lenguajes O-O

Un objeto es una cápsula que contiene:

• datos

• operaciones para manejar esos datos

La cápsula ofrece una interfaz al mundo exterior 
a través de la cual el objeto es accesible
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1. Encapsulation and abstraction.
2. Subtypes, that is a compatibility relation based on the functionality of an object.
3. Inheritance, that is the possibility of reusing the implementation of a method

previously defined in another object or for another class.
4. Dynamic method selection.

These are distinctmechanisms, each exhibited on its own by other paradigms. Aswill
be seen, it is their interaction that makes the object-oriented paradigm so attractive
to software design, even of large systems.

10.2.1 Objects

The principal construct of object-oriented languages is (clearly) that of object—
a capsule containing both data and operations manipulating those data. The capsule
provides an interface for the outside world through which the object is accessible.
The methodological idea that objects share with ADT is that data should “remain
together” with the operations that manipulate it. There is, then, a big conceptual dif-
ference between objects and ADTs (which is translated into a considerably different
notation). Although, in the definition of an ADT, data and operations are together,
when we declare a variable of an abstract type, that variable represents only the
data that can be manipulated using the operations. In our counters example, we can
declare a counter as Counter c and then increment it: inc(c). Each object, on
the other hand, is a container that (at least conceptually) encapsulates both data and
operations. A counter object, defined using the same model as the definition that we
have given for Counter could be represented as in Fig. 10.1.

Thefigure suggests thatwemay imagine an object as a record. Somefields (usually
called “attributes” in this context) correspond to (modifiable) data, for example the
x field; other fields correspond to the operations that are allowed to manipulate the
data (that is reset, get, and inc).

The operations are called methods (or functional fields or member functions) and
can access the data items held in the object, which are called instance variables
(or data members, or fields, or instance attributes). The execution of an operation is
performed by sending the object amessagewhich consists of the name of the method

Fig. 10.1 An object for a
counter

Cada objeto es un contenedor 
(al menos conceptualmente) 
que encapsula tanto datos 
como operaciones

P.ej., un objeto Counter

… que podemos imaginar como 
un record

Un objeto es una cápsula que contiene:

• datos

• operaciones para manejar esos datos

La cápsula ofrece una interfaz al mundo exterior 
a través de la cual el objeto es accesible
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1. Encapsulation and abstraction.
2. Subtypes, that is a compatibility relation based on the functionality of an object.
3. Inheritance, that is the possibility of reusing the implementation of a method

previously defined in another object or for another class.
4. Dynamic method selection.

These are distinctmechanisms, each exhibited on its own by other paradigms. Aswill
be seen, it is their interaction that makes the object-oriented paradigm so attractive
to software design, even of large systems.

10.2.1 Objects

The principal construct of object-oriented languages is (clearly) that of object—
a capsule containing both data and operations manipulating those data. The capsule
provides an interface for the outside world through which the object is accessible.
The methodological idea that objects share with ADT is that data should “remain
together” with the operations that manipulate it. There is, then, a big conceptual dif-
ference between objects and ADTs (which is translated into a considerably different
notation). Although, in the definition of an ADT, data and operations are together,
when we declare a variable of an abstract type, that variable represents only the
data that can be manipulated using the operations. In our counters example, we can
declare a counter as Counter c and then increment it: inc(c). Each object, on
the other hand, is a container that (at least conceptually) encapsulates both data and
operations. A counter object, defined using the same model as the definition that we
have given for Counter could be represented as in Fig. 10.1.

Thefigure suggests thatwemay imagine an object as a record. Somefields (usually
called “attributes” in this context) correspond to (modifiable) data, for example the
x field; other fields correspond to the operations that are allowed to manipulate the
data (that is reset, get, and inc).

The operations are called methods (or functional fields or member functions) and
can access the data items held in the object, which are called instance variables
(or data members, or fields, or instance attributes). The execution of an operation is
performed by sending the object amessagewhich consists of the name of the method

Fig. 10.1 An object for a
counter

Cada objeto es un contenedor 
(al menos conceptualmente) 
que encapsula tanto datos 
como operaciones

P.ej., un objeto Counter

… que podemos imaginar como 
un record

Atributo —dato modificable

Operaciones o métodos —que 
se ejecutan enviando al objeto 
un mensaje: nombre del 
método + parámetros

“this” (también “self”) se refiere 
al objeto que recibe el método

Un objeto es una cápsula que contiene:

• datos

• operaciones para manejar esos datos

La cápsula ofrece una interfaz al mundo exterior 
a través de la cual el objeto es accesible
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“Invocación de method (con pará-
metros parameters) sobre object”

object.method(parameters)

… o “Envío del mensaje 
method(parameters) al 
objeto object”



34 “Invocación de method (con pará-
metros parameters) sobre object”

object.method(parameters)

El objeto que recibe el mensaje es 
al mismo tiempo un parámetro 
(implícito) del método invocado

P.ej., o.inc() incrementa el objeto 
contador o (“le pedimos al objeto o que 
aplique el método inc a sí mismo”)

… o “Envío del mensaje 
method(parameters) al 
objeto object”

El método actúa sobre el objeto 
que lo recibe, ejecutando su 
código con respecto al objeto
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Los lenguajes O-O ofrecen 
mecanismos para la organi-
zación de los objetos

Agrupación de objetos 
con la misma estuctura 
(o con estructura similar)
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Clases
Los lenguajes O-O ofrecen 
mecanismos para la organi-
zación de los objetos

Si bien es conceptualmente válido que 
cda objeto contenga sus propios datos y 
métodos, esto sería un gran desperdicio:
• en un mismo programa, se van a usar 
muchos objetos que se diferencian entre 
ellos sólo por los valores de sus datos y no 
por su estructura o por sus métodos

Agrupación de objetos 
con la misma estuctura 
(o con estructura similar)
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Una clase es un modelo para un conjunto de objetos:

• cada objeto pertenece a una clase

• los objetos son creados dinámicamente mediante 
instanciación de sus clases

• en C++, Java y Python, las clases corresponden a 
un tipo de datos
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(al menos)

El objeto es una instancia de la clase

Todos los objetos que instancian 
una clase A son valores de tipo A
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there is a whole family of object-oriented languages that lack classes (which we will
briefly describe in the box on Sect. 10.2.2).

10.2.2 Classes

Aclass is amodel for a set of objects. It establisheswhat its datawill be (type together
with their visibility) and fixes name, signature, visibility and implementation for each
of its methods. In a language with classes, every object belongs to (at least) one class.
For example, an object such as that in Fig. 10.1 could be an instance of the following
class:

class Counter{

private int x;

public void reset (){

x = 0;

}

public int get (){

return x;

}

public void inc (){

x = x+1;

}

}

It can be seen that the class contains the implementation of three methods which
are declared public (visible to all), while the instance variable x is private

(inaccessible from outside the object itself, but accessible in the implementation of
the methods of this class).

In a languagewith classes, objects are dynamically created by instantiation of their
class. A specific object is allocated whose structure is determined by its class. This
operation differs in fundamental ways from language to language and depends on the
linguistic status of classes. In Simula, a class is a procedure which returns a pointer to
an activation record containing local variables and function definitions (therefore, the
objects that are instances of a class are closures). In Smalltalk, a class is linguistically
an object which acts as a schema for the definition of the implementation of a set
of objects. In C++, Java or Python classes correspond to a type and all objects that
instantiate a class A are values of type A. Taking this viewpoint in Java, with its
reference-based model for variables, we can create a counter object:

Counter c = new Counter ();

The name c, of type Counter, is bound to a new object which is an instance of
Counter. We can create a new object, distinct from the previous one but with the
same structure, and bind it to another name:

Counter d = new Counter ();

To the right of the assignment symbol, we can see two distinct operations: the
creation of the objects (allocation of the necessary storage, new constructor) and

Una clase es un modelo para un conjunto de objetos:

• cada objeto pertenece a una clase

• los objetos son creados dinámicamente mediante 
instanciación de sus clases

• en C++, Java y Python, las clases corresponden a 
un tipo de datos
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there is a whole family of object-oriented languages that lack classes (which we will
briefly describe in the box on Sect. 10.2.2).

10.2.2 Classes

Aclass is amodel for a set of objects. It establisheswhat its datawill be (type together
with their visibility) and fixes name, signature, visibility and implementation for each
of its methods. In a language with classes, every object belongs to (at least) one class.
For example, an object such as that in Fig. 10.1 could be an instance of the following
class:

class Counter{

private int x;

public void reset (){

x = 0;

}

public int get (){

return x;

}

public void inc (){

x = x+1;

}

}

It can be seen that the class contains the implementation of three methods which
are declared public (visible to all), while the instance variable x is private

(inaccessible from outside the object itself, but accessible in the implementation of
the methods of this class).

In a languagewith classes, objects are dynamically created by instantiation of their
class. A specific object is allocated whose structure is determined by its class. This
operation differs in fundamental ways from language to language and depends on the
linguistic status of classes. In Simula, a class is a procedure which returns a pointer to
an activation record containing local variables and function definitions (therefore, the
objects that are instances of a class are closures). In Smalltalk, a class is linguistically
an object which acts as a schema for the definition of the implementation of a set
of objects. In C++, Java or Python classes correspond to a type and all objects that
instantiate a class A are values of type A. Taking this viewpoint in Java, with its
reference-based model for variables, we can create a counter object:

Counter c = new Counter ();

The name c, of type Counter, is bound to a new object which is an instance of
Counter. We can create a new object, distinct from the previous one but with the
same structure, and bind it to another name:

Counter d = new Counter ();

To the right of the assignment symbol, we can see two distinct operations: the
creation of the objects (allocation of the necessary storage, new constructor) and

Tipo y visibilidad de los atributos

Nombre, firma, visibilidad e im-
plementación de cada método

Una clase es un modelo para un conjunto de objetos:

• cada objeto pertenece a una clase

• los objetos son creados dinámicamente mediante 
instanciación de sus clases

• en C++, Java y Python, las clases corresponden a 
un tipo de datos
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there is a whole family of object-oriented languages that lack classes (which we will
briefly describe in the box on Sect. 10.2.2).

10.2.2 Classes

Aclass is amodel for a set of objects. It establisheswhat its datawill be (type together
with their visibility) and fixes name, signature, visibility and implementation for each
of its methods. In a language with classes, every object belongs to (at least) one class.
For example, an object such as that in Fig. 10.1 could be an instance of the following
class:

class Counter{

private int x;

public void reset (){

x = 0;

}

public int get (){

return x;

}

public void inc (){

x = x+1;

}

}

It can be seen that the class contains the implementation of three methods which
are declared public (visible to all), while the instance variable x is private

(inaccessible from outside the object itself, but accessible in the implementation of
the methods of this class).

In a languagewith classes, objects are dynamically created by instantiation of their
class. A specific object is allocated whose structure is determined by its class. This
operation differs in fundamental ways from language to language and depends on the
linguistic status of classes. In Simula, a class is a procedure which returns a pointer to
an activation record containing local variables and function definitions (therefore, the
objects that are instances of a class are closures). In Smalltalk, a class is linguistically
an object which acts as a schema for the definition of the implementation of a set
of objects. In C++, Java or Python classes correspond to a type and all objects that
instantiate a class A are values of type A. Taking this viewpoint in Java, with its
reference-based model for variables, we can create a counter object:

Counter c = new Counter ();

The name c, of type Counter, is bound to a new object which is an instance of
Counter. We can create a new object, distinct from the previous one but with the
same structure, and bind it to another name:

Counter d = new Counter ();

To the right of the assignment symbol, we can see two distinct operations: the
creation of the objects (allocation of the necessary storage, new constructor) and

Tipo y visibilidad de los atributos

Nombre, firma, visibilidad e im-
plementación de cada método

public : visible para todos

private : inaccesible desde 
fuera del objeto; accesible 
en la implementación de los 
métodos

Una clase es un modelo para un conjunto de objetos:

• cada objeto pertenece a una clase

• los objetos son creados dinámicamente mediante 
instanciación de sus clases

• en C++, Java y Python, las clases corresponden a 
un tipo de datos
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there is a whole family of object-oriented languages that lack classes (which we will
briefly describe in the box on Sect. 10.2.2).

10.2.2 Classes

Aclass is amodel for a set of objects. It establisheswhat its datawill be (type together
with their visibility) and fixes name, signature, visibility and implementation for each
of its methods. In a language with classes, every object belongs to (at least) one class.
For example, an object such as that in Fig. 10.1 could be an instance of the following
class:

class Counter{

private int x;

public void reset (){

x = 0;

}

public int get (){

return x;

}

public void inc (){

x = x+1;

}

}

It can be seen that the class contains the implementation of three methods which
are declared public (visible to all), while the instance variable x is private

(inaccessible from outside the object itself, but accessible in the implementation of
the methods of this class).

In a languagewith classes, objects are dynamically created by instantiation of their
class. A specific object is allocated whose structure is determined by its class. This
operation differs in fundamental ways from language to language and depends on the
linguistic status of classes. In Simula, a class is a procedure which returns a pointer to
an activation record containing local variables and function definitions (therefore, the
objects that are instances of a class are closures). In Smalltalk, a class is linguistically
an object which acts as a schema for the definition of the implementation of a set
of objects. In C++, Java or Python classes correspond to a type and all objects that
instantiate a class A are values of type A. Taking this viewpoint in Java, with its
reference-based model for variables, we can create a counter object:

Counter c = new Counter ();

The name c, of type Counter, is bound to a new object which is an instance of
Counter. We can create a new object, distinct from the previous one but with the
same structure, and bind it to another name:

Counter d = new Counter ();

To the right of the assignment symbol, we can see two distinct operations: the
creation of the objects (allocation of the necessary storage, new constructor) and
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• en C++, Java y Python, las clases corresponden a 
un tipo de datos
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there is a whole family of object-oriented languages that lack classes (which we will
briefly describe in the box on Sect. 10.2.2).

10.2.2 Classes

Aclass is amodel for a set of objects. It establisheswhat its datawill be (type together
with their visibility) and fixes name, signature, visibility and implementation for each
of its methods. In a language with classes, every object belongs to (at least) one class.
For example, an object such as that in Fig. 10.1 could be an instance of the following
class:

class Counter{

private int x;

public void reset (){

x = 0;

}

public int get (){

return x;

}

public void inc (){

x = x+1;

}

}

It can be seen that the class contains the implementation of three methods which
are declared public (visible to all), while the instance variable x is private

(inaccessible from outside the object itself, but accessible in the implementation of
the methods of this class).

In a languagewith classes, objects are dynamically created by instantiation of their
class. A specific object is allocated whose structure is determined by its class. This
operation differs in fundamental ways from language to language and depends on the
linguistic status of classes. In Simula, a class is a procedure which returns a pointer to
an activation record containing local variables and function definitions (therefore, the
objects that are instances of a class are closures). In Smalltalk, a class is linguistically
an object which acts as a schema for the definition of the implementation of a set
of objects. In C++, Java or Python classes correspond to a type and all objects that
instantiate a class A are values of type A. Taking this viewpoint in Java, with its
reference-based model for variables, we can create a counter object:

Counter c = new Counter ();

The name c, of type Counter, is bound to a new object which is an instance of
Counter. We can create a new object, distinct from the previous one but with the
same structure, and bind it to another name:

Counter d = new Counter ();

To the right of the assignment symbol, we can see two distinct operations: the
creation of the objects (allocation of the necessary storage, new constructor) and

Tipo y visibilidad de los atributos

Nombre, firma, visibilidad e im-
plementación de cada método

public : visible para todos

private : inaccesible desde 
fuera del objeto; accesible 
en la implementación de los 
métodos

El conjunto de atributos y métodos 
public constituye la interfaz de la clase
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Fig. 10.2 The implementation of methods is inside classes

initialisation (invocation of the class’ constructor, represented by the name of the
class and parentheses—we will return to this shortly).4

We can certainly assume that the code for methods is stored one time only in its
class and that when an object needs to execute a specific method, this code would
be looked up in the class of which it is an instance. For this to happen, the method
code must correctly access the instance variables which are different for every object
and are, therefore, not all stored together in the class but inside the instance (as is
shown graphically in Fig. 10.2). In the figure, the methods of class Counter refer
to its instance variables using the name this. We have already seen that when an
object receives a message requesting the execution of a method, the object itself is
an implicit method parameter. When a reference is made to an instance variable in
the body of a method, there is an implicit reference to the object currently executing
the method. From the linguistic viewpoint, the current object is usually denoted by a
unique name, usually self or this. For example, the definition of the incmethod
could be written as follows, where the reference to the current object is made explicit
via this:

public void inc (){

this.x = this.x+1;

}

4 In C++, unlike Java, it is also possible to create an object without invoking its constructor; C++
in fact allows the creation of objects on the stack (see Sect. 10.2.2).

Clase Counter

Objeto (instancia 
de) Counter

Objeto (instancia 
de) Counter
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El código de los métodos se alma-
cena sólo una vez en su clase
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Cuando un objeto necesita ejecutar 
un método, se busca el código 
correspondiente en la clase de la 
cual el objeto es una instancia
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public void inc(){
 x = x+1;
}

public void inc(){
 this.x = this.x+1;
}

≡
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Una clase corresponde al conjunto de sus instancias

Una definición de una clase también introduce la 
definición de un tipo cuyos valores son las instancias 
de la clase

Entre los tipos obtenidos a través de clases, se define 
una relación de compatibilidad en términos de las 
operaciones posibles sobre los valores del tipo:

• El tipo asociado con la clase T es un subtipo de S 
cuando todo mensaje entendido por objetos de S 
también es entendido por los objetos de T
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Entre los tipos obtenidos a través de clases, se define 
una relación de compatibilidad en términos de las 
operaciones posibles sobre los valores del tipo:

• El tipo asociado con la clase T es un subtipo de S 
cuando todo mensaje entendido por objetos de S 
también es entendido por los objetos de T

Diap. 23

Si representamos un objeto como un record que 
contiene datos y funciones, entonces
… la relación subtipo corresponde a:

• T es un record que contiene todos los campos 
de S (y posiblemente otros campos adicionales)

Si tomamos en cuenta que algunos campos de 
los dos tipos podrían ser privados, entonces:

• T es un subtipo de S cuando la interfaz de S es 
un subconjunto de la interfaz de T
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En C++, Java y Python, los subtipos deben ser introdu-
cidos explícitamente ⟶ subclases o clases derivadas

290 10 Object-Oriented Paradigm

the instances of that class. In typeless languages (like Smalltalk), the correspondence
is only conventional and implicit.

Among the types obtained through classes, a compatibility relation is defined
(Sect. 8.7) in terms of the operations possible on values of the type. The type asso-
ciated with the class T is a subtype of S when every message understood (that is,
which can be received without generating an error) from objects of S is also under-
stood by the objects of T. If an object is represented as a record containing data and
functions,8 the subtype relation corresponds to the fact that T is a record type con-
taining all fields of S, as well, possibly, other fields. More precisely, taking account
of the fact that some fields of the two types could be private, we might say that T

is a subtype of S when the interface of S is a subset of the interface of T (note the
inversion: a subtype is obtained when we have a bigger interface).

Most languages (e.g., C++, Java, and Python) use a name-based equivalence for
types (see Sect. 8.6) which does not properly extend to a completely structural com-
patibility relation. In such languages, therefore, subtyping must be explicitly intro-
duced by the programmer. This is the role of the definition of subclasses, or derived
classes,which in our pseudo-languagewill be denoted using the neutralextending

construct9 :

class NamedCounter extending Counter{

private String name;

public void set_name (String n){

name = n;

}

public String get_name (){

return name;

}

}

The class NamedCounter is a subclass of Counter (which, in its turn is a
superclass of NamedCounter),10 that is the NamedCounter type is a subtype
of Counter. Instances of NamedCounter contain all the fields of Counter

(even its private fields, but they will be in general inaccessible in the subclass), in
addition to having new fields introduced by the definition. In this way, structural
compatibility is both guaranteed (a subclass is explicitly derived from its superclass)
and documented in the program text.

Redefinition of a Method

In the example of NamedCounter, the subclass simply extends the interface of the
superclass. A fundamental characteristic of the subclass mechanism is the ability of
a subclass to modify the definition (the implementation) of a method present in its

8 That is, as a closure.
9 In place of extending, in C++, we write “: public”, while in Java extends or even
implements is used, depending upon whether a class or an interface is being extended; in Python
the base class(es) that are extended are listed in parenthesis after the new class name.
10 In C++, Counter is the base class and NamedCOunter is the derived class.

Counter es una superclase (o 
clase base) de NamedCounter

NamedCounter es una subclase 
(o clase derivada) de Counter

Las instancias de NamedCounter contienen 
todos los campos de Counter, además de 
campos nuevos introducidos por la definición
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Característica fundamental del mecanismo de subclases 
⟶ capacidad de una subclase de modificar la defini-
ción (implementación) de un método de su superclase
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superclass. This mechanism is called method overriding.11 Our extended counters
from Sect. 10.1 can be defined as a subclass of Counter as:

class NewCounter extending Counter{

private int num_reset = 0;

public void reset (){

x = 0;

num_reset = num_reset + 1;

}

public int howmany_resets (){

return num_reset;

}

}

Class NewCounter simultaneously extends the interface of Counter with
new fields and redefines the reset method. A reset method sent to an instance
of NewCounter will cause the invocation of the new implementation.

Shadowing

This section refers to those languages, like Java or C++, where access to data fields
is static (as opposed to the dynamic access to methods). In addition to modifying
the implementation of a method, a subclass may also redefine an instance variable
(or field) defined in a superclass. In languages where the access to instance field
is static, this mechanism is called shadowing.12 For implementation reasons (to be
seen below), shadowing is significantly different from overriding. For the present,
we merely note that, in a subclass, an instance variable can be redefined with the
same name and same type as that in the superclass. We could, for example, modify
our extended counters using the following subclass of NewCounter where, for
some (strange) reason, the initial value of num_reset is initialised to 2 and is
incremented by 2 each time:

class EvenNewCounter extending NewCounter{

private int num_reset = 2;

public void reset (){

x = 0;

num_reset = num_reset + 2;

}

public int howmany_resets (){

return num_reset;

}

}

Using the usual notion of visibility in block-structured languages, each reference to
num_reset inside EvenNewCounter refers to the local variable (initialised to 2)

11Method overriding is a mechanism which interacts in a very subtle way with other aspects of the
object-oriented paradigm, in particular with the dynamic selection of methods; for the time being,
we will note only this possibility, returning to this question in due course.
12 Let us note explicitly that in Python there is no shadowing, since access to any attribute (being it
data or method) is dynamic.
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superclass. This mechanism is called method overriding.11 Our extended counters
from Sect. 10.1 can be defined as a subclass of Counter as:

class NewCounter extending Counter{

private int num_reset = 0;

public void reset (){

x = 0;

num_reset = num_reset + 1;

}

public int howmany_resets (){

return num_reset;

}

}

Class NewCounter simultaneously extends the interface of Counter with
new fields and redefines the reset method. A reset method sent to an instance
of NewCounter will cause the invocation of the new implementation.

Shadowing

This section refers to those languages, like Java or C++, where access to data fields
is static (as opposed to the dynamic access to methods). In addition to modifying
the implementation of a method, a subclass may also redefine an instance variable
(or field) defined in a superclass. In languages where the access to instance field
is static, this mechanism is called shadowing.12 For implementation reasons (to be
seen below), shadowing is significantly different from overriding. For the present,
we merely note that, in a subclass, an instance variable can be redefined with the
same name and same type as that in the superclass. We could, for example, modify
our extended counters using the following subclass of NewCounter where, for
some (strange) reason, the initial value of num_reset is initialised to 2 and is
incremented by 2 each time:

class EvenNewCounter extending NewCounter{

private int num_reset = 2;

public void reset (){

x = 0;

num_reset = num_reset + 2;

}

public int howmany_resets (){

return num_reset;

}

}

Using the usual notion of visibility in block-structured languages, each reference to
num_reset inside EvenNewCounter refers to the local variable (initialised to 2)

11Method overriding is a mechanism which interacts in a very subtle way with other aspects of the
object-oriented paradigm, in particular with the dynamic selection of methods; for the time being,
we will note only this possibility, returning to this question in due course.
12 Let us note explicitly that in Python there is no shadowing, since access to any attribute (being it
data or method) is dynamic.

NewCounter extiende la interfaz 
de Counter con nuevos campos

… y redefine el método reset

Un método reset enviado a una 
instancia de NewCounter va a producir la 
invocación de la nueva implementación
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Cuando una subclase no redefine los métodos de su superclase

… la subclase hereda los métodos de la superclase

La implementación del método 
en la superclase se vuelve 
disponible para la subclase

10.2 Fundamental Concepts 291

superclass. This mechanism is called method overriding.11 Our extended counters
from Sect. 10.1 can be defined as a subclass of Counter as:

class NewCounter extending Counter{

private int num_reset = 0;

public void reset (){

x = 0;

num_reset = num_reset + 1;

}

public int howmany_resets (){

return num_reset;

}

}

Class NewCounter simultaneously extends the interface of Counter with
new fields and redefines the reset method. A reset method sent to an instance
of NewCounter will cause the invocation of the new implementation.

Shadowing

This section refers to those languages, like Java or C++, where access to data fields
is static (as opposed to the dynamic access to methods). In addition to modifying
the implementation of a method, a subclass may also redefine an instance variable
(or field) defined in a superclass. In languages where the access to instance field
is static, this mechanism is called shadowing.12 For implementation reasons (to be
seen below), shadowing is significantly different from overriding. For the present,
we merely note that, in a subclass, an instance variable can be redefined with the
same name and same type as that in the superclass. We could, for example, modify
our extended counters using the following subclass of NewCounter where, for
some (strange) reason, the initial value of num_reset is initialised to 2 and is
incremented by 2 each time:

class EvenNewCounter extending NewCounter{

private int num_reset = 2;

public void reset (){

x = 0;

num_reset = num_reset + 2;

}

public int howmany_resets (){

return num_reset;

}

}

Using the usual notion of visibility in block-structured languages, each reference to
num_reset inside EvenNewCounter refers to the local variable (initialised to 2)

11Method overriding is a mechanism which interacts in a very subtle way with other aspects of the
object-oriented paradigm, in particular with the dynamic selection of methods; for the time being,
we will note only this possibility, returning to this question in due course.
12 Let us note explicitly that in Python there is no shadowing, since access to any attribute (being it
data or method) is dynamic.

NewCounter hereda de Counter x, inc y 
get (pero no reset, que es redefinido)

En general, herencia es un mecanismo que permite la definición 
de nuevos objetos basada en el reuso de objetos existentes
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La herencia permite el reuso de código:

• al modificar la implementación de un método, 
una clase automáticamente deja la modificación 
disponible para todas sus subclases

… sin requerir ninguna acción del programador
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• al modificar la implementación de un método, 
una clase automáticamente deja la modificación 
disponible para todas sus subclases

… sin requerir ninguna acción del programador

Distinguimos subtipos de herencia

Posibilidad de usar un objeto en 
otro contexto:
• relación entre las interfaces de 
dos clases
• herencia de interfaz

Posibilidad de reusar el código que 
maneja a un objeto:
• relación entre las implementaciones 
de dos clases
• herencia de implementación
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Identificamos dos tipos de campos, según su visibilidad:

• private

• public

Pero si una subclase —un tipo particular de cliente de la 
superclase— necesita acceso a un dato no público

… un tercer tipo de campos:

• protegido ( protected )

En todo caso, ¡ cuidado con el nivel acoplamiento !
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Una clase puede heredar de una 
única superclase inmediata:

• la jerarquía de herencia es un árbol

• el lenguaje tiene herencia simple

Una clase puede heredar métodos de 
más de una superclase inmediata:

• la jerarquía de herencia es un grafo 
direcccional acíclico (dag)

• el lenguaje tiene herencia múltiple

• menos común que herencia simple

pero a veces
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Una clase puede heredar de una 
única superclase inmediata:

• la jerarquía de herencia es un árbol

• el lenguaje tiene herencia simple

Una clase puede heredar métodos de 
más de una superclase inmediata:

• la jerarquía de herencia es un grafo 
direcccional acíclico (dag)

• el lenguaje tiene herencia múltiple

• menos común que herencia simple

pero a veces

Problemas de colisión de nombres ⟶ no tienen 
una solución elegante, ni conceptual ni de 
implementación:

• cuando una clase C hereda simultáneamente 
de A y B, tal que ambas proporcionan implemen-
taciones para métodos con la misma firma

10.2 Fundamental Concepts 297

Single andMultiple Inheritance

In some languages, a class can inherit from a single immediate superclass. The
inheritance hierarchy is therefore a tree and we say that the language has single
(or simple) inheritance. Other languages, on the other hand, allow a class to inherit
methods frommore than one immediate superclass; the inheritance hierarchy in such
a case is an acyclic oriented graph and the language has multiple inheritance.

Multiple inheritance is less common than single inheritance (although much
used languages like C++ and Python both provide multiple inheritance), because
it presents problems that do not have an elegant solution at either the conceptual or
implementation level. The fundamental problems relate to name clashes. We have a
name clash when a class C simultaneously inherits from A and B, which both pro-
vide implementation for methods with the same signature. The following is a simple
example:

class A{

int x;

int f(){

return x;

}

}

class B{

int y;

int f(){

return y;

}

}

class C extending A,B{

int h(){

return f();

}

}

Which of the two methods named f is inherited in C? We can solve this problem
in three different ways, none of which is totally satisfactory:

1. Forbid name clashes syntactically.
2. Require that any conflict should be resolved by the programmer’s appropriately

qualifying every reference to a name that is in conflict. For example, the body of
h in class C, should be written as B::f() or as A::f(), which is the solution
adopted by C++.

3. Decide upon a convention for solving the conflict, for example favouring the class
which is named first in the extending clause.

From the pragmatic point of view, it is possible to give examples of situations in
which any of these solutions is unnatural and counterintuitive. As for the explicit
solution, its main drawback is that the programmer must know the class hierarchy.
This could be difficult, especially because—as it is common with object-oriented
design—the conflict could arise only much after the classes A, B, and C have been
defined. (Suppose that f is not used directly in C, but it is invoked on instances of
subclasses of C, defined only much later.)

¿Cuál es el método f 
heredado por C?



61

Un método definido en una clase puede ser redefinido 
(overridden) en subclases:

• cuando un método m es invocado sobre un objeto o, 
puede haber varias versiones posibles de m para o

La selección de cuál implementación de m debe usarse 
en una invocación

o.m(parameters)

… es una función del tipo de objeto que recibe el mensaje 
—no del tipo de la referencia (o nombre) a ese objeto
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Fig. 10.5 Two classes for
counters

m, is invoked on an object, o, there can be many versions of m possible for o—the
definitions of m given in the class inwhich o has been created, and all its superclasses.
The selection of which implementation for m is to be used in an invocation

o.m(parameters);

is a function of the type of the object receiving themessage. Note that what is relevant
is the type of the object which receives the message, not the type of the reference
(or name) to that object (which is instead static information, in languages requiring
that names be declared).

Let us give an example in our pseudo-language with classes. Figure 10.5 repeats
the counters discussed in Sects. 10.2.2 and 10.2.4. In the context of these class
declarations, we now execute the following fragment:

Counter c = new NewCounter ();

c.reset ();

The (static) type of the name c is Counter but it refers (dynamically) to an instance
of NewCounter. So it will be the resetmethod of NewCounter that is invoked.

The canonical example is the one which (negatively) concluded Sect. 10.1. Both
Counter and NewCounter are stored in a data structure whose type is their
supertype:

Counter V[100];

Now we apply the reset method to each:

for (int i=1; i <100; i=i+1)

V[i]. reset ();

Counter c = new NewCounter();
c.reset();… y ejecutamos …
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m, is invoked on an object, o, there can be many versions of m possible for o—the
definitions of m given in the class inwhich o has been created, and all its superclasses.
The selection of which implementation for m is to be used in an invocation

o.m(parameters);

is a function of the type of the object receiving themessage. Note that what is relevant
is the type of the object which receives the message, not the type of the reference
(or name) to that object (which is instead static information, in languages requiring
that names be declared).

Let us give an example in our pseudo-language with classes. Figure 10.5 repeats
the counters discussed in Sects. 10.2.2 and 10.2.4. In the context of these class
declarations, we now execute the following fragment:

Counter c = new NewCounter ();

c.reset ();

The (static) type of the name c is Counter but it refers (dynamically) to an instance
of NewCounter. So it will be the resetmethod of NewCounter that is invoked.

The canonical example is the one which (negatively) concluded Sect. 10.1. Both
Counter and NewCounter are stored in a data structure whose type is their
supertype:

Counter V[100];

Now we apply the reset method to each:

for (int i=1; i <100; i=i+1)

V[i]. reset ();

Counter c = new NewCounter();
c.reset();… y ejecutamos …

El tipo estático del nombre c es Counter

… pero se refiere dinámicamente a una instancia 
de NewCounter

⟶ se llama al reset de NewCounter

Si en Counter V[100] se almacenan tanto objetos 
Counter como NewCounter y ejecutamos …

for (int i=1; i<100; i=i+1)
 V[i].reset();

… entonces la búsqueda (lookup) dinámica asegura que el 
método correcto va a ser invocado sobre cualquier contador

En general, el compilador no tiene cómo saber cuál va a ser 
el tipo del objeto cuyo método va a ser invocado

⟶	la dinamicidad de este mecanismo
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Overloading (diap. 26) y búsqueda dinámica:

• ambos resuelven una ambigüedad

⟶	un mismo nombre puede tener más de un significado

… pero:

• overloading la resuleve estáticamente

• búsqueda dinámica la resuelve dinámicamente (en 
tiempo de ejecución) 

… es una operación de overloading en tiempo de ejecución
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Overloading (diap. 26) y búsqueda dinámica:

• ambos resuelven una ambigüedad

⟶	un mismo nombre puede tener más de un significado

… pero:

• overloading la resuleve estáticamente

• búsqueda dinámica la resuelve dinámicamente (en 
tiempo de ejecución) 

… es una operación de overloading en tiempo de ejecución

… basado en el tipo de 
los nombres involucrados

… basada en el tipo dinámico del 
objeto (y no del nombre del objeto)

El objeto que recibe el mensaje es 
el primer argumento del método 
cuyo nombre debe ser resuelto
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Sea b una instancia de B

… e invocamos b.f() 

f llama a g : ¿cuál de las dos imple-
mentaciones de g es ejecutada?

f heredado de A

class A{
 int f(){
  return g();
 }
 int g(){
  return 1;
 }
}
class B extending A{
 int g(){
  return 100;
 }
}
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Sea b una instancia de B

… e invocamos b.f() 

f llama a g : ¿cuál de las dos imple-
mentaciones de g es ejecutada?

El objeto que recibe el mensaje es 
un parámetro del método

La llamada a g en f puede escribirse 
this.g() 

El objeto vigente es b ⟶ el método 
que será invocado es el de B

f heredado de A

this es el objeto vigente

class A{
 int f(){
  return g();
 }
 int g(){
  return 1;
 }
}
class B extending A{
 int g(){
  return 100;
 }
}
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Sea b una instancia de B

… e invocamos b.f() 

f llama a g : ¿cuál de las dos imple-
mentaciones de g es ejecutada?

El objeto que recibe el mensaje es 
un parámetro del método

La llamada a g en f puede escribirse 
this.g() 

El objeto vigente es b ⟶ el método 
que será invocado es el de B

f heredado de A

this es el objeto vigente

Una llamada this.g() en f puede referirse a imple-
mentaciones de métodos que aún no están escritos

… y que lo estarán sólo más tarde a través de la 
jerarquía de clases ⟶ asociación tardía de this

this es asociado dinámi-
camente al objeto vigente

class A{
 int f(){
  return g();
 }
 int g(){
  return 1;
 }
}
class B extending A{
 int g(){
  return 100;
 }
}
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¿Cómo se implementa objetos?

Un objeto instancia de la clase A puede ser usado 
como el valor de cualquier superclase de A:

• es posible tener acceso no sólo a las variables 
de instancia definidas explícitamnete en A

… sino también a las definidas en sus superclases
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¿Cómo se implementa objetos?

Un objeto instancia de la clase A puede ser usado 
como el valor de cualquier superclase de A:

• es posible tener acceso no sólo a las variables 
de instancia definidas explícitamnete en A

… sino también a las definidas en sus superclases

En Java y C++ :

… como un record con tantos campos 
como variables de instancia hay en la 
clase de la cual es instancia

… además de todas las que aparecen 
en sus superclases

+ puntero al descriptor de la clase

Class instance record (CIR)
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¿Cómo se implementa clases?

Intuitivamente, la jerarquía de clases se 
puede representar usando una lista ligada:306 10 Object-Oriented Paradigm

Fig. 10.6 A naive implementation of inheritance

Late Binding of Self

A method is executed in a way similar to a function. An activation record for the
method’s local variables, parameters and all the other information is pushed onto the
stack. Unlike a function, though, a method must also access the instance variables
of the object on which it is called, but this object is still unknown at compile time.
However, if we may assume that any object is created on the blueprint given by a
class,18 the structure of such an object is known (it depends on the class) and, there-
fore, the offset of every instance variable in an object’s representation is statically
known (subject to conditions depending upon the language). A pointer to the object
which received the method is then passed as a parameter when a method is invoked.
During execution of the body of the method, this pointer is the method’s this.
When the method is invoked on the same object that invokes it, this still is passed
as a parameter. During the execution of the method, every access to an instance vari-
able uses the offset from this pointer (instead of having an offset from a pointer into
the activation records, as is the case for local variables of functions). The pointer
this could be passed through the activation record, like all other parameters, but
this would cause a doubly-indirect access for every instance variable (one to access
the pointer using the activation record pointer and one to access the variable using
this). More efficiently, the abstract machine will maintain the current value of this

in a register.

10.3.1 Single Inheritance

Under the hypothesis that the language have a static type system, the implementation
using linked lists can be replaced by another, more efficient one, in which method
selection requires constant time (rather than time linear in the depth of the class
hierarchy).

If types are static, the set ofmethods that any object can invoke is known at compile
time. The list of these methods is kept in the class descriptor. The list contains not

18 This is the case for C++ and Java, but cannot be guaranteed in Python, where attributes could be
added to or removed from single instances of a class.
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A method is executed in a way similar to a function. An activation record for the
method’s local variables, parameters and all the other information is pushed onto the
stack. Unlike a function, though, a method must also access the instance variables
of the object on which it is called, but this object is still unknown at compile time.
However, if we may assume that any object is created on the blueprint given by a
class,18 the structure of such an object is known (it depends on the class) and, there-
fore, the offset of every instance variable in an object’s representation is statically
known (subject to conditions depending upon the language). A pointer to the object
which received the method is then passed as a parameter when a method is invoked.
During execution of the body of the method, this pointer is the method’s this.
When the method is invoked on the same object that invokes it, this still is passed
as a parameter. During the execution of the method, every access to an instance vari-
able uses the offset from this pointer (instead of having an offset from a pointer into
the activation records, as is the case for local variables of functions). The pointer
this could be passed through the activation record, like all other parameters, but
this would cause a doubly-indirect access for every instance variable (one to access
the pointer using the activation record pointer and one to access the variable using
this). More efficiently, the abstract machine will maintain the current value of this

in a register.

10.3.1 Single Inheritance

Under the hypothesis that the language have a static type system, the implementation
using linked lists can be replaced by another, more efficient one, in which method
selection requires constant time (rather than time linear in the depth of the class
hierarchy).

If types are static, the set ofmethods that any object can invoke is known at compile
time. The list of these methods is kept in the class descriptor. The list contains not

18 This is the case for C++ and Java, but cannot be guaranteed in Python, where attributes could be
added to or removed from single instances of a class.

Cuando un método m de un objeto o instancia 
de C es llamado, el puntero almacenado en o 
se usa para tener acceso al descriptor de C
… y determinar si C contiene o no una imple-
mentación de m :
• en caso negativo se usa la lista de la jerarquía 
de clases y el procedimiento anterior se repite 
en la superclase inmediatamente superior de C
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Late Binding of Self

A method is executed in a way similar to a function. An activation record for the
method’s local variables, parameters and all the other information is pushed onto the
stack. Unlike a function, though, a method must also access the instance variables
of the object on which it is called, but this object is still unknown at compile time.
However, if we may assume that any object is created on the blueprint given by a
class,18 the structure of such an object is known (it depends on the class) and, there-
fore, the offset of every instance variable in an object’s representation is statically
known (subject to conditions depending upon the language). A pointer to the object
which received the method is then passed as a parameter when a method is invoked.
During execution of the body of the method, this pointer is the method’s this.
When the method is invoked on the same object that invokes it, this still is passed
as a parameter. During the execution of the method, every access to an instance vari-
able uses the offset from this pointer (instead of having an offset from a pointer into
the activation records, as is the case for local variables of functions). The pointer
this could be passed through the activation record, like all other parameters, but
this would cause a doubly-indirect access for every instance variable (one to access
the pointer using the activation record pointer and one to access the variable using
this). More efficiently, the abstract machine will maintain the current value of this

in a register.

10.3.1 Single Inheritance

Under the hypothesis that the language have a static type system, the implementation
using linked lists can be replaced by another, more efficient one, in which method
selection requires constant time (rather than time linear in the depth of the class
hierarchy).

If types are static, the set ofmethods that any object can invoke is known at compile
time. The list of these methods is kept in the class descriptor. The list contains not

18 This is the case for C++ and Java, but cannot be guaranteed in Python, where attributes could be
added to or removed from single instances of a class.

El método se ejecuta similarmente a una fiunción:
• se ingresa al stack el RA correspondiente
• y se pasa como parámetro (adicional) un 
puntero al objeto (this)
⟶ el método puede tener acceso a las variables 
de instancia del objeto
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this would cause a doubly-indirect access for every instance variable (one to access
the pointer using the activation record pointer and one to access the variable using
this). More efficiently, the abstract machine will maintain the current value of this

in a register.

10.3.1 Single Inheritance

Under the hypothesis that the language have a static type system, the implementation
using linked lists can be replaced by another, more efficient one, in which method
selection requires constant time (rather than time linear in the depth of the class
hierarchy).

If types are static, the set ofmethods that any object can invoke is known at compile
time. The list of these methods is kept in the class descriptor. The list contains not

18 This is the case for C++ and Java, but cannot be guaranteed in Python, where attributes could be
added to or removed from single instances of a class.

El método se ejecuta similarmente a una fiunción:
• se ingresa al stack el RA correspondiente
• y se pasa como parámetro (adicional) un 
puntero al objeto (this)
⟶ el método puede tener acceso a las variables 
de instancia del objeto

… la estructura del objeto es 
conocida en tiempo de 
compilación (CIR)
⟶ el offset de cada variable 
de instancia con respecto a 
este puntero es conocido
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¿Cómo se implementa clases?

Intuitivamente, la jerarquía de clases se 
puede representar usando una lista ligada:306 10 Object-Oriented Paradigm

Fig. 10.6 A naive implementation of inheritance

Late Binding of Self

A method is executed in a way similar to a function. An activation record for the
method’s local variables, parameters and all the other information is pushed onto the
stack. Unlike a function, though, a method must also access the instance variables
of the object on which it is called, but this object is still unknown at compile time.
However, if we may assume that any object is created on the blueprint given by a
class,18 the structure of such an object is known (it depends on the class) and, there-
fore, the offset of every instance variable in an object’s representation is statically
known (subject to conditions depending upon the language). A pointer to the object
which received the method is then passed as a parameter when a method is invoked.
During execution of the body of the method, this pointer is the method’s this.
When the method is invoked on the same object that invokes it, this still is passed
as a parameter. During the execution of the method, every access to an instance vari-
able uses the offset from this pointer (instead of having an offset from a pointer into
the activation records, as is the case for local variables of functions). The pointer
this could be passed through the activation record, like all other parameters, but
this would cause a doubly-indirect access for every instance variable (one to access
the pointer using the activation record pointer and one to access the variable using
this). More efficiently, the abstract machine will maintain the current value of this

in a register.

10.3.1 Single Inheritance

Under the hypothesis that the language have a static type system, the implementation
using linked lists can be replaced by another, more efficient one, in which method
selection requires constant time (rather than time linear in the depth of the class
hierarchy).

If types are static, the set ofmethods that any object can invoke is known at compile
time. The list of these methods is kept in the class descriptor. The list contains not

18 This is the case for C++ and Java, but cannot be guaranteed in Python, where attributes could be
added to or removed from single instances of a class.

El método se ejecuta similarmente a una fiunción:
• se ingresa al stack el RA correspondiente
• y se pasa como parámetro (adicional) un 
puntero al objeto (this)
⟶ el método puede tener acceso a las variables 
de instancia del objeto

… la estructura del objeto es 
conocida en tiempo de 
compilación (CIR)
⟶ el offset de cada variable 
de instancia con respecto a 
este puntero es conocido

Encontrar el método toma tiem-
po lineal en el largo de la lista
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El conjunto de métodos que un objeto puede 
invocar se conoce en tiempo de compilación:

• la lista —vtable— se mantiene en el descriptor 
de la clase

Virtual method table (vtable):
• Los métodos explícitamente 
definidos o redefinidos en la clase
• Los métodos heredados de las 
superclasesEs la misma para todas 

las intancias de la clase
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El conjunto de métodos que un objeto puede 
invocar se conoce en tiempo de compilación:

• la lista —vtable— se mantiene en el descriptor 
de la clase

Cada clase tiene su propia vtable
… y todas las instancias de la misma 
clase comparten la misma vtable

Cuando se define una subclase B 
de una clase A
… la vtable de B es generada 
copiando la de A
… reemplazando todos los métodos 
redefinidos en B
… y agregando al final los nuevos 
métodos definidos por B

308 10 Object-Oriented Paradigm

Fig. 10.7 Implementation of simple inheritance

an invocation of o.clone() will return an instance of A, but the static type as
determined by the compiler for this expression is Object. In order to be able
meaningfully to use this new copy, we have to “force” it to type A, which we can
indicate with a cast:

A a = (A) o.clone ();

By this, we mean that the abstract machine checks that the dynamic type of the
object really is A (in the opposite case, we would have a runtime type error).20

10.3.2 The Problem of Fragile Base Class

In the case of simple inheritance, the implementation of the mechanism described
above is reasonably efficient, given that all the important information, except the
pointer this, is statically determined. This staticity, though, can be shown to be the
source of problems in a context known as the fragile base class problem.

An object-oriented system is organised in terms of a very large number of classes
using an elaborate inheritance hierarchy. Often some of these general classes are
provided by libraries. Modifications to a class located very high in the hierarchy,
can be felt in its subclasses. Some superclasses can, therefore, behave in a “fragile”
manner because an apparently innocuousmodification to the superclass can cause the
malfunctioning of subclasses. It is not possible to identify fragility by analysing only

20 This is Java notation. C++ allows the same notation to be used but, for compatibility with C, it
accepts the expression at compile time without introducing dynamic checks. A cast with dynamic
checks would be written dynamic_cast<A*>(o) in C++.

Virtual method table (vtable):
• Los métodos explícitamente 
definidos o redefinidos en la clase
• Los métodos heredados de las 
superclasesEs la misma para todas 

las intancias de la clase
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La invocación de un método toma 
tres accesos indirectos:
• el offset de cada método en la 
vtable se conoce estáticamente

Es posible tener acceso a un objeto 
con una referencia que pertenece 
estáticamente a una superclase:
• cuando se invoca a f, el 
compilador calcula un offset que 
permanece igual
… ya sea que f es invocado sobre 
un objeto de la clase A 
… o sobre un objeto de la clase B

308 10 Object-Oriented Paradigm

Fig. 10.7 Implementation of simple inheritance

an invocation of o.clone() will return an instance of A, but the static type as
determined by the compiler for this expression is Object. In order to be able
meaningfully to use this new copy, we have to “force” it to type A, which we can
indicate with a cast:

A a = (A) o.clone ();

By this, we mean that the abstract machine checks that the dynamic type of the
object really is A (in the opposite case, we would have a runtime type error).20

10.3.2 The Problem of Fragile Base Class

In the case of simple inheritance, the implementation of the mechanism described
above is reasonably efficient, given that all the important information, except the
pointer this, is statically determined. This staticity, though, can be shown to be the
source of problems in a context known as the fragile base class problem.

An object-oriented system is organised in terms of a very large number of classes
using an elaborate inheritance hierarchy. Often some of these general classes are
provided by libraries. Modifications to a class located very high in the hierarchy,
can be felt in its subclasses. Some superclasses can, therefore, behave in a “fragile”
manner because an apparently innocuousmodification to the superclass can cause the
malfunctioning of subclasses. It is not possible to identify fragility by analysing only

20 This is Java notation. C++ allows the same notation to be used but, for compatibility with C, it
accepts the expression at compile time without introducing dynamic checks. A cast with dynamic
checks would be written dynamic_cast<A*>(o) in C++.
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La invocación de un método toma 
tres accesos indirectos:
• el offset de cada método en la 
vtable se conoce estáticamente

Es posible tener acceso a un objeto 
con una referencia que pertenece 
estáticamente a una superclase:
• cuando se invoca a f, el 
compilador calcula un offset que 
permanece igual
… ya sea que f es invocado sobre 
un objeto de la clase A 
… o sobre un objeto de la clase B

308 10 Object-Oriented Paradigm

Fig. 10.7 Implementation of simple inheritance

an invocation of o.clone() will return an instance of A, but the static type as
determined by the compiler for this expression is Object. In order to be able
meaningfully to use this new copy, we have to “force” it to type A, which we can
indicate with a cast:

A a = (A) o.clone ();

By this, we mean that the abstract machine checks that the dynamic type of the
object really is A (in the opposite case, we would have a runtime type error).20

10.3.2 The Problem of Fragile Base Class

In the case of simple inheritance, the implementation of the mechanism described
above is reasonably efficient, given that all the important information, except the
pointer this, is statically determined. This staticity, though, can be shown to be the
source of problems in a context known as the fragile base class problem.

An object-oriented system is organised in terms of a very large number of classes
using an elaborate inheritance hierarchy. Often some of these general classes are
provided by libraries. Modifications to a class located very high in the hierarchy,
can be felt in its subclasses. Some superclasses can, therefore, behave in a “fragile”
manner because an apparently innocuousmodification to the superclass can cause the
malfunctioning of subclasses. It is not possible to identify fragility by analysing only

20 This is Java notation. C++ allows the same notation to be used but, for compatibility with C, it
accepts the expression at compile time without introducing dynamic checks. A cast with dynamic
checks would be written dynamic_cast<A*>(o) in C++.

Compilación de la llamada a f:
R1 ⟵ aa
R2 ⟵ *(R1)
R3 ⟵ *(R2 + (n–1) × w)
call *(R3)

f ocupa la n-ésima posi-
ción en la vtable de A

La dirección de un 
método ocupa w bytes
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Si tenemos esta definición:

10.3 Implementation Aspects 309

the superclass. It is necessary to consider the entire inheritance hierarchy, something
which is often impossible because whoever wrote the superclass generally does not
have access to all subclasses. The problem can arise for a number of reasons. Here,
we will only distinguish two main cases:

• The problem is architectural. Some subclass exploit aspects of the superclass’
implementation which have beenmodified in the new version. This is an extremely
important problem for software engineering. It can be limited by reducing the
inheritance relation in favour of the subtype relation.

• The problem is implementational. The malfunctioning of the subclass depends
only on how the abstract machine (and the compiler) has represented inheritance.
This case is sometimes referred to as the problem of fragile binary interface.

We are concerned here only with the second of these issues. A typical case shows
up in the context of separate compilation where a method is added to a superclass,
even if the new method interacts with nothing else. Starting from the following:

class Upper{

int x;

int f(){..}

}

class Lower extending Upper{

int y;

int g(){ return y + f();}

}

the super class is modified as:

class Upper{

int x;

int h(){ return x;}

int f(){..}

}

If inheritance is implemented as described in Sect. 10.3.2, the subclass Lower

(which is already compiled and linked to Super) stops to function correctly because
the offset used to access f has been changed, since it is determined statically. To
solve this problem it is necessary to recompile all the subclasses of the modified
classes, a solution which is not always easy to perform.

To obviate this question, it is necessary to compute dynamically the offset of
methods in the vtable (and also the offset of instance variables in the representation
of objects), in some reasonably efficient manner. The next section describes one
possible solution.

10.3.3 Dynamic Method Dispatch in the JVM

In this sectionwepresent a simple description of the technique used by the Java virtual
machine (JVM), the abstract machine which interprets the intermediate (bytecode)
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… y luego hacemos este cambio:

… Lower deja de funcionar

Una posibilidad es recompilar todas 
las subclases de la clase modificada

Otra, calcular dinámicamente el offset de 
los métodos en la vtable
… y de las variables de instancia en el CIR

Dynamic Method Dispatch in JVM


