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Las expresiones —ya sean numéricas o simbólicas— están 
presentes en todos los lenguajes

Una expresión es una entidad sintáctica cuya evaluación 
produce un valor

(… o no termina ⟶ la expresión queda indefinida)
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Las expresiones —ya sean numéricas o simbólicas— están 
presentes en todos los lenguajes

Una expresión es una entidad sintáctica cuya evaluación 
produce un valor

(… o no termina ⟶ la expresión queda indefinida)

característica distintiva

P.ej., 4+3*2 P.ej., (cons a b)

P.ej.,
4+3*2 ⟶ 10
(cons a b) ⟶ el par formado por a y b
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Un comando es una entidad sintáctica cuya 
evaluación puede tener un efecto lateral

… y no necesariamente devuelve un valor
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Un comando es una entidad sintáctica cuya 
evaluación puede tener un efecto lateral

… y no necesariamente devuelve un valor

Influye en el resultado de la computación,
… pero su evaluación no devuelve ningún 
valor al contexto en el cual está ubicado:
• p.ej., comandos de output
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Una definición precisa y una diferenciación exacta entre expresiones 
y comandos requieren una definición formal de un lenguaje:

• La evaluación de una expresión, dado un estado inicial, produce 
tanto un valor como un estado

• La evaluación de un comando, dado un estado inicial, es un 
nuevo estado, producido por los efectos laterales del comando



8 Una definición precisa y una diferenciación exacta entre expresiones 
y comandos requieren una definición formal de un lenguaje:

• La evaluación de una expresión, dado un estado inicial, produce 
tanto un valor como un estado

• La evaluación de un comando, dado un estado inicial, es un 
nuevo estado, producido por los efectos laterales del comando

El estado toma en cuenta el valor de 
todas las variables del programa
El comando de asignación es el constructo 
elemental para modificar el estado

Estado
Secuencia finita de pares (X, n): “en el 
estado actual, la variable X tiene el valor n”
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Variable

En matemáticas, un nombre que representa un 
valor, tomado de algún dominio predeterminado

En lenguajes de programación, sigue siendo un nom-
bre que representa un objeto … pero además …
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Variable

En matemáticas, un nombre que representa un 
valor, tomado de algún dominio predeterminado

En lenguajes de programación, sigue siendo un nom-
bre que representa un objeto … pero además …

Variable modificable
Nombre que representa una parte de almacenamiento modificable, 
una suerte de contenedor, o ubicación en memoria física:
• la ubicación contiene un valor, el cual puede cambiar a lo largo 
del tiempo por efecto de comandos de asignación

6.2 The Concept of Command 129

Fig. 6.2 A modifiable
variable

3x

Fig. 6.3 The reference
model for a variable

3x

Not all imperative languages use modifiable variables. In some of them, a variable
is a name for a reference (that is, amechanism allowing access) to a value.6 When this
is the case, we will say that a language uses a reference model of variables.7 We may
represent a variable in the reference model as in Fig. 6.3. Imperative languages with
a reference model may have containers as values, thus allowing for side effects like
the ones that are possible with the modifiable variable. Languages using a reference
model include Python, Scala, and Java (only for class types).

Modifiable variables and variables in reference model behave differently in the
context of the assignment command, as we will see in the next section.

(Pure) functional languages (see Sect. 11.1) use a concept of variable similar to
the mathematical one—a variable is a name that stands for a value. It is often said
that functional languages “do not have variables”, meaning that (in their pure forms)
they do not have modifiable variables (or, equivalently, they have a reference model
where values cannot be containers.)

Logic languages also use names associated to values as variables and, as with
functional languages, once a link between a variable identifier and a value is created,
it can never be eliminated. There is however a mode in which the value associated
with a variable can be modified without altering the link, as will be seen in Sect. 12.3.

6.2.2 Assignment

Assignment is the basic command for the “modification of a variable”, that is, for
changing the value (or the content) associated with a name. It is the most elementary
command in every imperative language; still, there are various subtleties to be taken
into account.

Let us first treat the case of the modifiable variable. In Pascal one may write

X := 2

to indicate that the variable X is assigned the value 2. After this command the
container associated with the variable (whose name is) X contains the value 2 in
place of the value that was there before. Since the command does not return any
value, we say that the effect of the assignment is a “side effect”. From now on, the

6 A reference is the abstract version of a pointer, Sect. 8.4.6.
7 One of the earliest languages to use this model is CLU, where it was called the “object model” [1].
We borrow the term “reference model” from [2].
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Variable modificable (en el modelo de valor)
Nombre que representa una parte de almacenamiento modificable, 
una suerte de contenedor, o ubicación en memoria física:
• la ubicación contiene un valor, el cual puede cambiar a lo largo 
del tiempo por efecto de comandos de asignación

6.2 The Concept of Command 129

Fig. 6.2 A modifiable
variable

3x

Fig. 6.3 The reference
model for a variable

3x

Not all imperative languages use modifiable variables. In some of them, a variable
is a name for a reference (that is, amechanism allowing access) to a value.6 When this
is the case, we will say that a language uses a reference model of variables.7 We may
represent a variable in the reference model as in Fig. 6.3. Imperative languages with
a reference model may have containers as values, thus allowing for side effects like
the ones that are possible with the modifiable variable. Languages using a reference
model include Python, Scala, and Java (only for class types).

Modifiable variables and variables in reference model behave differently in the
context of the assignment command, as we will see in the next section.

(Pure) functional languages (see Sect. 11.1) use a concept of variable similar to
the mathematical one—a variable is a name that stands for a value. It is often said
that functional languages “do not have variables”, meaning that (in their pure forms)
they do not have modifiable variables (or, equivalently, they have a reference model
where values cannot be containers.)

Logic languages also use names associated to values as variables and, as with
functional languages, once a link between a variable identifier and a value is created,
it can never be eliminated. There is however a mode in which the value associated
with a variable can be modified without altering the link, as will be seen in Sect. 12.3.

6.2.2 Assignment

Assignment is the basic command for the “modification of a variable”, that is, for
changing the value (or the content) associated with a name. It is the most elementary
command in every imperative language; still, there are various subtleties to be taken
into account.

Let us first treat the case of the modifiable variable. In Pascal one may write

X := 2

to indicate that the variable X is assigned the value 2. After this command the
container associated with the variable (whose name is) X contains the value 2 in
place of the value that was there before. Since the command does not return any
value, we say that the effect of the assignment is a “side effect”. From now on, the

6 A reference is the abstract version of a pointer, Sect. 8.4.6.
7 One of the earliest languages to use this model is CLU, where it was called the “object model” [1].
We borrow the term “reference model” from [2].

Variable en el modelo de referencia
Nombre que representa una referencia (un mecanismo que da 
acceso) a un valor:
• p.ej., Python, Scala, Java (sólo pare el caso de clases)

6.2 The Concept of Command 129

Fig. 6.2 A modifiable
variable

3x

Fig. 6.3 The reference
model for a variable

3x

Not all imperative languages use modifiable variables. In some of them, a variable
is a name for a reference (that is, amechanism allowing access) to a value.6 When this
is the case, we will say that a language uses a reference model of variables.7 We may
represent a variable in the reference model as in Fig. 6.3. Imperative languages with
a reference model may have containers as values, thus allowing for side effects like
the ones that are possible with the modifiable variable. Languages using a reference
model include Python, Scala, and Java (only for class types).

Modifiable variables and variables in reference model behave differently in the
context of the assignment command, as we will see in the next section.

(Pure) functional languages (see Sect. 11.1) use a concept of variable similar to
the mathematical one—a variable is a name that stands for a value. It is often said
that functional languages “do not have variables”, meaning that (in their pure forms)
they do not have modifiable variables (or, equivalently, they have a reference model
where values cannot be containers.)

Logic languages also use names associated to values as variables and, as with
functional languages, once a link between a variable identifier and a value is created,
it can never be eliminated. There is however a mode in which the value associated
with a variable can be modified without altering the link, as will be seen in Sect. 12.3.

6.2.2 Assignment

Assignment is the basic command for the “modification of a variable”, that is, for
changing the value (or the content) associated with a name. It is the most elementary
command in every imperative language; still, there are various subtleties to be taken
into account.

Let us first treat the case of the modifiable variable. In Pascal one may write

X := 2

to indicate that the variable X is assigned the value 2. After this command the
container associated with the variable (whose name is) X contains the value 2 in
place of the value that was there before. Since the command does not return any
value, we say that the effect of the assignment is a “side effect”. From now on, the

6 A reference is the abstract version of a pointer, Sect. 8.4.6.
7 One of the earliest languages to use this model is CLU, where it was called the “object model” [1].
We borrow the term “reference model” from [2].

Versión abstracta de un puntero

Variable

En matemáticas, un nombre que representa un 
valor, tomado de algún dominio predeterminado

En lenguajes de programación, sigue siendo un nom-
bre que representa un objeto … pero además …
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La asignación es el comando básico para la “modificación 
de una variable”:

⟶ cambiar el valor (o el contenido) asociado con un nombre
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La asignación es el comando básico para la “modificación 
de una variable”:

⟶ cambiar el valor (o el contenido) asociado con un nombre

Comando más elemental 
en todo lenguaje imperativo

P.ej. (en Pascal):

X := 2

X := X + 1
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La asignación es el comando básico para la “modificación 
de una variable”:

⟶ cambiar el valor (o el contenido) asociado con un nombre

Comando más elemental 
en todo lenguaje imperativo

P.ej. (en Pascal):

X := 2

X := X + 1

El contenedor asociado con la variable 
(cuyo nombre es) X contiene a partir de 
ahora el valor 2

El comando no retorna ningún valor

⟶ el efecto de la asignación es un 
“efecto lateral”:

• a partir de ahora, el uso de X retornará 
el valor 2

• el valor previo almacenado en el 
contenedor se pierde
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La asignación es el comando básico para la “modificación 
de una variable”:

⟶ cambiar el valor (o el contenido) asociado con un nombre

Comando más elemental 
en todo lenguaje imperativo

P.ej. (en Pascal):

X := 2

X := X + 1

El mismo nombre, X, se usa con 
significados diferentes a cada lado 
del operador de asignación :=

Al lado derecho, representa el 
valor dentro del contenedor

Al lado izquierdo, indica el contene-
dor (o la ubicación) que se va a usar 
para almacenar el nuevo valor
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La asignación es el comando básico para la “modificación 
de una variable”:

⟶ cambiar el valor (o el contenido) asociado con un nombre

Comando más elemental 
en todo lenguaje imperativo

P.ej. (en Pascal):

X := 2

X := X + 1

Dada una expresión expr que aparece 
en una asigación
… se habla del
l-value de expr, cuando expr aparece 
al lado izquierdo del operador de 
asignación, que es un valor que indica 
ubicación
r-value de expr, cuando expr aparece 
al lado derecho del operador de 
asignación, que es un valor que puede 
ser almacenado en una ubicación

Se calcula el r-value 
de 2 o de X + 1

En ambos casos, se 
calcula el l-value de X
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Fig. 6.4 Assignment:
modifiable variable (top) vs
reference model (bottom)

As we said in the previous section, in the reference model we may have names
that refer to containers (for example, records, or arrays, or instances of classes, etc.)
If this is the case, after the assignment x=y; a modification performed on a value
(a container) accessed using the name x becomes visible also through the name y,
and vice versa.

Below, unless otherwise specified, when we talk about variables, we mean the
modifiable variable.

Variations on the Theme

Which expressions denote (on the left of an assignment) an l-value depends on the
programming language: the usual cases are variables, array elements, record fields
(note that, as a consequence, calculation of an l-value can be arbitrarily complex
because it could involve function calls, for example when determining an array
index).

In some languages, for example C, assignment both produces a side effect, and
returns the r-value computed for the right-hand side. Thus, in C the evaluation of

x = 2;

in addition to assigning 2 to x, returns the value 2. Therefore we can also write:

y = x = 2;

which should be interpreted as:

(y = (x = 2));

This command assigns the value 2 to x as well as to y.
Forms of “chained assignment” are possible also in languages where assignment

does not return a value. This is the case of Python,9 where a chained assignment

x = y = exp

is equivalent to (note that the leftmost name is assigned first)

9 Python 3.8 introduces assignment expressions: name:=exp returns the value of exp and assign
this value to name. Unless parenthesized, however, it cannot be used in all the contexts where a
normal assignment (=) is used (e.g., at the top level, or in a chained assignment).

Diferencia de la semántica de la asignación entre variables 
modificables y variables en el modelo de referencia

1. Calcular el l-value de x, determinando un 
contenedor loc
2. Calcular el r-value de y, obteniendo un valor val
3. Cambiar el contenido de loc sustituyendo val 
por el que había previamente
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Fig. 6.4 Assignment:
modifiable variable (top) vs
reference model (bottom)

As we said in the previous section, in the reference model we may have names
that refer to containers (for example, records, or arrays, or instances of classes, etc.)
If this is the case, after the assignment x=y; a modification performed on a value
(a container) accessed using the name x becomes visible also through the name y,
and vice versa.

Below, unless otherwise specified, when we talk about variables, we mean the
modifiable variable.

Variations on the Theme

Which expressions denote (on the left of an assignment) an l-value depends on the
programming language: the usual cases are variables, array elements, record fields
(note that, as a consequence, calculation of an l-value can be arbitrarily complex
because it could involve function calls, for example when determining an array
index).

In some languages, for example C, assignment both produces a side effect, and
returns the r-value computed for the right-hand side. Thus, in C the evaluation of

x = 2;

in addition to assigning 2 to x, returns the value 2. Therefore we can also write:

y = x = 2;

which should be interpreted as:

(y = (x = 2));

This command assigns the value 2 to x as well as to y.
Forms of “chained assignment” are possible also in languages where assignment

does not return a value. This is the case of Python,9 where a chained assignment

x = y = exp

is equivalent to (note that the leftmost name is assigned first)

9 Python 3.8 introduces assignment expressions: name:=exp returns the value of exp and assign
this value to name. Unless parenthesized, however, it cannot be used in all the contexts where a
normal assignment (=) is used (e.g., at the top level, or in a chained assignment).

Diferencia de la semántica de la asignación entre variables 
modificables y variables en el modelo de referencia

1. Calcular el l-value de x, determinando un 
contenedor loc
2. Calcular el r-value de y, obteniendo un valor val
3. Cambiar el contenido de loc sustituyendo val 
por el que había previamente

1. Calcular el l-value de x, determinando una 
referencia ref
2. Calcular el r-value de y, obteniendo un valor val
3. Cambiar la referencia ref, de modo que ahora 
se refiera a val ; val no es copiado (duplicado)
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La asignación es el comando básico: paso computacional elemental

Los otros comandos definen el control de la secuencia:

• especifican el orden en el cual deben ser ejecutadas los cambios 
al estado producidos por las asignaciones
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La asignación es el comando básico: paso computacional elemental

Los otros comandos definen el control de la secuencia:

• especifican el orden en el cual deben ser ejecutadas los cambios 
al estado producidos por las asignaciones

Comandos para control explícito de secuencia:
• El comando secuencial y el goto; también, el comando 
compuesto: un grupo de comandos es considerado como un 
comando individual

Comandos condicionales (o de selección):
• Permiten la especificación de rutas alternativas que puede 
tomar el flujo, dependiendo de los valores de condiciones

Comandos iterativos:
• Permiten que un determinado comando sea repetido un 
predeterminado número de veces o hasta que se cumplan 
ciertas condiciones
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La asignación es el comando básico: paso computacional elemental

Los otros comandos definen el control de la secuencia:

• especifican el orden en el cual deben ser ejecutadas los cambios 
al estado producidos por las asignaciones

Comandos para control explícito de secuencia:
• El comando secuencial y el goto (además de break, continue, 
return); también, el comando compuesto (bloque): un grupo 
de comandos que es considerado como un comando individual

Comandos condicionales (o de selección):
• Permiten la especificación de rutas alternativas que puede 
tomar el flujo, dependiendo de los valores de condiciones

Comandos iterativos:
• Permiten que un determinado comando sea repetido un 
predeterminado número de veces o hasta que se cumplan 
ciertas condiciones

El comando secuencial es especificado 
en varios lenguajes por un “;”: C1 ; C2
El comando compuesto es especificado 
por delimitadores: begin … end , { … } ; o 
por indentación
goto inspirado en instrucciones jump de 
lenguajes assembly
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Comandos condicionales:

• if

• case

if Bexp then C1 else C2

if Bexp then C1

if Bexp1 then C1
 elseif Bexp2 then C2
 …
 elseif Bexpn then Cn
 else Cn+1
endif

case Exp of

 label1: C1;

 label2: C2;

 …

 labeln: Cn;
else Cn+1

switch (Exp) {

 case label1: C1 break;

 case label2: C2 break;

 …

 case labeln: Cn break;
 default Cn+1 break;
}
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if x = 0:
 hacer algo
else:
 hacer otra cosa
...

CMP A,0
 JNE else
 ...
 ...
 ...
 JMP end
else: ...
 ...
 ...
end: ...

instrucciones en assembly: la versión 
en lenguaje de máquina está en la 
Instruction Memory (cada línea va en 
una dirección diferente)

código assembly
correspondiente a
hacer algo

código assembly
correspondiente a
hacer otra cosa

labels: corresponden a 
las direcciones de las 

instrucciones



24

case Exp of

 label1: C1;

 label2: C2;

 …

 labeln: Cn;
else Cn+1

6.3 Sequence Control Commands 139

from language to language. In most cases, a discrete type is permitted (see Sect. 8.3),
including enumerations and intervals. So, for example, we can use the constants 2
and 4 to denote a label, but in some languages we can also write 2,4 to indicate
either the value 2 or the value 4, or 2 .. 4 to indicate all values between 2 and 4
(inclusive).

The meaning of this command is analogous to that of a multi-branch if. Once
the expression Exp has been evaluated to a value v, the command which occurs in
the unique branch whose label includes v is executed. The else branch is executed
whenever there is no branch containing v in the label.

Whatever can be done using a case can certainly be expressed using a nested
series of ifs. Even so,many languages include some formof case in their commands,
either to improve the readability of the code, or because it is possible to compile a
case much more efficiently than a long series of nested ifs. A case is, in fact,
implemented in assembly language using a vector of contiguous cells called a jump
table, in which each element of the table contains the address of the first instruction of
the corresponding command in the case’s branches. The use of such a table is shown
in Fig. 6.5, where, for simplicity, it is assumed that the labels label1,.., labeln
are the consecutive constants 0, 1, . . . , n − 1. As should be clear in the figure, the
expression which appears as an argument to the case is evaluated first of all. The

Fig. 6.5 Implementation of
case
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Todos los comandos anteriores (excepto goto) permi-
ten expresar sólo computaciones finitas

(… cuya longitud máxima está determinada estática-
mente por la longitud del texto del programa)

• p.ej., no permiten procesar un vector de n elemen-
tos, en que n no se conoce a prior

En lenguajes de bajo nivel, la capacidad de expresar 
todos los algoritmos posibles se consigue mediante las 
instrucciones jump

En lenguajes de alto nivel:

• iteración (estructurada) limitada (controlada numé-
ricamente) o ilimitada (controlada lógicamente)

• recursión
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Iteración ilimitada:

while (Bexp) do C

repeat C until Bexp

do C while (Bexp)

C;
while (not Bexp) do C

C;
while (Bexp) do C

Simple de implementar

⟶ corresponde directamente a un loop que es implemen-
tado en hardware usando una instrucción jump condicional



27

while i > 0:
 hacer algo
 i = i-1
...

while: CMP A,0
 JLE end
 ...
 ...
 ...
 SUB A,1
 JMP while
end: ...

instrucciones en assembly: la versión 
en lenguaje de máquina está en la 
Instruction Memory (cada línea va en 
una dirección diferente)

código assembly
correspondiente a
hacer algo

labels: corresponden a 
las direcciones de las 

instrucciones



28

Recursión

Un subprograma es recursivo si su cuerpo 
contiene una llamada a sí mismo

Recursión indirecta, o mutua:  Un subprograma 
P llama a otro, Q, el cual a su vez llama a P
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Recursión

Un subprograma es recursivo si su cuerpo 
contiene una llamada a sí mismo

Recursión indirecta, o mutua:  Un subprograma 
P llama a otro, Q, el cual a su vez llama a P

Mecanismo alternativo a la iteración (ilimitada) 
para que un lenguaje sea Turing complete
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Recursión

Un subprograma es recursivo si su cuerpo 
contiene una llamada a sí mismo

Recursión indirecta, o mutua:  Un subprograma 
P llama a otro, Q, el cual a su vez llama a P

Mecanismo alternativo a la iteración (ilimitada) 
para que un lenguaje sea Turing complete

En matemáticas, las definiciones inductivas permiten 
describir el resultado de la aplicación de una función f 
a un argumento X en términos de la aplicación de la 
propia f a argumentos que sean “más pequeños” que X
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5.3 Dynamic Memory Management Using Stacks 95

Dynamic Chain Pointer

Static Chain Pointer

Return Address

Address for Result

Parameters

Local Variables

Intermediate Results

Fig. 5.7 Structure of the activation record for a procedure

Free memory
area for stack

Act Rec

. . .

Act Rec

Act Rec

Act Rec Pointer

Pointer to Stack
Top

Start of Stack

Dynamic Chain
Pointer

Fig. 5.8 The stack of activation records
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Dynamic Chain Pointer

Static Chain Pointer

Return Address

Address for Result

Parameters

Local Variables

Intermediate Results

Fig. 5.7 Structure of the activation record for a procedure

Free memory
area for stack

Act Rec

. . .

Act Rec

Act Rec

Act Rec Pointer

Pointer to Stack
Top

Start of Stack

Dynamic Chain
Pointer

Fig. 5.8 The stack of activation records

La recursión hace necesario incluir manejo dinámico de memoria

⟶ no es posible determinar estáticamente el número máximo de 
instancias de una misma función que estarán activas al mismo tiempo
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P.ej., …

6.5 Recursion 153

int foo1 (int n){
if (n == 0)

return 1;
else

return foo1(n) + 1;
}

And also:

int fie1 (int n){
if (n == 1) return fie1 (1);

}

These are functions which, in some case, do not terminate (when n > 0 for
foo1(n) and for n = 1 in the case of fie1(n)), but from the semantic viewpoint
there is no problem because, as we saw in Chap.3, programs define partial functions.

6.5.1 Tail Recursion

In Chap.5, we saw how the presence of recursion in a programming language makes
it necessary to include dynamic memory management since it is not possible to
statically determine the maximum number of instances of a single function that
will be active at the same time (and, therefore, to determine the maximum number
of activation records required). For example, we have seen that for the call of our
Fibonacci functionfib(n), we need asmany activation records as the nth Fibonacci
number, a value that cannot be known as compilation time. However, in some cases
we can avoid the allocation of new activation records for successive calls of the same
function, since we can reuse the same memory space. To understand this point, let
us look at two recursive functions for the factorial. The first is the usual one:

int fact (int n){
if (n <= 1) return 1;
else

return n * fact(n -1);
}

The activation record for a call fact(n) is shown in a slightly simplified form
in Fig. 6.6. The field n contains the value of the actual parameter to the procedure;
the field Intermediate Result will contain the intermediate result produced by the
evaluation of fact(n-1); the field Result address, finally, contains the address of
the memory area in which the result must be returned (that is, the address of the
field Intermediate Result in the activation record of the caller, for all calls but the
first). It is important to note that the value of the Intermediate Result field present
in the activation record of fact(n), can be determined only when the reclusive
call to fact(n-1) terminates. The value of this field is used in the computation
of n * fact(n-1), to obtain the value of fact(n). In other words, when we
are inside the call fact(n), before it can terminate, we must know the value
of fact(n-1); in its turn, for the call to fact(n-1) to terminate we have to
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P.ej., …

Parámetro actual

6.5 Recursion 153

int foo1 (int n){
if (n == 0)

return 1;
else

return foo1(n) + 1;
}

And also:

int fie1 (int n){
if (n == 1) return fie1 (1);

}

These are functions which, in some case, do not terminate (when n > 0 for
foo1(n) and for n = 1 in the case of fie1(n)), but from the semantic viewpoint
there is no problem because, as we saw in Chap.3, programs define partial functions.

6.5.1 Tail Recursion

In Chap.5, we saw how the presence of recursion in a programming language makes
it necessary to include dynamic memory management since it is not possible to
statically determine the maximum number of instances of a single function that
will be active at the same time (and, therefore, to determine the maximum number
of activation records required). For example, we have seen that for the call of our
Fibonacci functionfib(n), we need asmany activation records as the nth Fibonacci
number, a value that cannot be known as compilation time. However, in some cases
we can avoid the allocation of new activation records for successive calls of the same
function, since we can reuse the same memory space. To understand this point, let
us look at two recursive functions for the factorial. The first is the usual one:

int fact (int n){
if (n <= 1) return 1;
else

return n * fact(n -1);
}

The activation record for a call fact(n) is shown in a slightly simplified form
in Fig. 6.6. The field n contains the value of the actual parameter to the procedure;
the field Intermediate Result will contain the intermediate result produced by the
evaluation of fact(n-1); the field Result address, finally, contains the address of
the memory area in which the result must be returned (that is, the address of the
field Intermediate Result in the activation record of the caller, for all calls but the
first). It is important to note that the value of the Intermediate Result field present
in the activation record of fact(n), can be determined only when the reclusive
call to fact(n-1) terminates. The value of this field is used in the computation
of n * fact(n-1), to obtain the value of fact(n). In other words, when we
are inside the call fact(n), before it can terminate, we must know the value
of fact(n-1); in its turn, for the call to fact(n-1) to terminate we have to
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know the value of fact(n-2) and so on, recursively, right back to the terminal
case fact(1). Therefore all activation records for the recursive calls fact(n),
fact(n-1), . . . ,fact(1), must be at the same time on the stack, in distinct
memory areas.

Figure6.7 shows the stack of activation records created by the call to fact(3),
as well as the by the following calls to fact(2) and fact(1). When we reach
the final case, the call to fact(1), terminates immediately and returns the value 1,
which, using the pointer contained in the Result Address of the activation record for
fact(1), will be returned to the Intermediate result field of the activation record
for fact(2), as is shown in Fig. 6.8. At this point, too, the call to fact(2) can
terminate, returning the value 2 · fact(1) = 2 · 1 to the call fact(3), as shown in
Fig. 6.9. Finally, too, the call to fact(3) will terminate, returning to the calling
program the value 3 · fact(2) = 3 · 2 = 6.

Consider now another function:

int factrc (int n, int res ){
if (n <= 1)

return res;
else

return factrc(n-1, n * res)
}

This, if called with factrc(n,1) also returns the factorial of n.

Resultado de la eva-
luación de fact(n–1)

Dirección del campo 
Intermediate Result en 
el RA del que llama

Registro de activa-
ción (RA) de fact
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know the value of fact(n-2) and so on, recursively, right back to the terminal
case fact(1). Therefore all activation records for the recursive calls fact(n),
fact(n-1), . . . ,fact(1), must be at the same time on the stack, in distinct
memory areas.

Figure6.7 shows the stack of activation records created by the call to fact(3),
as well as the by the following calls to fact(2) and fact(1). When we reach
the final case, the call to fact(1), terminates immediately and returns the value 1,
which, using the pointer contained in the Result Address of the activation record for
fact(1), will be returned to the Intermediate result field of the activation record
for fact(2), as is shown in Fig. 6.8. At this point, too, the call to fact(2) can
terminate, returning the value 2 · fact(1) = 2 · 1 to the call fact(3), as shown in
Fig. 6.9. Finally, too, the call to fact(3) will terminate, returning to the calling
program the value 3 · fact(2) = 3 · 2 = 6.

Consider now another function:

int factrc (int n, int res ){
if (n <= 1)

return res;
else

return factrc(n-1, n * res)
}

This, if called with factrc(n,1) also returns the factorial of n.

El valor del campo Intermediate Result en el RA de fact(n) puede 
determinarse sólo cuando la llamada recursiva a fact(n–1) 
termina
… este valor se usa para calcular n*fact(n–1), el valor de fact(n)
⟹ todos los RAs para las llamadas recursivas fact(n), fact(n–1), 
…, fact(1), deben estar en el stack al mismo tiempo, en áreas de 
memoria diferentes 
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know the value of fact(n-2) and so on, recursively, right back to the terminal
case fact(1). Therefore all activation records for the recursive calls fact(n),
fact(n-1), . . . ,fact(1), must be at the same time on the stack, in distinct
memory areas.

Figure6.7 shows the stack of activation records created by the call to fact(3),
as well as the by the following calls to fact(2) and fact(1). When we reach
the final case, the call to fact(1), terminates immediately and returns the value 1,
which, using the pointer contained in the Result Address of the activation record for
fact(1), will be returned to the Intermediate result field of the activation record
for fact(2), as is shown in Fig. 6.8. At this point, too, the call to fact(2) can
terminate, returning the value 2 · fact(1) = 2 · 1 to the call fact(3), as shown in
Fig. 6.9. Finally, too, the call to fact(3) will terminate, returning to the calling
program the value 3 · fact(2) = 3 · 2 = 6.

Consider now another function:

int factrc (int n, int res ){
if (n <= 1)

return res;
else

return factrc(n-1, n * res)
}

This, if called with factrc(n,1) also returns the factorial of n.

El valor del campo Intermediate Result en el RA de fact(n) puede 
determinarse sólo cuando la llamada recursiva a fact(n–1) 
termina
… este valor se usa para calcular n*fact(n–1), el valor de fact(n)
⟹ todos los RAs para las llamadas recursivas fact(n), fact(n–1), 
…, fact(1), deben estar en el stack al mismo tiempo, en áreas de 
memoria diferentes 

Stack de RAs después de 
terminar la llamada a fact(1)
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Fig. 6.8 Stack of activation
records after termination of
the call fact(2)

Fig. 6.9 Activation record
stack after the termination of
the call fact(2)

In this case, also, the initial call factrc(n,1) produces n − 1 recursive calls
factrc(n-1,n*1),
factrc(n-2,(n-1)*n*1),
…,
factrc(1,2*…*(n-1)*n*1).

However, let us now observe that for n > 1, the value returned by the generic
call factrc(n,res) is exactly the same as the value returned by the recursive
call factrc(n-1,n+res) without there being any additional computation. The
value finally returned from the initial call factrc(n,1) is therefore the same as
that returned by the last recursive call factrc(1,2*...*(n-1)*n*1) (and is
therefore n · (n − 1) · (n − 2) · · · 1), without there being any requirement to “climb
back up” the call chain using the intermediate results to compute the final value, as
it happens, instead, in the case of fact.

From what has been said, it appears clear that, once factrc(n,res) has
recursively called factrc(n-1,n*res), there is no need to maintain the infor-
mation in the activation record for the call factrc(n,res), given that all the
information necessary to perform the calculation of the final result is passed to
factrc(n-1,n*res). This means that the activation record for the recursive
call factrc(n-1,n*res) can simply reuse the memory space allocated to the
activation record for factrc(n,res). Same considerations can be made for all
the successive calls. In short, the function factrc needs a single memory area, to
allocate a single activation record, independent of the number of recursive calls to
be made. We have therefore obtained a recursive function for which memory can be
allocated statically!

Recursion of the kind used in the function factrc is said to be tail recursion,
since the recursive call is, so to speak, the last thing that happens in the body of the
procedure. After the recursive call, no other computation is performed. We can give
the following definition.

Stack de RAs después de 
terminar la llamada a fact(2)
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know the value of fact(n-2) and so on, recursively, right back to the terminal
case fact(1). Therefore all activation records for the recursive calls fact(n),
fact(n-1), . . . ,fact(1), must be at the same time on the stack, in distinct
memory areas.

Figure6.7 shows the stack of activation records created by the call to fact(3),
as well as the by the following calls to fact(2) and fact(1). When we reach
the final case, the call to fact(1), terminates immediately and returns the value 1,
which, using the pointer contained in the Result Address of the activation record for
fact(1), will be returned to the Intermediate result field of the activation record
for fact(2), as is shown in Fig. 6.8. At this point, too, the call to fact(2) can
terminate, returning the value 2 · fact(1) = 2 · 1 to the call fact(3), as shown in
Fig. 6.9. Finally, too, the call to fact(3) will terminate, returning to the calling
program the value 3 · fact(2) = 3 · 2 = 6.

Consider now another function:

int factrc (int n, int res ){
if (n <= 1)

return res;
else

return factrc(n-1, n * res)
}

This, if called with factrc(n,1) also returns the factorial of n.
La llamada factrc(n,1) 
devuelve el factorial de n
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know the value of fact(n-2) and so on, recursively, right back to the terminal
case fact(1). Therefore all activation records for the recursive calls fact(n),
fact(n-1), . . . ,fact(1), must be at the same time on the stack, in distinct
memory areas.

Figure6.7 shows the stack of activation records created by the call to fact(3),
as well as the by the following calls to fact(2) and fact(1). When we reach
the final case, the call to fact(1), terminates immediately and returns the value 1,
which, using the pointer contained in the Result Address of the activation record for
fact(1), will be returned to the Intermediate result field of the activation record
for fact(2), as is shown in Fig. 6.8. At this point, too, the call to fact(2) can
terminate, returning the value 2 · fact(1) = 2 · 1 to the call fact(3), as shown in
Fig. 6.9. Finally, too, the call to fact(3) will terminate, returning to the calling
program the value 3 · fact(2) = 3 · 2 = 6.

Consider now another function:

int factrc (int n, int res ){
if (n <= 1)

return res;
else

return factrc(n-1, n * res)
}

This, if called with factrc(n,1) also returns the factorial of n.

La llamada inicial factrc(n, 1) produce n – 1 
llamadas recursivas:

factrc(n-1, n*1)

factrc(n-2, (n-1)*n*1)

…

factrc(1, 2*…*(n-1)*n*1)

Pero … el valor devuelto por factrc(n,res) es 
exactamente igual al valor devuelto por
factrc(n-1,n*res)

⟹	Cuando factrc(n,res) ha llamado a
factrc(n-1, n*res), no es más necesario mante-
ner información en el RA sobre factrc(n,res)

⟶ la información necesaria para calcular el 
resultado final es pasada a factrc(n-1,n*res)

⟹	 el RA para factrc(n-1,n*res) puede reusar la 
memoria asignada al RA de factrc(n,res)

La llamada factrc(n,1) 
devuelve el factorial de n
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Lo mismo para todas las llamadas sucesivas
⟶ factrc necesita una única área de memoria 
para almacenar un único RA, independiente 
de cuántas llamadas recursivas se hagan
⟶	 una función recursiva para la cual la memo-
ria se puede asignar estáticamente
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know the value of fact(n-2) and so on, recursively, right back to the terminal
case fact(1). Therefore all activation records for the recursive calls fact(n),
fact(n-1), . . . ,fact(1), must be at the same time on the stack, in distinct
memory areas.

Figure6.7 shows the stack of activation records created by the call to fact(3),
as well as the by the following calls to fact(2) and fact(1). When we reach
the final case, the call to fact(1), terminates immediately and returns the value 1,
which, using the pointer contained in the Result Address of the activation record for
fact(1), will be returned to the Intermediate result field of the activation record
for fact(2), as is shown in Fig. 6.8. At this point, too, the call to fact(2) can
terminate, returning the value 2 · fact(1) = 2 · 1 to the call fact(3), as shown in
Fig. 6.9. Finally, too, the call to fact(3) will terminate, returning to the calling
program the value 3 · fact(2) = 3 · 2 = 6.

Consider now another function:

int factrc (int n, int res ){
if (n <= 1)

return res;
else

return factrc(n-1, n * res)
}

This, if called with factrc(n,1) also returns the factorial of n.
La llamada factrc(n,1) 
devuelve el factorial de n

La llamada inicial factrc(n, 1) produce n – 1 
llamadas recursivas:

factrc(n-1, n*1)

factrc(n-2, (n-1)*n*1)

…

factrc(1, 2*…*(n-1)*n*1)

Pero … el valor devuelto por factrc(n,res) es 
exactamente igual al valor devuelto por
factrc(n-1,n*res)

⟹	Cuando factrc(n,res) ha llamado a
factrc(n-1, n*res), no es más necesario mante-
ner información en el RA sobre factrc(n,res)

⟶ la información necesaria para calcular el 
resultado final es pasada a factrc(n-1,n*res)

⟹	 el RA para factrc(n-1,n*res) puede reusar la 
memoria asignada al RA de factrc(n,res)
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retornado por g sin hacer ninguna computación adicional

f es recursiva de cola si todas las llamadas recursivas en f son 
llamadas de cola
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know the value of fact(n-2) and so on, recursively, right back to the terminal
case fact(1). Therefore all activation records for the recursive calls fact(n),
fact(n-1), . . . ,fact(1), must be at the same time on the stack, in distinct
memory areas.

Figure6.7 shows the stack of activation records created by the call to fact(3),
as well as the by the following calls to fact(2) and fact(1). When we reach
the final case, the call to fact(1), terminates immediately and returns the value 1,
which, using the pointer contained in the Result Address of the activation record for
fact(1), will be returned to the Intermediate result field of the activation record
for fact(2), as is shown in Fig. 6.8. At this point, too, the call to fact(2) can
terminate, returning the value 2 · fact(1) = 2 · 1 to the call fact(3), as shown in
Fig. 6.9. Finally, too, the call to fact(3) will terminate, returning to the calling
program the value 3 · fact(2) = 3 · 2 = 6.

Consider now another function:

int factrc (int n, int res ){
if (n <= 1)

return res;
else

return factrc(n-1, n * res)
}

This, if called with factrc(n,1) also returns the factorial of n.

factrc es recursiva de cola:  La llamada recursiva 
es lo último que pasa en el cuerpo de factrc
… después de la cual no se ejecuta ninguna otra 
computación
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know the value of fact(n-2) and so on, recursively, right back to the terminal
case fact(1). Therefore all activation records for the recursive calls fact(n),
fact(n-1), . . . ,fact(1), must be at the same time on the stack, in distinct
memory areas.

Figure6.7 shows the stack of activation records created by the call to fact(3),
as well as the by the following calls to fact(2) and fact(1). When we reach
the final case, the call to fact(1), terminates immediately and returns the value 1,
which, using the pointer contained in the Result Address of the activation record for
fact(1), will be returned to the Intermediate result field of the activation record
for fact(2), as is shown in Fig. 6.8. At this point, too, the call to fact(2) can
terminate, returning the value 2 · fact(1) = 2 · 1 to the call fact(3), as shown in
Fig. 6.9. Finally, too, the call to fact(3) will terminate, returning to the calling
program the value 3 · fact(2) = 3 · 2 = 6.

Consider now another function:

int factrc (int n, int res ){
if (n <= 1)

return res;
else

return factrc(n-1, n * res)
}

This, if called with factrc(n,1) also returns the factorial of n.

factrc es recursiva de cola:  La llamada recursiva 
es lo último que pasa en el cuerpo de factrc
… después de la cual no se ejecuta ninguna otra 
computación
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Definition 6.3 (Tail recursion) Let f be a function definition which, in its body,
contains a call to a function g (different from f or equal to f ). The call of g is said
to be a tail call if the function f returns the value returned by g without having
to perform any other computation. We say that a function definition for f is tail
recursive if all the recursive calls present in f are tail calls.

For example, in the function:

int f (int n){
if (n == 0)

return 1;
else

if (n == 1)
return f(0);

else

if (n == 2)
return f(n -1);

else

return f(1)*2;
}

The first two recursive calls are tail calls, the third is not a tail call. Therefore the
function f is not tail recursive.

Our interest in tail recursion lies in the possibility of implementing it using a single
activation record and therefore using constant memory space. Our investigation of
the factrc function, in fact, is completely general, and does not depend on the
specific form of this function; it depends only on the fact that we are dealing with a
tail recursive function. All of this, however, does not hold in the case in which we
also consider higher-order functions (i.e. when there are functions that are passed as
parameters), as we will see later in this section.

In general, it is always possible to transform a function definition which is not tail
recursive into an equivalent tail recursive one, by complicating the definition. The
idea is that all the computations which have to be made after the recursive call (and
make the function non-tail recursive) should, as far as possible, be performed before
the call. The part of theworkwhich cannot be done before the recursive call (because,
for example, it uses its results) is “passed” with appropriate additional parameters,
to the recursive call itself. This technique is the same as the one we used in the case
of the tail-recursive function factrc, where, instead of recursively calculating the
product n*fact(n-1) in the body of the call to fact(n-1), we have added a
parameter res which allows us to pass to the product n · (n − 1) · (n − 2) · · · j to
the generic recursive call factrc(j- 1,j* res). Therefore, in this case, the
calculation of the factorial is performed incrementally by the successive recursive
calls, in a way analogous to that performed by an iterative function such as the
following:

Llamada de cola

Llamada de cola

f no es recursiva de cola
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Ventaja de la recursión de cola ⟶ puede implementarse 
usando un único RA ⟶ espacio de memoria constante

Siempre podemos transformar una definición de una 
función que no es recursiva de cola en otra que sí lo es:

• lo más posible de la computación que se hace después 
de la llamada recursiva debe hacerse antes de llamada

• lo que no pueda hacerse antes, se “pasa” mediante 
parámetros adicionales a la propia llamada recursiva
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Siempre podemos transformar una definición de una 
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En factrc, en lugar de calcular n*fact(n–1) en el 
cuerpo de la llamada a fact(n–1)

… agregamos el parámetro res: pasamos el producto 
n$(n–1)$(n–2) $$$ j a la llamada factrc(j–1,j*res)

⟶ el cálculo del factorial se hace incrementalmente 
por las sucesivas llamadas recursivas

… análogamente a una versión iterativa
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int fact -it (int n, int res ){
res =1;
for (i=n; i >=1; i--)

res = res*i;
}

In an analogous fashion to this, we can also transform the fib function into a
function with tail recursion fibrc, by addition of two additional parameters:

int fibrc (int n, int res1 , int res2 ){
if (n == 0)

return res2;
else

if (n == 1)
return res2;

else

return fibrc(n-1,res2 ,res1+res2 );
}

The call fibrc(n,1,1) returns the nth value in the Fibonacci series. Clearly, both
in the case of fibrc and in that of factrc, if we want to make the additional
parameters invisible, we can encapsulate the functions inside others which have only
the parameter n. For example, in the scope of the declaration of fibrc, we can
define:

int fibrctrue (int n){
return fibrc(n ,1 ,1);

}

The transformation of one function into an equivalent one with tail recursion can
be done automatically using a technique called continuation passing style, which
basically consists of representing, at all points in a program, that part of the program
that remain using a function called a continuation. If we want to convert a function
into a tail-recursive one, it suffices to use a continuation to represent everything that
remains of the computation, and pass this continuation to the recursive call. This
technique, however, does not always produce functions that can be executed with
constant memory requirements. The continuation, being a function, could contain
the variable that should be evaluated in the environment of the caller, thus requiring
the presence of the caller’s activation record.

6.5.2 Recursion or Iteration?

Without going into detail on theoretical results, let us recall that recursion and itera-
tion (in its most general form) are alternative methods for achieving the same expres-
sive power. The use of the one or the other is often due to the nature of the problem.
For the elaboration of data using rigid structures (matrices, tables, etc.), as normally
happens in numerical or data processing applications, it is often easier to use iterative
constructs. When, on the other hand, we need to process symbolic structures which
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int fib (int n){
if (n == 0)

return 1;
else

if (n == 1)
return 1;

else

return fib(n -1) + fib(n -2);
}

The fact that a function like fib is defined in terms of itself could raise some
doubts about the mathematical nature of the function being defined. In reality, recur-
sive definitions are fairly common in mathematics, where are also called inductive
definitions. As the box on “inductive definitions” shows in more detail, the idea is
that of describing the result of the application of a function f to an argument X in
terms of the application of f itself to arguments which are “smaller” than X . The
domain on which f is defined must be such that it does not allow infinite chains
of successively smaller elements, thus ensuring that, after a finite number of appli-
cations of the function f , we arrive at a terminal case—directly defined. At this
point, we can reconstruct the value of f applied to X . For example, recalling that
the factorial of a natural number, n, is given by the product 1 · 2 · · · n − 1 · n, we can
inductively define the function computing the factorial as follows:

factorial(0) = 1,

factorial(n + 1) = (n + 1) · factorial(n).
Here n is an arbitrary natural number. In an analogous fashion, we can define the
function which computes the nth term in the Fibonacci series, for which we have
first provided a recursive program.

If, then, inductive definitions in mathematics and recursive functions in program-
ming languages are similar, there is still a fundamental difference. In the case of
inductive definitions, not all possible definitions of function in terms of itself will
work. If we write:

foo(0) = 1,

foo(n) = foo(n)+ 1 for n > 0

there is no total function over the naturals that satisfies these equalities. Hence they
do not define a function, contrary to the equalities for the factorial function. If, on
the other hand, we write:

fie(1) = fie(1)

the problem is now the opposite. Many functions satisfy these equalities, so once
again this does not constitute a valid definition.

On the other hand it is perfectly legitimate to write the following function in a
programming language supporting recursion:
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int fact -it (int n, int res ){
res =1;
for (i=n; i >=1; i--)

res = res*i;
}

In an analogous fashion to this, we can also transform the fib function into a
function with tail recursion fibrc, by addition of two additional parameters:

int fibrc (int n, int res1 , int res2 ){
if (n == 0)

return res2;
else

if (n == 1)
return res2;

else

return fibrc(n-1,res2 ,res1+res2 );
}

The call fibrc(n,1,1) returns the nth value in the Fibonacci series. Clearly, both
in the case of fibrc and in that of factrc, if we want to make the additional
parameters invisible, we can encapsulate the functions inside others which have only
the parameter n. For example, in the scope of the declaration of fibrc, we can
define:

int fibrctrue (int n){
return fibrc(n ,1 ,1);

}

The transformation of one function into an equivalent one with tail recursion can
be done automatically using a technique called continuation passing style, which
basically consists of representing, at all points in a program, that part of the program
that remain using a function called a continuation. If we want to convert a function
into a tail-recursive one, it suffices to use a continuation to represent everything that
remains of the computation, and pass this continuation to the recursive call. This
technique, however, does not always produce functions that can be executed with
constant memory requirements. The continuation, being a function, could contain
the variable that should be evaluated in the environment of the caller, thus requiring
the presence of the caller’s activation record.

6.5.2 Recursion or Iteration?

Without going into detail on theoretical results, let us recall that recursion and itera-
tion (in its most general form) are alternative methods for achieving the same expres-
sive power. The use of the one or the other is often due to the nature of the problem.
For the elaboration of data using rigid structures (matrices, tables, etc.), as normally
happens in numerical or data processing applications, it is often easier to use iterative
constructs. When, on the other hand, we need to process symbolic structures which

Similarmente, con la función fib, que calcula 
el n-ésimo valor de la serie de Fibonacci

La llamada inicial 
es fibrc(n,1,1)
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Se dice que la iteración es más eficiente que la recursión

Como hemos visto, es más exacto decir que una 
implementación simple de la iteración es más eficiente 
que una implementación simple de la recursión

Un compilador “optimizante” puede generar código de 
excelente calidad para funciones recursivas, en especial 
para funciones recursivas de cola
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Se dice que la iteración es más eficiente que la recursión

Como hemos visto, es más exacto decir que una 
implementación simple de la iteración es más eficiente 
que una implementación simple de la recursión

Un compilador “optimizante” puede generar código de 
excelente calidad para funciones recursivas, en especial 
para funciones recursivas de cola

Traducción directa de la definición 
inductiva:
• hace efectivamente llamadas a 
subrutinas que asignan espacio en 
el stack de run time para variables 
locales e información adicional
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Se dice que la iteración es más eficiente que la recursión

Como hemos visto, es más exacto decir que una 
implementación simple de la iteración es más eficiente 
que una implementación simple de la recursión

Un compilador “optimizante” puede generar código de 
excelente calidad para funciones recursivas, en especial 
para funciones recursivas de cola

Traducción directa de la definición 
inductiva:
• hace efectivamente llamadas a 
subrutinas que asignan espacio en 
el stack de run time para variables 
locales e información adicional
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int gcd(int a, int b) {
/* assume a, b > 0 */
while (a != b) {

if (a > b) a = a-b;
else b = b-a;

}
return a;

} !

Tail Recursion

It is sometimes argued that iteration is more efficient than recursion. It is more
accurate to say that naive implementation of iteration is usually more efficient
than naive implementation of recursion. In the examples above, the iterative im-
plementations of summation and greatest divisors will be more efficient than the
recursive implementations if the latter make real subroutine calls that allocate
space on a run-time stack for local variables and bookkeeping information. An
“optimizing” compiler, however, particularly one designed for a functional lan-
guage, will often be able to generate excellent code for recursive functions. It
is particularly likely to do so for tail-recursive functions such as gcd above. A
tail-recursive function is one in which additional computation never follows a re-
cursive call: the return value is simply whatever the recursive call returns. For
such functions, dynamically allocated stack space is unnecessary: the compiler
can reuse the space belonging to the current iteration when it makes the recursive
call. In effect, a good compiler will recast the recursive gcd function above asEXAMPLE 6.83

Iterative implementation of
tail recursion

follows:

int gcd(int a, int b) {
/* assume a, b > 0 */

start:
if (a == b) return a;
else if (a > b) {

a = a-b; goto start;
} else {

b = b-a; goto start;
}

} !

Even for functions that are not tail-recursive, automatic, often simple trans-
formations can produce tail-recursive code. The general case of the transforma-
tion employs conversion to what is known as continuation-passing style [FWH01,
Chaps. 7–8]. In effect, a recursive function can always avoid doing any work after
returning from a recursive call by passing that work into the recursive call, in the
form of a continuation.

Some specific transformations (not based on continuation passing) are often
employed by skilled users of functional languages. Consider, for example, theEXAMPLE 6.84

By-hand creation of
tail-recursive code

recursive summation function above, written here in Scheme:

278 Chapter 6 Control Flow

functional languages, because it does not change variables. In the final analysis,
which to use in which circumstance is mainly a matter of taste. To compute aEXAMPLE 6.80

A “naturally iterative”
problem

sum,
∑

1≤i≤10

f (i)

it seems natural to use iteration. In C one would say

typedef int (*int_func) (int);
int summation(int_func f, int low, int high) {

/* assume low <= high */
int total = 0;
int i;
for (i = low; i <= high; i++) {

total += f(i); // (C will automatically dereference
// a function pointer when we attempt to call it.)

}
return total;

} !

To compute a value defined by a recurrence,EXAMPLE 6.81
A “naturally recursive”
problem

gcd(a, b)
(positive integers, a, b)

≡






a if a = b
gcd(a−b, b) if a > b
gcd(a, b−a) if b > a

recursion may seem more natural:

int gcd(int a, int b) {
/* assume a, b > 0 */
if (a == b) return a;
else if (a > b) return gcd(a-b, b);
else return gcd(a, b-a);

} !

In both these cases, the choice could go the other way:EXAMPLE 6.82
Implementing problems
“the other way” typedef int (*int_func) (int);

int summation(int_func f, int low, int high) {
/* assume low <= high */
if (low == high) return f(low);
else return f(low) + summation(f, low+1, high);

}
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Al escribir un programa 
… ¿iteración o recursión?

Manejo de datos que usan estructuras 
rígidas, en aplicaciones numéricas o 
de procesamiento de datos:
• matrices, tablas, …

Procesamiento de estructuras simbó-
licas que se prestan naturalmente 
para definiciones recursivas:
• listas, árboles, …
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Programación estructurada

(Rechazo al goto)

Serie de prescripciones ⟶ Desarrollo de 
software con una cierta estructura en el 
código y en el flujo de control

• componente metodológica: cómo 
desarrollar programas

• componente linguística: los lenguajes 
debería preferir ciertos tipos de comandos

Diseño jerárquico (top-down) de 
programas

Modularización del código

Uso de nombres significativos

Uso de comentarios

Uso de tipos de datos estructurados

Uso de construcciones de control 
estructuradas:

• un sólo punto de entrado y un 
sólo punto de salida

Una revisión lineal del texto del programa 
corresponde al flujo de ejecución:
• si el comando C2 sigue textualmente al 
comando C1, a la salida única de C1, cuando C1 
termina, el contrrol pasa a la entrada única de C2
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Programación estructurada

(Rechazo al goto++)

Serie de prescripciones ⟶ Desarrollo de soft-
ware con una cierta estructura en el código 
y en el flujo de control

• componente metodológica: cómo 
desarrollar programas

• componente linguística: los lenguajes 
deberían preferir ciertos tipos de comandos
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Programación estructurada

(Rechazo al goto++)

Serie de prescripciones ⟶ Desarrollo de soft-
ware con una cierta estructura en el código 
y en el flujo de control

• componente metodológica: cómo 
desarrollar programas

• componente linguística: los lenguajes 
deberían preferir ciertos tipos de comandos

Un primer paso hacia los métodos 
modernos de programación
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Programación estructurada

(Rechazo al goto++)

Serie de prescripciones ⟶ Desarrollo de soft-
ware con una cierta estructura en el código 
y en el flujo de control

• componente metodológica: cómo 
desarrollar programas

• componente linguística: los lenguajes 
deberían preferir ciertos tipos de comandos

Diseño jerárquico (top-down) de programas, 
mediante refinaciones sucesivas

Modularización del código, agrupando juntos 
todos los comandos que implementan una 
funcionalidad específica:

• desde comandos compuestos hasta módulos 
y subprogramas

Uso de nombres significativos para variables, 
subprogramas, etc.:

• para facilitar la comprensión del código

Uso de comentarios

Uso de tipos de datos estructurados, para 
agrupar y estructurar información, en especial, 
heterogénea

• p.ej., records, clases

… 
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…

Uso de construcciones de control estructuradas, 
i.e., con un único punto de entrada y un único 
punto de salida

P.ej., asignaciones, comandos condicionales 
e iteración ilimitada
… que, en conjunto, definen un lenguaje 
Turing complete
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…

Uso de construcciones de control estructuradas, 
i.e., con un único punto de entrada y un único 
punto de salida

Permiten estructurar el código de manera que 
una revisión lineal del texto del programa 
corresponde al flujo de ejecución:

• si el comando C2 sigue textualmente al 
comando C1, entonces a la salida única de C1, 
cuando C1 termina, el contrrol pasa a la 
entrada única de C2

• C1 y C2 pueden tener estructura interna 
compleja, e,g., ifs o loops, pero externamente 
cada una es visible en términos sólo de un 
punto entrada y uno de salida

P.ej., asignaciones, comandos condicionales 
e iteración ilimitada
… que, en conjunto, definen un lenguaje 
Turing complete
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…

Uso de construcciones de control estructuradas, 
i.e., con un único punto de entrada y un único 
punto de salida

Permiten estructurar el código de manera que 
una revisión lineal del texto del programa 
corresponde al flujo de ejecución:

• si el comando C2 sigue textualmente al 
comando C1, entonces a la salida única de C1, 
cuando C1 termina, el contrrol pasa a la 
entrada única de C2

• C1 y C2 pueden tener estructura interna 
compleja, e,g., ifs o loops, pero externamente 
cada una es visible en términos sólo de un 
punto entrada y uno de salida

Propiedad incompatible con la presencia del goto:
• permite saltos hacia adelante y hacia atrás
• rápidamente, “código spaghetti”

P.ej., asignaciones, comandos condicionales 
e iteración ilimitada
… que, en conjunto, definen un lenguaje 
Turing complete
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Subprogramas (procedimientos, funciones)

Soporte lingüístico —i.e., instrumentos reales más allá 
de sugerencias metodológicas— provisto por los 
lenguajes de programación

… facilita y posibilita la subdivisión de un problema 
en subproblemas —lo que permite un mejor manejo 
de la complejidad: cada subproblema es más fácil 
de resolver

… y la construcción de la solución al problema 
original a partir de la composición apropiada de las 
soluciones a los subproblemas

Abstracción de control
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Subprogramas (procedimientos, funciones)

Soporte lingüístico —i.e., instrumentos reales más allá 
de sugerencias metodológicas— provisto por los 
lenguajes de programación

… facilita y posibilita la subdivisión de un problema 
en subproblemas —lo que permite un mejor manejo 
de la complejidad: cada subproblema es más fácil 
de resolver

… y la construcción de la solución al problema 
original a partir de la composición apropiada de las 
soluciones a los subproblemas

Otro paso hacia los métodos 
modernos de programación



58Subprograma (procedimiento, función)

Pieza de código identificada por nombre

… tiene su propio entorno local

… puede intercambiar información con el resto del programa

• usando parámetros

• retornando un valor

• refiriéndose a un entorno no local

Dos mecanismos lingüísticos distintos:

• definición o declaración de la función

• uso o llamada
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Fig. 7.1 Definition and use
of a function

7.1 Subprograms

Every program of any complexity is composed of many components, each of which
serves to provide part of a global solution. The decomposition of a problem into
subproblems allows better management of complexity. A more restrictive problem
is easier to solve. The solution to the global problem is obtained by appropriate
composition of the solutions to these subproblems.

In order for all of this to be efficient, however, it is necessary that the programming
language provides linguistic supportwhich facilitates andmakes possible such subdi-
visions and, therefore, re-composition. This linguistic support allows the expression
of decomposition and re-composition directly in the language, transforming these
concepts from simple methodological suggestions into real instruments for design
and programming.

The key concept provided by all modern languages is that of the subprogram,
procedure, or function.1 A function is a piece of code identified by name, is given
a local environment of its own, and is able to exchange information with the rest
of the code using parameters. This concept translates into two different linguistic
mechanisms—the definition (or declaration) of function, and its use (or call). In
Fig. 7.1, the first five lines are the definition of the function named foo, whose local
environment is composed from three names n, a and tmp.2 The first line is the
header, while the remaining lines constitute the body of the function. The last two
lines of Fig. 7.1 are the uses (or calls) of foo.

A function exchanges information with the rest of the program using three prin-
cipal mechanisms: parameters, return value, nonlocal environment.

1 These three terms assume differentmeanings in different languages. For example, “subprogram” is
usually the most general term. In languages of theAlgol family and their descendants, a procedure
is a subprogram which modifies the state, while a function is a subprogram that returns a value. In
this chapter we will use the three terms as synonyms.
2 The name foo is part of the nonlocal environment of the function.

foo
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Pieza de código identificada por nombre

… tiene su propio entorno local

… puede intercambiar información con el resto del programa

• usando parámetros

• retornando un valor

• refiriéndose a un entorno no local

Dos mecanismos lingüísticos distintos:

• definición o declaración de la función

• uso o llamada

Entorno (de referencia):  Conjunto de asociaciones 
entre nombres y objetos denotables que existen en 
tiempo de ejecución en un punto específico en el 
programa y en un momento específico durante la 
ejecución
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7.1 Subprograms

Every program of any complexity is composed of many components, each of which
serves to provide part of a global solution. The decomposition of a problem into
subproblems allows better management of complexity. A more restrictive problem
is easier to solve. The solution to the global problem is obtained by appropriate
composition of the solutions to these subproblems.

In order for all of this to be efficient, however, it is necessary that the programming
language provides linguistic supportwhich facilitates andmakes possible such subdi-
visions and, therefore, re-composition. This linguistic support allows the expression
of decomposition and re-composition directly in the language, transforming these
concepts from simple methodological suggestions into real instruments for design
and programming.

The key concept provided by all modern languages is that of the subprogram,
procedure, or function.1 A function is a piece of code identified by name, is given
a local environment of its own, and is able to exchange information with the rest
of the code using parameters. This concept translates into two different linguistic
mechanisms—the definition (or declaration) of function, and its use (or call). In
Fig. 7.1, the first five lines are the definition of the function named foo, whose local
environment is composed from three names n, a and tmp.2 The first line is the
header, while the remaining lines constitute the body of the function. The last two
lines of Fig. 7.1 are the uses (or calls) of foo.

A function exchanges information with the rest of the program using three prin-
cipal mechanisms: parameters, return value, nonlocal environment.

1 These three terms assume differentmeanings in different languages. For example, “subprogram” is
usually the most general term. In languages of theAlgol family and their descendants, a procedure
is a subprogram which modifies the state, while a function is a subprogram that returns a value. In
this chapter we will use the three terms as synonyms.
2 The name foo is part of the nonlocal environment of the function.

n, a, tmp
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7.1 Subprograms

Every program of any complexity is composed of many components, each of which
serves to provide part of a global solution. The decomposition of a problem into
subproblems allows better management of complexity. A more restrictive problem
is easier to solve. The solution to the global problem is obtained by appropriate
composition of the solutions to these subproblems.

In order for all of this to be efficient, however, it is necessary that the programming
language provides linguistic supportwhich facilitates andmakes possible such subdi-
visions and, therefore, re-composition. This linguistic support allows the expression
of decomposition and re-composition directly in the language, transforming these
concepts from simple methodological suggestions into real instruments for design
and programming.

The key concept provided by all modern languages is that of the subprogram,
procedure, or function.1 A function is a piece of code identified by name, is given
a local environment of its own, and is able to exchange information with the rest
of the code using parameters. This concept translates into two different linguistic
mechanisms—the definition (or declaration) of function, and its use (or call). In
Fig. 7.1, the first five lines are the definition of the function named foo, whose local
environment is composed from three names n, a and tmp.2 The first line is the
header, while the remaining lines constitute the body of the function. The last two
lines of Fig. 7.1 are the uses (or calls) of foo.

A function exchanges information with the rest of the program using three prin-
cipal mechanisms: parameters, return value, nonlocal environment.

1 These three terms assume differentmeanings in different languages. For example, “subprogram” is
usually the most general term. In languages of theAlgol family and their descendants, a procedure
is a subprogram which modifies the state, while a function is a subprogram that returns a value. In
this chapter we will use the three terms as synonyms.
2 The name foo is part of the nonlocal environment of the function.

n, a, tmp

foo
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7.1 Subprograms

Every program of any complexity is composed of many components, each of which
serves to provide part of a global solution. The decomposition of a problem into
subproblems allows better management of complexity. A more restrictive problem
is easier to solve. The solution to the global problem is obtained by appropriate
composition of the solutions to these subproblems.

In order for all of this to be efficient, however, it is necessary that the programming
language provides linguistic supportwhich facilitates andmakes possible such subdi-
visions and, therefore, re-composition. This linguistic support allows the expression
of decomposition and re-composition directly in the language, transforming these
concepts from simple methodological suggestions into real instruments for design
and programming.

The key concept provided by all modern languages is that of the subprogram,
procedure, or function.1 A function is a piece of code identified by name, is given
a local environment of its own, and is able to exchange information with the rest
of the code using parameters. This concept translates into two different linguistic
mechanisms—the definition (or declaration) of function, and its use (or call). In
Fig. 7.1, the first five lines are the definition of the function named foo, whose local
environment is composed from three names n, a and tmp.2 The first line is the
header, while the remaining lines constitute the body of the function. The last two
lines of Fig. 7.1 are the uses (or calls) of foo.

A function exchanges information with the rest of the program using three prin-
cipal mechanisms: parameters, return value, nonlocal environment.

1 These three terms assume differentmeanings in different languages. For example, “subprogram” is
usually the most general term. In languages of theAlgol family and their descendants, a procedure
is a subprogram which modifies the state, while a function is a subprogram that returns a value. In
this chapter we will use the three terms as synonyms.
2 The name foo is part of the nonlocal environment of the function.

Parámetros formales:  Nombres que, desde 
el punto de vista del entorno, se comportan 
como declaraciones locales a la función
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7.1 Subprograms

Every program of any complexity is composed of many components, each of which
serves to provide part of a global solution. The decomposition of a problem into
subproblems allows better management of complexity. A more restrictive problem
is easier to solve. The solution to the global problem is obtained by appropriate
composition of the solutions to these subproblems.

In order for all of this to be efficient, however, it is necessary that the programming
language provides linguistic supportwhich facilitates andmakes possible such subdi-
visions and, therefore, re-composition. This linguistic support allows the expression
of decomposition and re-composition directly in the language, transforming these
concepts from simple methodological suggestions into real instruments for design
and programming.

The key concept provided by all modern languages is that of the subprogram,
procedure, or function.1 A function is a piece of code identified by name, is given
a local environment of its own, and is able to exchange information with the rest
of the code using parameters. This concept translates into two different linguistic
mechanisms—the definition (or declaration) of function, and its use (or call). In
Fig. 7.1, the first five lines are the definition of the function named foo, whose local
environment is composed from three names n, a and tmp.2 The first line is the
header, while the remaining lines constitute the body of the function. The last two
lines of Fig. 7.1 are the uses (or calls) of foo.

A function exchanges information with the rest of the program using three prin-
cipal mechanisms: parameters, return value, nonlocal environment.

1 These three terms assume differentmeanings in different languages. For example, “subprogram” is
usually the most general term. In languages of theAlgol family and their descendants, a procedure
is a subprogram which modifies the state, while a function is a subprogram that returns a value. In
this chapter we will use the three terms as synonyms.
2 The name foo is part of the nonlocal environment of the function.

Parámetros formales:  Nombres que, desde 
el punto de vista del entorno, se comportan 
como declaraciones locales a la función

Son variables vinculadas: Su renom-
bramiento consistente no tiene efecto 
sobre la semántica de la función
• estas funciones foo son indistinguibles

7.1 Subprograms 165

Fig. 7.2 Renaming of
formal parameters

Parameters

We distinguish between formal parameters, which appear in the definition of a func-
tion, and actual parameters, which appear, instead, in the call. The formal parameters
are always names which, as far as the environment is concerned, behave as declara-
tions local to the function itself. They behave, in particular, as bound variables, in the
sense that their consistent renaming has no effect on the semantics of the function.
For example, the function foo in Fig. 7.1 and that in Fig. 7.2 are indistinguishable,
even though the second has different names for its formal parameters.

The number and type of actual and formal parameters must, in general, coincide,
althoughmany type compatibility rules can be brought into play (see Sect. 8.7). There
is sometimes also the possibility of declaring functions with a variable number of
parameters.

ReturnValue

Some functions exchange information with the rest of the program by returning a
value as a result of the function itself, as well as through the use of parameters.
Our function, foo, for example, returns an integer. The language makes available,
in this case, the mechanism which allows the “return of value” to be expressed (for
example thereturn construct which has also the effect of terminating the execution
of the current function). In some languages, the name “function” is reserved for
subprograms which return a value, while those subprograms which interact with the
caller just via parameters or the non-local environment are called “procedures”.

In languages which derive their syntax fromC, all subprograms are, linguistically,
functions. If the result type of a function is void, the function returns no meaningful
value (the command to return such a value and to terminate execution is return).

Nonlocal Environment

This is a less sophisticated mechanism with which a function can exchange infor-
mation with the rest of the program. If the body of the function modifies a nonlocal
variable, it is clear that such a modification is felt in all parts of the program where
this variable is visible.
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7.1 Subprograms

Every program of any complexity is composed of many components, each of which
serves to provide part of a global solution. The decomposition of a problem into
subproblems allows better management of complexity. A more restrictive problem
is easier to solve. The solution to the global problem is obtained by appropriate
composition of the solutions to these subproblems.

In order for all of this to be efficient, however, it is necessary that the programming
language provides linguistic supportwhich facilitates andmakes possible such subdi-
visions and, therefore, re-composition. This linguistic support allows the expression
of decomposition and re-composition directly in the language, transforming these
concepts from simple methodological suggestions into real instruments for design
and programming.

The key concept provided by all modern languages is that of the subprogram,
procedure, or function.1 A function is a piece of code identified by name, is given
a local environment of its own, and is able to exchange information with the rest
of the code using parameters. This concept translates into two different linguistic
mechanisms—the definition (or declaration) of function, and its use (or call). In
Fig. 7.1, the first five lines are the definition of the function named foo, whose local
environment is composed from three names n, a and tmp.2 The first line is the
header, while the remaining lines constitute the body of the function. The last two
lines of Fig. 7.1 are the uses (or calls) of foo.

A function exchanges information with the rest of the program using three prin-
cipal mechanisms: parameters, return value, nonlocal environment.

1 These three terms assume differentmeanings in different languages. For example, “subprogram” is
usually the most general term. In languages of theAlgol family and their descendants, a procedure
is a subprogram which modifies the state, while a function is a subprogram that returns a value. In
this chapter we will use the three terms as synonyms.
2 The name foo is part of the nonlocal environment of the function.

Parámetros formales:  Nombres que, desde 
el punto de vista del entorno, se comportan 
como declaraciones locales a la función

Parámetros actuales:  Cantidad y 
tipo deben, en general, coincidir 
con los parámetros formales

Son variables vinculadas: Su renom-
bramiento consistente no tiene efecto 
sobre la semántica de la función
• estas funciones foo son indistinguibles
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Fig. 7.2 Renaming of
formal parameters

Parameters

We distinguish between formal parameters, which appear in the definition of a func-
tion, and actual parameters, which appear, instead, in the call. The formal parameters
are always names which, as far as the environment is concerned, behave as declara-
tions local to the function itself. They behave, in particular, as bound variables, in the
sense that their consistent renaming has no effect on the semantics of the function.
For example, the function foo in Fig. 7.1 and that in Fig. 7.2 are indistinguishable,
even though the second has different names for its formal parameters.

The number and type of actual and formal parameters must, in general, coincide,
althoughmany type compatibility rules can be brought into play (see Sect. 8.7). There
is sometimes also the possibility of declaring functions with a variable number of
parameters.

ReturnValue

Some functions exchange information with the rest of the program by returning a
value as a result of the function itself, as well as through the use of parameters.
Our function, foo, for example, returns an integer. The language makes available,
in this case, the mechanism which allows the “return of value” to be expressed (for
example thereturn construct which has also the effect of terminating the execution
of the current function). In some languages, the name “function” is reserved for
subprograms which return a value, while those subprograms which interact with the
caller just via parameters or the non-local environment are called “procedures”.

In languages which derive their syntax fromC, all subprograms are, linguistically,
functions. If the result type of a function is void, the function returns no meaningful
value (the command to return such a value and to terminate execution is return).

Nonlocal Environment

This is a less sophisticated mechanism with which a function can exchange infor-
mation with the rest of the program. If the body of the function modifies a nonlocal
variable, it is clear that such a modification is felt in all parts of the program where
this variable is visible.
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Disciplina del paso de parámetros

El modo en el cual los parámetros actuales son 
emparejados con los parámetros formales

… y la semántica resultante

Modo:

• tipo de comunicación que permite

… + implementación que la produce

• queda fijo cuando la función es definida y 
puede ser diferente para cada parámetro



67Disciplina del paso de parámetros

El modo en el cual los parámetros actuales son 
emparejados con los parámetros formales

… y la semántica resultante

Modo:

• tipo de comunicación que permite

… + implementación que la produce

• queda fijo cuando la función es definida y 
puede ser diferente para cada parámetro

• Por valor (+ variaciones)

• Por referencia

• Por nombre



68Disciplina del paso de parámetros

El modo en el cual los parámetros actuales son 
emparejados con los parámetros formales

… y la semántica resultante

Modo:

• tipo de comunicación que permite

… + implementación que la produce

• queda fijo cuando la función es definida y 
puede ser diferente para cada parámetro

• Parámetros de input

• Parámetros de output

• Parámetros de input/output

• Por valor (+ variaciones)

• Por referencia

• Por nombre



69Disciplina del paso de parámetros

El modo en el cual los parámetros actuales son 
emparejados con los parámetros formales

… y la semántica resultante

Modo:

• tipo de comunicación que permite

… + implementación que la produce

• queda fijo cuando la función es definida y 
puede ser diferente para cada parámetro

• Parámetros de input

• Parámetros de output

• Parámetros de input/output

Para cada modo:

• ¿Qué tipo de comunicación permite?

• ¿Qué forma de parámetros actuales 
permite?

• ¿Cuá es su semántica?

• ¿Cuál es la implementación canónica?

• ¿Cuánto cuesta?

• Por valor (+ variaciones)

• Por referencia

• Por nombre
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Parámetro de input
Entorno local (de la función) es extendido: asociación entre el 
parámetro formal y una nueva variable
El parámetro actual puede ser una expresión
Cuando se produce la llamada: el parámetro actual es evaluado 
⟶ se obtiene su r-value y se asocia con el parámetro formal
Durante la ejecución de la función: no hay vínculo entre el 
parámetro formal y el actual
Al retornar la función: el parámetro formal es destruido (así como 
el entorno local de la función)

Llamada por valor
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Fig. 7.3 Passing by value

Call byValue

Call by value is a mode that corresponds to an input parameter. The local environ-
ment of the procedure is extended with an association between the formal parameter
and a new variable. The actual parameter can be an expression. When called, the
actual parameter is evaluated and its r-value obtained and associated with the formal
parameter. On termination of the procedure, the formal parameter is destroyed, as is
the local environment of the procedure itself. During the execution of the body, there
is no link between the formal and the actual parameter. There is no way of make use
of a value parameter to transfer information from the callee to the caller.

Figure7.3 shows a simple example of passing by value. Like in C, C++, Pascal
and Java, when we do not explicitly indicate any parameter-passing mode for a
formal parameter, it is to be understood that parameter is to be passed by value. The
variable y never changes its value (it always remains 1). During the execution of
foo, x assumes the initial value 2 by the effect of passing the parameter. It is then
incremented to 3, finally it is destroyed with the entire activation record for foo.

If we assume a stack-based allocation scheme, the formal parameter corresponds
to a location in the procedure’s activation record in which the value of the actual
parameter is stored during the calling sequence of the procedure.

Let us note how this is an expensive mode when the value parameter is bound to
a large data structure. In such a case, the entire structure is copied to the formal.3

On the other hand, the cost of accessing the formal parameter is minimal, since it is
the same as the cost of accessing a local variable in the body.

Passing by value is a simple mechanism with clear semantics. It is the default
mechanism in many languages and is the only way to pass parameters in C, Java,
and Python (but see the box on “Call by object reference”, below).

Call by Reference

Call by reference (also called by variable) implements a mechanism in which the
parameter can be used for both input and output. The actual parameter must be
an expression with l-value (recall the definition of l-value on Sect. 6.2.2). At the
point of call, the l-value of the actual parameter is evaluated and the procedure’s
local environment is extended with an association between the formal parameter

3 The reader who knows C should not be misled. In a language with pointers, as we will discuss
below, often the passing of a complex structure consists of passing (by value) a pointer to the data
structure. In such a case, it is the pointer that is copied, not the data structure.

Parámetro de input
Entorno local (de la función) es extendido: asociación entre el 
parámetro formal y una nueva variable
El parámetro actual puede ser una expresión
Cuando se produce la llamada: el parámetro actual es evaluado 
⟶ se obtiene su r-value y se asocia con el parámetro formal
Durante la ejecución de la función: no hay vínculo entre el 
parámetro formal y el actual
Al retornar la función: el parámetro formal es destruido (así como 
el entorno local de la función)

En C, C++, Pascal y Java, no se indica 
explícitamente el modo por valor

y nunca cambia su valor: 
permanece siempre en 1

x toma el valor inicial 2 
(como efecto del paso 
de parámetro); y luego, 3

Llamada por valor
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Parámetro de input/ouput
El parámetro actual debe ser una expresión con l-value
Al momento de la llamada, el entorno local de la función es extendido 
con una asociación entre el parámetro formal y este l-value (evaluado 
en ese momento)
Si el parámetro actual es una variable (caso más común), entonces el 
formal y el actual son dos nombres para la misma variable
Al retornar la función, se destruye la conexión entre el parámetro 
formal y el l-value del parámetro actual (junto con el entorno local de 
la función)
Comunicación bidireccional: cada cambio del parámetro formal es 
un cambio del parámetro actual

Llamada por referencia
(también, por variable)
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Call by Reference in C

C admits only call by value but also allows the manipulation of pointers and addresses. Making use
of this fact, it is not difficult to simulate call by reference. Let us consider the problem of writing a
simple function which swaps the values of two integer variables which are passed to the function
as parameters. With only call by value, there is no way to do this. We can, though, combine call by
value with pointer manipulation, as in the following example:

void swap (int *a, int *b) {

int tmp = *a; *a=*b; *b=tmp;

}

int v1 = ...;

int v2 = ...;

swap (&v1 , &v2);

The formal parameters to swap (both by value) are of type pointer to integer (int *). The
values of the actual parameters are the addresses (that is, the l-value) of v1 and v2 (obtained using
the operator &). In the body of swap, the use of the * operator performs dereferencing of the
parameters. For example, we can paraphrase the meaning of *a = *b as: take the value contained
in the location whose address is contained in b and store it in the location whose address is stored
in a. Our swap therefore simulates call-by-reference.

Fig. 7.4 Passage by
reference

and the actual parameter’s l-value (therefore creating an aliasing situation). The
most common case is that in which the actual parameter is a variable. In this case,
the formal and the actual are two names for the same variable. At the end of the
procedure, the connection between the formal parameter and the actual parameter’s
l-value is destroyed, as is the environment local to the procedure. It is clear that call
by reference allows bidirectional communication: each modification of the formal
parameter is a modification of the actual parameter.

Figure7.4 shows a simple example of call by reference (which we have notated
in the pseudocode with the reference modifier). During the execution of foo, x
is a name for y. Incrementing x in the body is, to all effects, the incrementing of y.
After the call, the value of y is therefore 1.

It can be seen that, as shown in Fig. 7.5, the actual parameter need not necessarily
be a variable but can be an expression whose l-value is determined at call time. In a
way similar to the first case, during the execution of foo, x is a name for v[1] and
the increment of x in the body, is an increment of v[1]. After the call, the value of
v[1] is, therefore, 2.

Parámetro de input/ouput
El parámetro actual debe ser una expresión con l-value
Al momento de la llamada, el entorno local de la función es extendido 
con una asociación entre el parámetro formal y este l-value (evaluado 
en ese momento)
Si el parámetro actual es una variable (caso más común), entonces el 
formal y el actual son dos nombres para la misma variable
Al retornar la función, se destruye la conexión entre el parámetro 
formal y el l-value del parámetro actual (junto con el entorno local de 
la función)
Comunicación bidireccional: cada cambio del parámetro formal es 
un cambio del parámetro actual

Llamada por referencia
(también, por variable)

Usamos, p.ej., el 
modificador referencex es un nombre para y

Incrementar x es, para todos 
los efectos, incrementar y
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Fig. 7.5 Another example of
passage by reference

In the stack-based abstract machine model, each formal is associated with a loca-
tion in the procedure’s activation record. During the calling sequence, the l-value of
the actual is stored in the activation record. Access to the formal parameter occurs
via an indirection which uses this location.

This is a parameter passing mode of very low cost. At the point of call, only an
address need be stored; every reference to the formal is achieved by an indirect access
(implemented implicitly by the abstract machine) which can be implemented at very
low cost on many architectures.

Call by reference is a low-level operation. It is possible in Pascal (var modifier)
and in many other languages. It has been excluded from more modern languages,
where, however, some formof bidirectional communication between caller and callee
can be obtained by exploiting the interaction between parameter passing and other
mechanisms (the most important being the model chosen for variables) or the avail-
ability of pointers in the language. Two boxes discuss simple examples in C, Python,
and Java. Without some form of bidirectional communication between caller and
callee, subprograms would not be that versatile essential programming tool they are.

Call by Constant

We have already seen how call by value is expensive for large-sized data. When,
however, the formal parameter is not modified in the body of the function, we can
imagine maintaining the semantics of passing by value, implementing it using call
by reference. This is what constitutes the read-only parameter mode.

This is a mode that establishes an input communication and in which arbitrary
expressions are permitted as actual parameters. The formal parameters passed by
this mode are subject to the static constraint that they cannot be modified in the
body, either directly (by assignment) or indirectly (via calls to functions that modify
them). From a semantic viewpoint, call by constant coincides with call by value,
while the choice of implementation is left to the abstract machine. For data of small
sizes, call by constant can be implemented as call by value. For larger structures, an
implementation using a reference, without copy, will be chosen.

Call by constant is an good way to “annotate” a given parameter to a procedure.
By reading the header, one immediately has information about the fact that this
parameter is input only. Furthermore, one can count on static semantic analysis to
verify that this annotation is really guaranteed.

x es un nombre para v[1]
Incrementar x es incrementar v[1]

El parámetro actual puede ser una 
expresión cuyo l-value se determina 
al momento de la llamada

Llamada por referencia
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Llamada por valor

El parámetro formal corresponde a una 
ubicación en el RA de la función
⟶ se almacena el valor del parámetro actual, 
durante la ejecución de la función

Es un modo caro cuando el parámetro está 
vinculado a una estructura de datos grande
⟶ toda la estructura se copia en el parámetro 
formal

… pero el costo de acceso es mínimo
⟶ es el costo de acceso a una variable local

Mecanismo simple, con semántica clara, 
default en muchos lenguajes, único modo en 
C, Java y Python
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Llamada por valor

El parámetro formal corresponde a una 
ubicación en el RA de la función
⟶ se almacena el valor del parámetro actual, 
durante la ejecución de la función

Es un modo caro cuando el parámetro está 
vinculado a una estructura de datos grande
⟶ toda la estructura se copia en el parámetro 
formal

… pero el costo de acceso es mínimo
⟶ es el costo de acceso a una variable local

Mecanismo simple, con semántica clara, 
default en muchos lenguajes, único modo en 
C, Java y Python

Excepto si el parámetro formal no es modificado en 
la función:
• el parámetro puede pasarse eficientemente por 
referencia —modo sólo lectura:
Permite expresiones arbitrarias como parámetros 
actuales, sujetos a que no pueden ser modificados 
por la función, ni directa (via asignación) ni 
indirectamente (via llamadas a otras funciones)
Semánticamente, coincide con por valor
… pero la implementación queda a criterio del 
compilador:
• para datos de tamaño pequeño ⟶ por valor
• para datos de gran tamaño ⟶ por referencia
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Llamada por valor

El parámetro formal corresponde a una 
ubicación en el RA de la función
⟶ se almacena el valor del parámetro actual, 
durante la ejecución de la función

Es un modo caro cuando el parámetro está 
vinculado a una estructura de datos grande
⟶ toda la estructura se copia en el parámetro 
formal

… pero el costo de acceso es mínimo
⟶ es el costo de acceso a una variable local

Mecanismo simple, con semántica clara, 
default en muchos lenguajes, único modo en 
C, Java y Python

C simula llamada por referencia manipulado 
punteros y direcciones:
• p.ej., una función que intercambia los valores de 
dos variables
⟶	sólo con llamadas por valor, no hay cómo hacerlo
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Llamada por valor

El parámetro formal corresponde a una 
ubicación en el RA de la función
⟶ se almacena el valor del parámetro actual, 
durante la ejecución de la función

Es un modo caro cuando el parámetro está 
vinculado a una estructura de datos grande
⟶ toda la estructura se copia en el parámetro 
formal

… pero el costo de acceso es mínimo
⟶ es el costo de acceso a una variable local

Mecanismo simple, con semántica clara, 
default en muchos lenguajes, único modo en 
C, Java y Python

C simula llamada por referencia manipulado 
punteros y direcciones:
• p.ej., una función que intercambia los valores de 
dos variables
⟶	 con sólo llamada por valor, no hay cómo hacerlo

7.1 Subprograms 169

Call by Reference in C

C admits only call by value but also allows the manipulation of pointers and addresses. Making use
of this fact, it is not difficult to simulate call by reference. Let us consider the problem of writing a
simple function which swaps the values of two integer variables which are passed to the function
as parameters. With only call by value, there is no way to do this. We can, though, combine call by
value with pointer manipulation, as in the following example:

void swap (int *a, int *b) {

int tmp = *a; *a=*b; *b=tmp;

}

int v1 = ...;

int v2 = ...;

swap (&v1 , &v2);

The formal parameters to swap (both by value) are of type pointer to integer (int *). The
values of the actual parameters are the addresses (that is, the l-value) of v1 and v2 (obtained using
the operator &). In the body of swap, the use of the * operator performs dereferencing of the
parameters. For example, we can paraphrase the meaning of *a = *b as: take the value contained
in the location whose address is contained in b and store it in the location whose address is stored
in a. Our swap therefore simulates call-by-reference.

Fig. 7.4 Passage by
reference

and the actual parameter’s l-value (therefore creating an aliasing situation). The
most common case is that in which the actual parameter is a variable. In this case,
the formal and the actual are two names for the same variable. At the end of the
procedure, the connection between the formal parameter and the actual parameter’s
l-value is destroyed, as is the environment local to the procedure. It is clear that call
by reference allows bidirectional communication: each modification of the formal
parameter is a modification of the actual parameter.

Figure7.4 shows a simple example of call by reference (which we have notated
in the pseudocode with the reference modifier). During the execution of foo, x
is a name for y. Incrementing x in the body is, to all effects, the incrementing of y.
After the call, the value of y is therefore 1.

It can be seen that, as shown in Fig. 7.5, the actual parameter need not necessarily
be a variable but can be an expression whose l-value is determined at call time. In a
way similar to the first case, during the execution of foo, x is a name for v[1] and
the increment of x in the body, is an increment of v[1]. After the call, the value of
v[1] is, therefore, 2.

Los parámetros formales a 
intercambiar (ambos por valor) 
son de tipo puntero (a entero)

Toma el valor contenido en la ubicación cuya 
dirección está contenida en b y almacénalo en la 
ubicación cuya dirección está almacenada en a
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Llamada por valor

El parámetro formal corresponde a una 
ubicación en el RA de la función
⟶ se almacena el valor del parámetro actual, 
durante la ejecución de la función

Es un modo caro cuando el parámetro está 
vinculado a una estructura de datos grande
⟶ toda la estructura se copia en el parámetro 
formal

… pero el costo de acceso es mínimo
⟶ es el costo de acceso a una variable local

Mecanismo simple, con semántica clara, 
default en muchos lenguajes, único modo en 
C, Java y Python

Llamada por referencia

Cada parámetro formal es asociado con una 
ubicación en el RA de la función:
• durante la llamada, el l-value del parámetro 
actual se almacena en el RA —una dirección
• el acceso al parámetro formal se hace via 
indirección usando (la dirección almacenada 
en) esta ubicación
⟹ Muy bajo costo
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Parámetro de ouput (dual de llamada por valor)

El argumento debe ser una expresión con l-value

El entorno local de la función es extendido con una asociación 
entre el parámetro (formal) y una nueva variable local

El argumento debe ser una expresión que evalúa a un l-value:
• al retornar la función, antes de la destrucción del entorno 
local, el valor vigente del parámetro es asignado a la ubicación 
especificada por este l-value

Durante la ejecución de la función, no hay ningún vínculo entre 
el parámetro y el argumento

Simplifica el diseño de funciones que deben devolver más de 
un valor, c/u en una variable diferente

Llamada por resultado

172 7 Control Abstraction

Fig. 7.6 Call by result

Fig. 7.7 Call by value-result

minates, before the destruction of the local environment, the current value of the
formal parameter is assigned to the location obtained as l-value of the actual param-
eter. As in call by value, the following questions about evaluation order must be
answered. If there is more than one result parameter, in which order (for example,
from left to right) should the corresponding “backward assignment” from the actual to
formal be performed? Finally, when is the actual parameter’s l-value determined? It
is reasonable to determine it bothwhen the function is called andwhen it terminates.4

During the execution of the body, there is no link between the formal and actual
parameters. There is no way to make use of a result parameter to transfer information
from the caller to the callee. An example of call by result is shown in Fig. 7.6. The
implementation of call by result is analogous to call by value, with which it shares
its advantages and disadvantages. From a pragmatic viewpoint, the by-result mode
simplifies the design of functions that must return (that is provide as result) more
than one value, each in a different variable.

Call byValue-Result

The combination of call by value and call by result produces the call by value-result
mode. It implements bidirectional communication using the formal parameter as a
variable local to the procedure. The actual parameter must be an expression that
can yield an l-value. At the call, the actual parameter is evaluated and the r-value
thus obtained is assigned to the formal parameter. At the end of the procedure,
immediately before the destruction of the local environment, the current value of the
formal parameter is assigned to the location corresponding to the actual parameter.
An example of call by value-result is shown in Fig. 7.7.

The canonical implementation of call by value-result is analogous to that of call
by value, even if some languages (Ada, for example) choose to implement it as call
by reference in the case of large-sized data, so that the problems of cost of call by
value can be avoided.

4 Construct an example which gives different results if the l-value of the actual is determined at call
time or when the procedure terminates.
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Parámetro de input/ouput

Combinación de llamada por valor y llamada por resultado

El parámetro (formal) es una variable local a la función

El argumento debe ser una expresión que evalúa a un l-value:
• al llamar a la función, el argumento es evaluado y su r-value 
es asignado al parámetro
• al retornar la función, antes de la destrucción del entorno 
local, el valor vigente del parámetro es asignado a la ubicación 
especificada por el l-value

Llamada por 
valor-resultado172 7 Control Abstraction

Fig. 7.6 Call by result

Fig. 7.7 Call by value-result

minates, before the destruction of the local environment, the current value of the
formal parameter is assigned to the location obtained as l-value of the actual param-
eter. As in call by value, the following questions about evaluation order must be
answered. If there is more than one result parameter, in which order (for example,
from left to right) should the corresponding “backward assignment” from the actual to
formal be performed? Finally, when is the actual parameter’s l-value determined? It
is reasonable to determine it bothwhen the function is called andwhen it terminates.4

During the execution of the body, there is no link between the formal and actual
parameters. There is no way to make use of a result parameter to transfer information
from the caller to the callee. An example of call by result is shown in Fig. 7.6. The
implementation of call by result is analogous to call by value, with which it shares
its advantages and disadvantages. From a pragmatic viewpoint, the by-result mode
simplifies the design of functions that must return (that is provide as result) more
than one value, each in a different variable.

Call byValue-Result

The combination of call by value and call by result produces the call by value-result
mode. It implements bidirectional communication using the formal parameter as a
variable local to the procedure. The actual parameter must be an expression that
can yield an l-value. At the call, the actual parameter is evaluated and the r-value
thus obtained is assigned to the formal parameter. At the end of the procedure,
immediately before the destruction of the local environment, the current value of the
formal parameter is assigned to the location corresponding to the actual parameter.
An example of call by value-result is shown in Fig. 7.7.

The canonical implementation of call by value-result is analogous to that of call
by value, even if some languages (Ada, for example) choose to implement it as call
by reference in the case of large-sized data, so that the problems of cost of call by
value can be avoided.

4 Construct an example which gives different results if the l-value of the actual is determined at call
time or when the procedure terminates.
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408      Chapter 9  Subprograms

Function header: void sub (int a, int b, int c, int d)
Function call in main: sub (w,x,y,z)
(pass w by value, x by result, y by  value-  result, z by reference)

Access to the formal parameters in the called subprogram is by indirect 
addressing from the stack location of the address. The implementation of  pass- 
 by-  value, -result, - value-  result, and -reference, where the  run-  time stack is used, 
is shown in Figure 9.2. Subprogram sub is called from main with the call 
sub(w, x, y, z), where w is passed by value, x is passed by result, y is passed 
by  value-  result, and z is passed by reference.

9.5.4  Parameter-  Passing Methods of Some Common Languages

C uses  pass-  by-  value.  Pass-  by-  reference (inout mode) semantics is achieved by 
using pointers as parameters. The value of the pointer is made available to the 
called function and nothing is copied back. However, because what was passed 
is an access path to the data of the caller, the called function can change the 
caller’s data. C copied this use of the  pass-  by-  value method from ALGOL 68. In 
both C and C++, formal parameters can be typed as pointers to constants. The 
corresponding actual parameters need not be constants, for in such cases they 
are coerced to constants. This allows pointer parameters to provide the effi-
ciency of  pass-  by-  reference with the  one-  way semantics of  pass-  by-  value. Write 
protection of those parameters in the called function is implicitly specified.

C++ includes a special pointer type, called a reference type, as discussed 
in Chapter 6, which is often used for parameters. Reference parameters are 
implicitly dereferenced in the function or method, and their semantics is  pass- 
 by-  reference. C++ also allows reference parameters to be defined to be con-
stants. For example, we could have

Figure �.2

One possible stack 
implementation of the 
common  parameter- 
 passing methods
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x y y tienen valores diferentes sólo en 
ausencia de aliasing
• p.ej., pasadas por valor-resultado

Si, por el contrario, x y y son dos nombres 
diferentes para la misma variable, enton-
ces x == y es siempre verdadero
• p.ej., pasadas por referencia

Llamada por valor-resultado 
no es llamada por referencia

7.1 Subprograms 173

Fig. 7.8 Call by value-result
is not call by reference

The implementation of call by value-result using a reference is, however, not
semantically correct. Consider, for a moment, the fragment in Fig. 7.8. At first sight,
the conditional command present in the body of foo seems useless, for x and y

have just received distinct values. The reality is that x and y have different values
only in the absence of aliasing. If, on the other hand, x and y are two different names
for the same variable, it is clear that the condition x == y is always true.

If, therefore, x and y are passed by value-result (there is no aliasing), the call
foo(a,a,b) terminates without the value of b being modified. If, on the other
hand, x and y are passed by reference (where there is aliasing), foo(a,a,b)

terminates by assigning the value 1 to b.

Call by Name

Call by name was introduced in Algol 60 as a semantically cleaner way of passing
parameters than by reference. After a hiatus of several decades, it has been rein-
troduced in some modern languages (e.g., Scala), and can be obtained at no cost
in languages allowing anonymous functional parameters (lambda expressions), see
Sect. 7.2.3. It is a conceptually important mode worth the effort of studying in detail
because of its properties and its implementation.

The problem that the designers of Algol 60 set themselves was to give a pre-
cise semantics to procedure definition and call. The semantics should specify in an
elementary fashion what the effect of a call to a function with specified parame-
ters would be. The solution that they chose was to define the semantics of function
call using the so-called copy rule. We will state it in the case of a function of one
argument:

Let f be a function with a single formal parameter, x, and let a be an expression of a type
compatible with that of x. A call to f with an actual parameter a is semantically equivalent
to the execution of the body of f in which all occurrences of the formal parameter, x, have
been replaced by a.

It is a simple rule, that reduces the semantics of function call to the syntactic
operation of expanding the body of the function after a textual substitution of the
actual for the formal parameter. This notion of substitution, however, is not as sim-
ple as it seems, because it must take into account the presence of several different
variables with the same name. Consider, for example, the function in Fig. 7.9. If we

x y y pasadas por valor-resultado:

foo(a,a,b) termina sin modificar b

x y y pasadas por referencia:

foo(a,a,b) termina asignando 1 a b
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Semánticamente, más limpia que por referencia

A partir de definir una semántica precisa para la definición 
de y llamada a funciones

• ¿Cuál debería ser el efecto de una llamada a una función?

Regla de la copia:

• Sea f una función con un solo parámetro (formal), x, y sea a 
una expresión de un tipo compatible con el de x.  La llamada 
a f con argumento a es semánticamente equivalente a la 
ejecución del cuerpo de f en el cual todas las ocurrencias del 
parámetro x han sido reemplzadas por a

⟶	 La operación sintáctica de expandir el cuerpo de la 
función después de una sustitución textual del parámetro

Llamada por nombre

int x=0;
int foo (name int y){
 int z = 2;
 return z + y;
}
...
int a = foo(x+1) return z + x+1 3
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174 7 Control Abstraction

Fig. 7.9 Which environment should be used to evaluate x+1 in the body of foo?

Fig. 7.10 Side effects of call by name

blindly apply the copy rule, the call foo(x+1) results in the execution of return

x+x+1. This command, executed in the local environment of foo, returns the value
5. But it is clear that this is an incorrect application of the copy rule because it makes
the result of the function depend on what the name of the local variable is. If the
body of foo had been:

{int z=2; return z+y;}

the same call would result in the execution of return z+x+1, with the result 3.
In the first substitution that we suggested, we say that the actual parameter, x,

was captured by the local declaration. The substitution used in the copy rule must
therefore be a substitution thatdoes not capture variables. Since it is impossible to ban
different variables with the same name, we can obtain a non-capturing substitution
by requiring that the formal parameter, even after substitution is evaluated in the
environment of the caller and not in that of the callee.

We can therefore define call by name as that parameter-passing mode whose
semantics is given by the copy rule, where the concept of substitution is always
understood without capture. Equivalently, we can say that what is substituted is not
merely the actual parameter, but the actual parameter together with its own evaluation
environment which is fixed at the moment of call.

Note, moreover, that the copy rule requires that the actual parameter is evalu-
ated only when (and only if) the formal parameter is encountered during execution.5

Moreover, the actual parameter is evaluated each time the formal parameter is encoun-
tered during execution. Consider the example of Fig. 7.10, where the construct i++

has the semantics of returning the current value of the variable i and then increment-
ing the value of the variable by 1. The copy rule requires that the i++ construct is

5We say that call by name is a by need parameter passing mode.

int x=0;
int foo (name int y){
 int z = 2;
 return z + y;
}
...
int a = foo(x+1) return z + x+1 3

return x + x+1 5
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174 7 Control Abstraction

Fig. 7.9 Which environment should be used to evaluate x+1 in the body of foo?

Fig. 7.10 Side effects of call by name

blindly apply the copy rule, the call foo(x+1) results in the execution of return

x+x+1. This command, executed in the local environment of foo, returns the value
5. But it is clear that this is an incorrect application of the copy rule because it makes
the result of the function depend on what the name of the local variable is. If the
body of foo had been:

{int z=2; return z+y;}

the same call would result in the execution of return z+x+1, with the result 3.
In the first substitution that we suggested, we say that the actual parameter, x,

was captured by the local declaration. The substitution used in the copy rule must
therefore be a substitution thatdoes not capture variables. Since it is impossible to ban
different variables with the same name, we can obtain a non-capturing substitution
by requiring that the formal parameter, even after substitution is evaluated in the
environment of the caller and not in that of the callee.

We can therefore define call by name as that parameter-passing mode whose
semantics is given by the copy rule, where the concept of substitution is always
understood without capture. Equivalently, we can say that what is substituted is not
merely the actual parameter, but the actual parameter together with its own evaluation
environment which is fixed at the moment of call.

Note, moreover, that the copy rule requires that the actual parameter is evalu-
ated only when (and only if) the formal parameter is encountered during execution.5

Moreover, the actual parameter is evaluated each time the formal parameter is encoun-
tered during execution. Consider the example of Fig. 7.10, where the construct i++

has the semantics of returning the current value of the variable i and then increment-
ing the value of the variable by 1. The copy rule requires that the i++ construct is

5We say that call by name is a by need parameter passing mode.

int x=0;
int foo (name int y){
 int z = 2;
 return z + y;
}
...
int a = foo(x+1) return z + x+1 3

return x + x+1 5

El argumento x es capturado 
por la declaración local
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La sustitución en la regla de la copia debe ser 
una que no capture variables

⟶	el parámetro (formal) debe ser evaluado 
en el entorno del que llama y no del que es 
llamado

⟶	lo que es sustituido no es sólo el argumento
… sino el argumento junto con su propio 
entorno de evaluación
… el cual queda determinado al momento 
de la llamada
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174 7 Control Abstraction

Fig. 7.9 Which environment should be used to evaluate x+1 in the body of foo?

Fig. 7.10 Side effects of call by name

blindly apply the copy rule, the call foo(x+1) results in the execution of return

x+x+1. This command, executed in the local environment of foo, returns the value
5. But it is clear that this is an incorrect application of the copy rule because it makes
the result of the function depend on what the name of the local variable is. If the
body of foo had been:

{int z=2; return z+y;}

the same call would result in the execution of return z+x+1, with the result 3.
In the first substitution that we suggested, we say that the actual parameter, x,

was captured by the local declaration. The substitution used in the copy rule must
therefore be a substitution thatdoes not capture variables. Since it is impossible to ban
different variables with the same name, we can obtain a non-capturing substitution
by requiring that the formal parameter, even after substitution is evaluated in the
environment of the caller and not in that of the callee.

We can therefore define call by name as that parameter-passing mode whose
semantics is given by the copy rule, where the concept of substitution is always
understood without capture. Equivalently, we can say that what is substituted is not
merely the actual parameter, but the actual parameter together with its own evaluation
environment which is fixed at the moment of call.

Note, moreover, that the copy rule requires that the actual parameter is evalu-
ated only when (and only if) the formal parameter is encountered during execution.5

Moreover, the actual parameter is evaluated each time the formal parameter is encoun-
tered during execution. Consider the example of Fig. 7.10, where the construct i++

has the semantics of returning the current value of the variable i and then increment-
ing the value of the variable by 1. The copy rule requires that the i++ construct is

5We say that call by name is a by need parameter passing mode.

La regla de la copia requiere que 
el argumento sea evaluado sólo 
cuando (y sólo si) el parámetro es 
encontrado durante la ejecución

… además, que sea evaluado 
cada vez que el parámetro sea 
encontrado durante la ejecución

• p.ej., supongamos que i++ 
devuelve el valor actual de i y 
luego incrementa el valor de i en 1

i++ es evaluado dos veces (una 
por cada ocurrencia de y):
• la primera, devuelve 2 e i es 
incrementado a 3
• la segunda, devuelve 3 e i es 
incrementado a 4
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El que llama debe pasar no sólo la 
expresión textual correspondiente al 
argumento

… sino también el entorno en el cual 
la expresión debe ser evaluada

⟶	el par —o la clausura— (expresión, 
entorno), en que entorno incluye 
todas las variables libres en expresión

⟹ Caro

176 7 Control Abstraction

Fig. 7.12 Implementation of
call by name

We can finally summarise what we know on call by name. It is a mode which
supports input and output parameters. The formal parameter does not correspond
to a variable that is local to the procedure; the actual parameter can be an arbitrary
expression. It is possible that the actual and formal parameters can be aliased. The
actual parameter must evaluate to an l-value if the formal parameter appears on the
left of an assignment, The semantics of call by name was established by the copy
rule which allows the maintenance of a constant link between formal and actual
parameters during execution. The canonical implementation uses a closure. The
procedure’s local environment is extended with an association between the formal
and a closure, the latter being composed of the actual parameter and the environment
in which the call occurs. Every access to the formal parameter is performed via the
ex novo evaluation of the actual parameter in the environment stored in the closure.
Call by name is an expensive parameter-passing mode, both because of the need to
pass a complex structure and, in particular, because of the repeated evaluation of the
actual parameter in an environment that is not the current one.

7.2 Higher-Order Functions

A function is higher order when it accepts as parameters, or returns another function
as its result. Although there is no unanimous agreement in the literature, we will
say that a programming language is higher-order when it allows functions either as
parameters or as results of other functions. Languages with functions as parameters
are fairly common. On the other hand, languages that allow functions to return
functions as a result are less common. This last type of operation, however, is one of
the fundamental mechanisms of functional programming languages (which we will
deal with extensively in Chap. 11). We will, in this section, discuss linguistic and
implementation problems in these two cases. We treat each of them separately.

Clausura construida 
por la llamada f(a)

Puntero al en-
torno local de a

Entorno local 
de a en el stack

RA de f en 
el stack

Parámetro 
de f 

Argumento de 
la llamada a f 

Implementación de llamada por nombre
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Fig. 7.11 Call by name is not call by value-result

evaluated twice. Once for every occurrence of the formal parameter y in fie. The
first time, its evaluation returns the value 2 and increments the value of i by one.
The second time, it returns the value 3 and increments i again.

The example we have just discussed shows how it is an error to consider call by
name as a complicated way of describing call by value-result. The two modes are
semantically different, as Fig. 7.11 shows. Let us assume, first, that we are to execute
fiefoowith parameters passed by value-result. On termination, wewill haveA[1]

with value 1 and i with value 2, while the rest of the array A has not been touched.
If, on the other hand, we execute the same procedure with the two parameters passed
by name, on termination we have A[1] with value 4, i with value 2 and, what is
more important, the element A[2] has been updated to the value 1. In this case, call
by reference exhibits the same behaviour as call by value-result.

It remains to describe how call by name can be implemented. We have already
seen that the caller must pass not only the textual expression forming its actual
parameter but also the environment in which this expression must be evaluated.
We call closure6 such a pair (expression, environment) in which the environment
includes all the free variables in the expression. We can therefore say that, in the
case of call by name, the caller passes a closure, formed from the actual parameter
(in the form of a textual expression) and the current environment. When the callee
encounters a reference to the formal parameter, it is resolved using the evaluation of
the first component of the closure in the environment given by the second component.
Figure7.12 describes this situation in the particular case of an abstract machine with
a stack. In this case, a closure is a pair formed from two pointers: the first points to
the code that evaluates the expression of the formal parameter, the second is a pointer
to the block which forms the local environment in which to evaluate the expression.
When a procedure fwith a formal name parameter,x, is called with actual parameter
a, the call constructs a closure whose first component is a pointer to the code for
a and whose second component is a pointer to the caller’s activation record. It then
binds this closure (for example, using another pointer) to the formal parameter x

which resides in the called procedure’s activation record.

6 The term “closure” comes from mathematical logic. A formula is closed when it does not contain
free variables. A closure is a canonical method for transforming a piece of code containing nonlocal
(that is, “free”) variables in a completely specified code.
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Llamada por nombre no es 
llamada por valor-resultado

Parámetros pasados por valor-resultado:

fiefoo(i,A[i]) termina con A[1] con valor 1,  i con valor 2, 
el resto de A no ha sido tocado

En este ej., el mismo comportamiento que por referencia

Parámetros pasados por nombre:

fiefoo(i,A[i]) termina con A[1] con 
valor 4,  i con valor 2, y A[2] con valor 1
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Funciones de orden superior

Cuando acepta como parámetro 
o retorna como valor una función
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Funciones de orden superior

Cuando acepta como parámetro 
o retorna como valor una función

Más comúnMenos común
Fundamental en lenguajes 
de programación funcional
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Parámetros funcionales

178 7 Control Abstraction

Fig. 7.13 Functional parameters

is the (nonlocal) environment in which f will be evaluated. Concerning this second
question, the reader will not be surprised if we observe that there are two possibilities
for selecting the nonlocal environment to use when executing a function f invoked
using a formal parameter h:

• Use the environment that is active at the time when the link between h and f is
created (which happens on line 11). We say, in this case, that the language uses a
deep binding policy.

• Use the environment that is active when the call of f using h occurs (which
happens on line 7). In this case, we say that the language uses a shallow binding
policy.9

Although the two alternatives for binding immediately recall the distinction
between static and dynamic scope, we emphasise that the binding policy (in the
case of higher-order functions) should be considered independent of scope policy.
All common languages that use static scope also use deep binding (because the choice
of a shallow policy appears contradictory at the methodological level). The matter
is not as clear for languages with dynamic scope, among which there are languages
with deep as well as shallow binding.

Returning to the example of Fig. 7.13, the different scope and binding policies
yield the following behaviours:

• Under static scope and deep binding, the call h(3) returns 4 (and g returns 6).
The x in the body of f when it is called using h is the one in the outermost block;

9 The terminology, however, is not uniform across the literature. In particular, the terms deep and
shallow binding are also used, in a special way, in the LISP community to indicate two different
implementation techniques for dynamic scope.

Declaración de la función g
… con un único parámetro formal h
… que a su vez es una función

h es especificada como una 
función que retorna un int
… y recibe como parámetro 
formal un int
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Fig. 7.13 Functional parameters

is the (nonlocal) environment in which f will be evaluated. Concerning this second
question, the reader will not be surprised if we observe that there are two possibilities
for selecting the nonlocal environment to use when executing a function f invoked
using a formal parameter h:

• Use the environment that is active at the time when the link between h and f is
created (which happens on line 11). We say, in this case, that the language uses a
deep binding policy.

• Use the environment that is active when the call of f using h occurs (which
happens on line 7). In this case, we say that the language uses a shallow binding
policy.9

Although the two alternatives for binding immediately recall the distinction
between static and dynamic scope, we emphasise that the binding policy (in the
case of higher-order functions) should be considered independent of scope policy.
All common languages that use static scope also use deep binding (because the choice
of a shallow policy appears contradictory at the methodological level). The matter
is not as clear for languages with dynamic scope, among which there are languages
with deep as well as shallow binding.

Returning to the example of Fig. 7.13, the different scope and binding policies
yield the following behaviours:

• Under static scope and deep binding, the call h(3) returns 4 (and g returns 6).
The x in the body of f when it is called using h is the one in the outermost block;

9 The terminology, however, is not uniform across the literature. In particular, the terms deep and
shallow binding are also used, in a special way, in the LISP community to indicate two different
implementation techniques for dynamic scope.

Declaración de la función g
… con un único parámetro formal h
… que a su vez es una función

h es especificada como una 
función que retorna un int
… y recibe como parámetro 
formal un int

f pasa como argumento a g

f es llamada 
a través de h
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Fig. 7.13 Functional parameters

is the (nonlocal) environment in which f will be evaluated. Concerning this second
question, the reader will not be surprised if we observe that there are two possibilities
for selecting the nonlocal environment to use when executing a function f invoked
using a formal parameter h:

• Use the environment that is active at the time when the link between h and f is
created (which happens on line 11). We say, in this case, that the language uses a
deep binding policy.

• Use the environment that is active when the call of f using h occurs (which
happens on line 7). In this case, we say that the language uses a shallow binding
policy.9

Although the two alternatives for binding immediately recall the distinction
between static and dynamic scope, we emphasise that the binding policy (in the
case of higher-order functions) should be considered independent of scope policy.
All common languages that use static scope also use deep binding (because the choice
of a shallow policy appears contradictory at the methodological level). The matter
is not as clear for languages with dynamic scope, among which there are languages
with deep as well as shallow binding.

Returning to the example of Fig. 7.13, the different scope and binding policies
yield the following behaviours:

• Under static scope and deep binding, the call h(3) returns 4 (and g returns 6).
The x in the body of f when it is called using h is the one in the outermost block;

9 The terminology, however, is not uniform across the literature. In particular, the terms deep and
shallow binding are also used, in a special way, in the LISP community to indicate two different
implementation techniques for dynamic scope.

El nombre x está definido 
varias veces
⟶	es necesario establecer 
cuál es el entorno (no local) 
en el cual f será evaluada
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is the (nonlocal) environment in which f will be evaluated. Concerning this second
question, the reader will not be surprised if we observe that there are two possibilities
for selecting the nonlocal environment to use when executing a function f invoked
using a formal parameter h:

• Use the environment that is active at the time when the link between h and f is
created (which happens on line 11). We say, in this case, that the language uses a
deep binding policy.

• Use the environment that is active when the call of f using h occurs (which
happens on line 7). In this case, we say that the language uses a shallow binding
policy.9

Although the two alternatives for binding immediately recall the distinction
between static and dynamic scope, we emphasise that the binding policy (in the
case of higher-order functions) should be considered independent of scope policy.
All common languages that use static scope also use deep binding (because the choice
of a shallow policy appears contradictory at the methodological level). The matter
is not as clear for languages with dynamic scope, among which there are languages
with deep as well as shallow binding.

Returning to the example of Fig. 7.13, the different scope and binding policies
yield the following behaviours:

• Under static scope and deep binding, the call h(3) returns 4 (and g returns 6).
The x in the body of f when it is called using h is the one in the outermost block;

9 The terminology, however, is not uniform across the literature. In particular, the terms deep and
shallow binding are also used, in a special way, in the LISP community to indicate two different
implementation techniques for dynamic scope.

El nombre x está definido 
varias veces
⟶	es necesario establecer 
cuál es el entorno (no local) 
en el cual f será evaluada

El entorno activo al 
momento de crear el 
vínculo entre h y f:
⟶	asociación profunda

El entorno activo 
cuando ocurre la 
llamada a f usando h:
⟶	asociación superficial

⋯
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Anidación léxica de las 
subrutinas A, B, C, D y E:
A es léx.circ. a B y a E
B es léx.circ. a C y a D

La secuencia de llama-
das es A, E, B, D y C

Así se ven los links 
estáticos en el stack

Alcance y ámbito estáticos
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Alcance y ámbito dinámicos

La vinculación vigente para un nombre dado 
es la que se encuentra más recientemente 
durante la ejecución y que aún no ha sido 
destruida por retornra de su alcance

3.3 Scope Rules 143

1. n : integer –– global declaration

2. procedure first( )
3. n := 1

4. procedure second( )
5. n : integer –– local declaration
6. first( )

7. n := 2
8. if read integer( ) > 0
9. second( )

10. else
11. first( )
12. write integer(n)

Figure 3.9 Static versus dynamic scoping. Program output depends on both scope rules and,
in the case of dynamic scoping, a value read at run time.

result, many semantic rules in a language with dynamic scoping become a matter
of dynamic semantics rather than static semantics. Type checking in expressions
and argument checking in subroutine calls, for example, must in general be de-
ferred until run time. To accommodate all these checks, languages with dynamic
scoping tend to be interpreted, rather than compiled.

Consider the program in Figure 3.9. If static scoping is in effect, this programEXAMPLE 3.18
Static vs dynamic scoping prints a 1. If dynamic scoping is in effect, the output depends on the value read

at line 8 at run time: if the input is positive, the program prints a 2; otherwise it
prints a 1. Why the difference? At issue is whether the assignment to the variable
n at line 3 refers to the global variable declared at line 1 or to the local variable
declared at line 5. Static scope rules require that the reference resolve to the closest
lexically enclosing declaration, namely the global n. Procedure first changes n to
1, and line 12 prints this value. Dynamic scope rules, on the other hand, require
that we choose the most recent, active binding for n at run time.

DESIGN & IMPLEMENTATION

3.6 Dynamic scoping
It is not entirely clear whether the use of dynamic scoping in Lisp and other
early interpreted languages was deliberate or accidental. One reason to think
that it may have been deliberate is that it makes it very easy for an interpreter to
look up the meaning of a name: all that is required is a stack of declarations (we
examine this stack more closely in Section C 3.4.2). Unfortunately, this simple
implementation has a very high run-time cost, and experience indicates that
dynamic scoping makes programs harder to understand. The modern consen-
sus seems to be that dynamic scoping is usually a bad idea (see Exercise 3.17
and Exploration 3.36 for two exceptions).

Bajo alcance estático, imprime un 1

Bajo alcance dinámico, depende 
del valor leído en la línea 8:
• si es positivo, imprime un 2
• de lo contrario, un 1

¿ Cuál n es esta n ?

¿ Es ésta ?

¿ … o es ésta ?
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Alcance y ámbito dinámicos

La asociación para un nombre X, en un punto P del programa, 
es la asociación más reciente (en sentido temporal) creada 
para X que aún está activa cuando el flujo del control llega a P

3.3 Scope Rules 143

1. n : integer –– global declaration

2. procedure first( )
3. n := 1

4. procedure second( )
5. n : integer –– local declaration
6. first( )

7. n := 2
8. if read integer( ) > 0
9. second( )

10. else
11. first( )
12. write integer(n)

Figure 3.9 Static versus dynamic scoping. Program output depends on both scope rules and,
in the case of dynamic scoping, a value read at run time.

result, many semantic rules in a language with dynamic scoping become a matter
of dynamic semantics rather than static semantics. Type checking in expressions
and argument checking in subroutine calls, for example, must in general be de-
ferred until run time. To accommodate all these checks, languages with dynamic
scoping tend to be interpreted, rather than compiled.

Consider the program in Figure 3.9. If static scoping is in effect, this programEXAMPLE 3.18
Static vs dynamic scoping prints a 1. If dynamic scoping is in effect, the output depends on the value read

at line 8 at run time: if the input is positive, the program prints a 2; otherwise it
prints a 1. Why the difference? At issue is whether the assignment to the variable
n at line 3 refers to the global variable declared at line 1 or to the local variable
declared at line 5. Static scope rules require that the reference resolve to the closest
lexically enclosing declaration, namely the global n. Procedure first changes n to
1, and line 12 prints this value. Dynamic scope rules, on the other hand, require
that we choose the most recent, active binding for n at run time.

DESIGN & IMPLEMENTATION

3.6 Dynamic scoping
It is not entirely clear whether the use of dynamic scoping in Lisp and other
early interpreted languages was deliberate or accidental. One reason to think
that it may have been deliberate is that it makes it very easy for an interpreter to
look up the meaning of a name: all that is required is a stack of declarations (we
examine this stack more closely in Section C 3.4.2). Unfortunately, this simple
implementation has a very high run-time cost, and experience indicates that
dynamic scoping makes programs harder to understand. The modern consen-
sus seems to be that dynamic scoping is usually a bad idea (see Exercise 3.17
and Exploration 3.36 for two exceptions).

Bajo alcance dinámico, depende 
del valor leído en la línea 8:
• si es positivo, imprime un 2
• de lo contrario, un 1

¿ Cuál n es esta n ?

¿ Es ésta ?
A. estático

¿ … o es ésta ?
A. dinámico

Bajo alcance está-
tico, imprime un 1
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is the (nonlocal) environment in which f will be evaluated. Concerning this second
question, the reader will not be surprised if we observe that there are two possibilities
for selecting the nonlocal environment to use when executing a function f invoked
using a formal parameter h:

• Use the environment that is active at the time when the link between h and f is
created (which happens on line 11). We say, in this case, that the language uses a
deep binding policy.

• Use the environment that is active when the call of f using h occurs (which
happens on line 7). In this case, we say that the language uses a shallow binding
policy.9

Although the two alternatives for binding immediately recall the distinction
between static and dynamic scope, we emphasise that the binding policy (in the
case of higher-order functions) should be considered independent of scope policy.
All common languages that use static scope also use deep binding (because the choice
of a shallow policy appears contradictory at the methodological level). The matter
is not as clear for languages with dynamic scope, among which there are languages
with deep as well as shallow binding.

Returning to the example of Fig. 7.13, the different scope and binding policies
yield the following behaviours:

• Under static scope and deep binding, the call h(3) returns 4 (and g returns 6).
The x in the body of f when it is called using h is the one in the outermost block;

9 The terminology, however, is not uniform across the literature. In particular, the terms deep and
shallow binding are also used, in a special way, in the LISP community to indicate two different
implementation techniques for dynamic scope.

El nombre x está definido 
varias veces
⟶	es necesario establecer 
cuál es el entorno (no local) 
en el cual f será evaluada

El entorno activo al 
momento de crear el 
vínculo entre h y f:
⟶	asociación profunda

El entorno activo 
cuando ocurre la 
llamada a f usando h:
⟶	asociación superficial

¿Similar a diferencia entre alcance estático y dinámico?
La política de alcance es independiente de la de asociación:
• los lenguajes con alcance estático usan asociación profunda
• los lenguajes con alcance dinámico usan una u otra
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is the (nonlocal) environment in which f will be evaluated. Concerning this second
question, the reader will not be surprised if we observe that there are two possibilities
for selecting the nonlocal environment to use when executing a function f invoked
using a formal parameter h:

• Use the environment that is active at the time when the link between h and f is
created (which happens on line 11). We say, in this case, that the language uses a
deep binding policy.

• Use the environment that is active when the call of f using h occurs (which
happens on line 7). In this case, we say that the language uses a shallow binding
policy.9

Although the two alternatives for binding immediately recall the distinction
between static and dynamic scope, we emphasise that the binding policy (in the
case of higher-order functions) should be considered independent of scope policy.
All common languages that use static scope also use deep binding (because the choice
of a shallow policy appears contradictory at the methodological level). The matter
is not as clear for languages with dynamic scope, among which there are languages
with deep as well as shallow binding.

Returning to the example of Fig. 7.13, the different scope and binding policies
yield the following behaviours:

• Under static scope and deep binding, the call h(3) returns 4 (and g returns 6).
The x in the body of f when it is called using h is the one in the outermost block;

9 The terminology, however, is not uniform across the literature. In particular, the terms deep and
shallow binding are also used, in a special way, in the LISP community to indicate two different
implementation techniques for dynamic scope.

Ámbito estático y asociación profunda:
• h(3) retorna 4 (y g, 6)
• la x en f es la del bloque más externo

Ámbito dinámico y asociación profunda:
• h(3) retorna 7 (y g, 9)
• la x en f es la x local al bloque en que 
ocurre g(f)

Ámbito dinámico y asociación superficial:
• h(3) retorna 5 (y g, 7)
• la x en f es la x local a g
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chain

assigns the content of the second component of the closure to the static chain pointer
of the activation record for the new invocation.

Figure7.14 shows the situation on the activation stack for the code in Fig. 7.13 at
the moment at which the function f is entered (it is called using h from the body
of g). When the function g is called with actual parameter f, a closure is linked to h.
f is declared at distance 1 from the place in which it appears as an actual parameter
(it is in fact declared inside the block which contains the one in which it appears as
an actual parameter). The second component of the closure is therefore determined
by 1 step along the static chain (obtaining a pointer to the outer block). When f is
called through the name h, the corresponding activation record is pushed onto the
stack. The value of the static chain pointer is taken from the second component of
the closure.

The reader will recall, once more, that the problems we are discussing appear only
when the language allows the definition of functions with nonlocal environments,
that is allows the definition of functions inside nested blocks. In the contrary case, for
example in C, there is no nonlocal environment, so there is no need for closures. To
pass a function as a parameter, it is enough to pass a pointer to its code. All nonlocal
references in the body of the function will be resolved in the global environment.

Binding Policy and Static Scope

We have already observed how all languages with static scope use deep binding. At
first sight it could rather seem that deep or shallow binding make no difference in the
case of static scope. After all, the nonlocal environment of a function is determined
from the (static) position of its declaration and not by the way in which it is invoked.
In the case in Fig. 7.13, it is the scope (and not binding) rule that establishes that
every invocation of f (whether direct, using its name, or indirect, using a formal
parameter) is evaluated in the outermost nonlocal environment.

In general, however, it is not like this. The reason for this is that there can be
many activation records for the same function simultaneously present on the stack

178 7 Control Abstraction

Fig. 7.13 Functional parameters

is the (nonlocal) environment in which f will be evaluated. Concerning this second
question, the reader will not be surprised if we observe that there are two possibilities
for selecting the nonlocal environment to use when executing a function f invoked
using a formal parameter h:

• Use the environment that is active at the time when the link between h and f is
created (which happens on line 11). We say, in this case, that the language uses a
deep binding policy.

• Use the environment that is active when the call of f using h occurs (which
happens on line 7). In this case, we say that the language uses a shallow binding
policy.9

Although the two alternatives for binding immediately recall the distinction
between static and dynamic scope, we emphasise that the binding policy (in the
case of higher-order functions) should be considered independent of scope policy.
All common languages that use static scope also use deep binding (because the choice
of a shallow policy appears contradictory at the methodological level). The matter
is not as clear for languages with dynamic scope, among which there are languages
with deep as well as shallow binding.

Returning to the example of Fig. 7.13, the different scope and binding policies
yield the following behaviours:

• Under static scope and deep binding, the call h(3) returns 4 (and g returns 6).
The x in the body of f when it is called using h is the one in the outermost block;

9 The terminology, however, is not uniform across the literature. In particular, the terms deep and
shallow binding are also used, in a special way, in the LISP community to indicate two different
implementation techniques for dynamic scope.

Stack al inicio de la la 
ejecución de f, debido 
a la llamada a h en g

Cuando g es llamada 
con argumento f, se 
vincula una clausura a h
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Funciones de orden superior

Cuando aceptan como parámetro 
o retornan como valor una función



Funciones de orden superior

Cuando aceptan como parámetro 
o retornan como valor una función
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Más comúnMenos común
Fundamental en lenguajes 
de programación funcional
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is the (nonlocal) environment in which f will be evaluated. Concerning this second
question, the reader will not be surprised if we observe that there are two possibilities
for selecting the nonlocal environment to use when executing a function f invoked
using a formal parameter h:

• Use the environment that is active at the time when the link between h and f is
created (which happens on line 11). We say, in this case, that the language uses a
deep binding policy.

• Use the environment that is active when the call of f using h occurs (which
happens on line 7). In this case, we say that the language uses a shallow binding
policy.9

Although the two alternatives for binding immediately recall the distinction
between static and dynamic scope, we emphasise that the binding policy (in the
case of higher-order functions) should be considered independent of scope policy.
All common languages that use static scope also use deep binding (because the choice
of a shallow policy appears contradictory at the methodological level). The matter
is not as clear for languages with dynamic scope, among which there are languages
with deep as well as shallow binding.

Returning to the example of Fig. 7.13, the different scope and binding policies
yield the following behaviours:

• Under static scope and deep binding, the call h(3) returns 4 (and g returns 6).
The x in the body of f when it is called using h is the one in the outermost block;

9 The terminology, however, is not uniform across the literature. In particular, the terms deep and
shallow binding are also used, in a special way, in the LISP community to indicate two different
implementation techniques for dynamic scope.

Declaración de la función g
… con un único parámetro formal h
… que a su vez es una función

h es especificada como una 
función que retorna un int
… y recibe como parámetro 
formal un int
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is the (nonlocal) environment in which f will be evaluated. Concerning this second
question, the reader will not be surprised if we observe that there are two possibilities
for selecting the nonlocal environment to use when executing a function f invoked
using a formal parameter h:

• Use the environment that is active at the time when the link between h and f is
created (which happens on line 11). We say, in this case, that the language uses a
deep binding policy.

• Use the environment that is active when the call of f using h occurs (which
happens on line 7). In this case, we say that the language uses a shallow binding
policy.9

Although the two alternatives for binding immediately recall the distinction
between static and dynamic scope, we emphasise that the binding policy (in the
case of higher-order functions) should be considered independent of scope policy.
All common languages that use static scope also use deep binding (because the choice
of a shallow policy appears contradictory at the methodological level). The matter
is not as clear for languages with dynamic scope, among which there are languages
with deep as well as shallow binding.

Returning to the example of Fig. 7.13, the different scope and binding policies
yield the following behaviours:

• Under static scope and deep binding, the call h(3) returns 4 (and g returns 6).
The x in the body of f when it is called using h is the one in the outermost block;

9 The terminology, however, is not uniform across the literature. In particular, the terms deep and
shallow binding are also used, in a special way, in the LISP community to indicate two different
implementation techniques for dynamic scope.

Declaración de la función g
… con un único parámetro formal h
… que a su vez es una función

h es especificada como una 
función que retorna un int
… y recibe como parámetro 
formal un int

f pasa como argumento a g

f es llamada 
a través de h

Parámetros de tipo función
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is the (nonlocal) environment in which f will be evaluated. Concerning this second
question, the reader will not be surprised if we observe that there are two possibilities
for selecting the nonlocal environment to use when executing a function f invoked
using a formal parameter h:

• Use the environment that is active at the time when the link between h and f is
created (which happens on line 11). We say, in this case, that the language uses a
deep binding policy.

• Use the environment that is active when the call of f using h occurs (which
happens on line 7). In this case, we say that the language uses a shallow binding
policy.9

Although the two alternatives for binding immediately recall the distinction
between static and dynamic scope, we emphasise that the binding policy (in the
case of higher-order functions) should be considered independent of scope policy.
All common languages that use static scope also use deep binding (because the choice
of a shallow policy appears contradictory at the methodological level). The matter
is not as clear for languages with dynamic scope, among which there are languages
with deep as well as shallow binding.

Returning to the example of Fig. 7.13, the different scope and binding policies
yield the following behaviours:

• Under static scope and deep binding, the call h(3) returns 4 (and g returns 6).
The x in the body of f when it is called using h is the one in the outermost block;

9 The terminology, however, is not uniform across the literature. In particular, the terms deep and
shallow binding are also used, in a special way, in the LISP community to indicate two different
implementation techniques for dynamic scope.

El nombre x está definido 
varias veces
⟶	es necesario establecer 
cuál es el entorno (no local) 
en el cual f será evaluada

Parámetros de tipo función



96 178 7 Control Abstraction

Fig. 7.13 Functional parameters

is the (nonlocal) environment in which f will be evaluated. Concerning this second
question, the reader will not be surprised if we observe that there are two possibilities
for selecting the nonlocal environment to use when executing a function f invoked
using a formal parameter h:

• Use the environment that is active at the time when the link between h and f is
created (which happens on line 11). We say, in this case, that the language uses a
deep binding policy.

• Use the environment that is active when the call of f using h occurs (which
happens on line 7). In this case, we say that the language uses a shallow binding
policy.9

Although the two alternatives for binding immediately recall the distinction
between static and dynamic scope, we emphasise that the binding policy (in the
case of higher-order functions) should be considered independent of scope policy.
All common languages that use static scope also use deep binding (because the choice
of a shallow policy appears contradictory at the methodological level). The matter
is not as clear for languages with dynamic scope, among which there are languages
with deep as well as shallow binding.

Returning to the example of Fig. 7.13, the different scope and binding policies
yield the following behaviours:

• Under static scope and deep binding, the call h(3) returns 4 (and g returns 6).
The x in the body of f when it is called using h is the one in the outermost block;

9 The terminology, however, is not uniform across the literature. In particular, the terms deep and
shallow binding are also used, in a special way, in the LISP community to indicate two different
implementation techniques for dynamic scope.

El nombre x está definido 
varias veces
⟶	es necesario establecer 
cuál es el entorno (no local) 
en el cual f será evaluada:
Hay dos posibilidades:

• Entorno activo al crear el 
vínculo entre h y f:
⟶	asociación profunda

Aquí se crea el 
vínculo entre h y f

Parámetros de tipo función
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is the (nonlocal) environment in which f will be evaluated. Concerning this second
question, the reader will not be surprised if we observe that there are two possibilities
for selecting the nonlocal environment to use when executing a function f invoked
using a formal parameter h:

• Use the environment that is active at the time when the link between h and f is
created (which happens on line 11). We say, in this case, that the language uses a
deep binding policy.

• Use the environment that is active when the call of f using h occurs (which
happens on line 7). In this case, we say that the language uses a shallow binding
policy.9

Although the two alternatives for binding immediately recall the distinction
between static and dynamic scope, we emphasise that the binding policy (in the
case of higher-order functions) should be considered independent of scope policy.
All common languages that use static scope also use deep binding (because the choice
of a shallow policy appears contradictory at the methodological level). The matter
is not as clear for languages with dynamic scope, among which there are languages
with deep as well as shallow binding.

Returning to the example of Fig. 7.13, the different scope and binding policies
yield the following behaviours:

• Under static scope and deep binding, the call h(3) returns 4 (and g returns 6).
The x in the body of f when it is called using h is the one in the outermost block;

9 The terminology, however, is not uniform across the literature. In particular, the terms deep and
shallow binding are also used, in a special way, in the LISP community to indicate two different
implementation techniques for dynamic scope.

El nombre x está definido 
varias veces
⟶	es necesario establecer 
cuál es el entorno (no local) 
en el cual f será evaluada:
Hay dos posibilidades:

• Entorno activo al crear el 
vínculo entre h y f:
⟶	asociación profunda

• Entorno activo cuando se 
llama a f usando h:
⟶	asociación superficial

⋯

Aquí se crea el 
vínculo entre h y f

Aquí se llama 
a f usando h

Parámetros de tipo función
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B
A

C

D

E

fp
C

D

B

E

A

Dynamic
links

Static
links

Figure 9.1 Example of subroutine nesting, taken from Figure 3.5. Within B , C, and D , all five
routines are visible. Within A and E, routines A , B , and E are visible, but C and D are not.
Given the calling sequence A , E, B, D , C, in that order, frames will be allocated on the stack as
shown at right, with the indicated static and dynamic links.

that are thus neither local nor global, can be found by maintaining a static chain
(Figure 9.1). Each stack frame contains a reference to the frame of the lexically
surrounding subroutine. This reference is called the static link. By analogy, the
saved value of the frame pointer, which will be restored on subroutine return, is
called the dynamic link. The static and dynamic links may or may not be the same,
depending on whether the current routine was called by its lexically surrounding
routine, or by some other routine nested in that surrounding routine. !

Whether or not a subroutine is called directly by the lexically surrounding rou-
tine, we can be sure that the surrounding routine is active; there is no other way
that the current routine could have been visible, allowing it to be called. Consider,EXAMPLE 9.4

Visibility of nested routines for example, the subroutine nesting shown in Figure 9.1. If subroutine D is called
directly from B, then clearly B’s frame will already be on the stack. How else
could D be called? It is not visible in A or E, because it is nested inside of B. A
moment’s thought makes clear that it is only when control enters B (placing B’s
frame on the stack) that D comes into view. It can therefore be called by C, or
by any other routine (not shown) that is nested inside C or D, but only because
these are also within B. !
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Anidación léxica de las 
subrutinas A, B, C, D y E:
A es léx.circ*. a B y a E
B es léx.circ. a C y a D

Secuencia de llamadas: 
A ⟶	E ⟶	B ⟶	D ⟶ C

Así se ven los links 
estáticos en el stack: 
reflejan la anidación 
léxica de las subrutinas

Recordemos: Alcance y ámbito estáticos

Así se ven los links 
dinámicos en el stack: 
reflejan la secuencia 
de llamadas

*léxicamente 
circundante
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(también hay) Alcance y ámbito dinámicos

La asociación para un nombre X, en un punto P del programa, es la 
asociación más reciente (en sentido temporal) creada para X que 
aún está activa cuando el flujo del control llega a P

3.3 Scope Rules 143

1. n : integer –– global declaration

2. procedure first( )
3. n := 1

4. procedure second( )
5. n : integer –– local declaration
6. first( )

7. n := 2
8. if read integer( ) > 0
9. second( )

10. else
11. first( )
12. write integer(n)

Figure 3.9 Static versus dynamic scoping. Program output depends on both scope rules and,
in the case of dynamic scoping, a value read at run time.

result, many semantic rules in a language with dynamic scoping become a matter
of dynamic semantics rather than static semantics. Type checking in expressions
and argument checking in subroutine calls, for example, must in general be de-
ferred until run time. To accommodate all these checks, languages with dynamic
scoping tend to be interpreted, rather than compiled.

Consider the program in Figure 3.9. If static scoping is in effect, this programEXAMPLE 3.18
Static vs dynamic scoping prints a 1. If dynamic scoping is in effect, the output depends on the value read

at line 8 at run time: if the input is positive, the program prints a 2; otherwise it
prints a 1. Why the difference? At issue is whether the assignment to the variable
n at line 3 refers to the global variable declared at line 1 or to the local variable
declared at line 5. Static scope rules require that the reference resolve to the closest
lexically enclosing declaration, namely the global n. Procedure first changes n to
1, and line 12 prints this value. Dynamic scope rules, on the other hand, require
that we choose the most recent, active binding for n at run time.

DESIGN & IMPLEMENTATION

3.6 Dynamic scoping
It is not entirely clear whether the use of dynamic scoping in Lisp and other
early interpreted languages was deliberate or accidental. One reason to think
that it may have been deliberate is that it makes it very easy for an interpreter to
look up the meaning of a name: all that is required is a stack of declarations (we
examine this stack more closely in Section C 3.4.2). Unfortunately, this simple
implementation has a very high run-time cost, and experience indicates that
dynamic scoping makes programs harder to understand. The modern consen-
sus seems to be that dynamic scoping is usually a bad idea (see Exercise 3.17
and Exploration 3.36 for two exceptions).

Bajo alcance dinámico, depende 
del valor leído en la línea 8:
• si es positivo, imprime un 2
• de lo contrario, un 1

¿ Cuál n es esta n ?

¿ Es ésta ?
A. estático

¿ … o es ésta ?
A. dinámico

Bajo alcance está-
tico, imprime un 1

Usado principalmente para 
simplificar el manejo del 
entorno en tiempo de 
ejecución, i.e., links estáticos 
además de links dinámicos:
• Lisp, APL, SNOBOL, Perl
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is the (nonlocal) environment in which f will be evaluated. Concerning this second
question, the reader will not be surprised if we observe that there are two possibilities
for selecting the nonlocal environment to use when executing a function f invoked
using a formal parameter h:

• Use the environment that is active at the time when the link between h and f is
created (which happens on line 11). We say, in this case, that the language uses a
deep binding policy.

• Use the environment that is active when the call of f using h occurs (which
happens on line 7). In this case, we say that the language uses a shallow binding
policy.9

Although the two alternatives for binding immediately recall the distinction
between static and dynamic scope, we emphasise that the binding policy (in the
case of higher-order functions) should be considered independent of scope policy.
All common languages that use static scope also use deep binding (because the choice
of a shallow policy appears contradictory at the methodological level). The matter
is not as clear for languages with dynamic scope, among which there are languages
with deep as well as shallow binding.

Returning to the example of Fig. 7.13, the different scope and binding policies
yield the following behaviours:

• Under static scope and deep binding, the call h(3) returns 4 (and g returns 6).
The x in the body of f when it is called using h is the one in the outermost block;

9 The terminology, however, is not uniform across the literature. In particular, the terms deep and
shallow binding are also used, in a special way, in the LISP community to indicate two different
implementation techniques for dynamic scope.

El nombre x está definido 
varias veces
⟶	es necesario establecer 
cuál es el entorno (no local) 
en el cual f será evaluada:
Hay dos posibilidades:

• Entorno activo al crear el 
vínculo entre h y f:
⟶	asociación profunda

• Entorno activo cuando se 
llama a f usando h:
⟶	asociación superficial

Aquí se crea el 
vínculo entre h y f

Aquí se llama 
a f usando h

Parámetros de tipo función

¿Similar a la diferencia entre alcance estático y dinámico?
La política de alcance es independiente de la de asociación:
• los lenguajes con alcance estático usan asociación profunda
• los lenguajes con alcance dinámico usan una u otra

Asociación superficial se 
ve como contradictoria
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is the (nonlocal) environment in which f will be evaluated. Concerning this second
question, the reader will not be surprised if we observe that there are two possibilities
for selecting the nonlocal environment to use when executing a function f invoked
using a formal parameter h:

• Use the environment that is active at the time when the link between h and f is
created (which happens on line 11). We say, in this case, that the language uses a
deep binding policy.

• Use the environment that is active when the call of f using h occurs (which
happens on line 7). In this case, we say that the language uses a shallow binding
policy.9

Although the two alternatives for binding immediately recall the distinction
between static and dynamic scope, we emphasise that the binding policy (in the
case of higher-order functions) should be considered independent of scope policy.
All common languages that use static scope also use deep binding (because the choice
of a shallow policy appears contradictory at the methodological level). The matter
is not as clear for languages with dynamic scope, among which there are languages
with deep as well as shallow binding.

Returning to the example of Fig. 7.13, the different scope and binding policies
yield the following behaviours:

• Under static scope and deep binding, the call h(3) returns 4 (and g returns 6).
The x in the body of f when it is called using h is the one in the outermost block;

9 The terminology, however, is not uniform across the literature. In particular, the terms deep and
shallow binding are also used, in a special way, in the LISP community to indicate two different
implementation techniques for dynamic scope.

Bajo ámbito estático, éste es el entorno 
activo al crear el vínculo entre h y f
⟶	asociación profunda:
• h(3) retorna 4 (y g, 6)
• la x en f es la del bloque más externo

Parámetros de tipo función

Aquí se crea el 
vínculo entre h y f
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is the (nonlocal) environment in which f will be evaluated. Concerning this second
question, the reader will not be surprised if we observe that there are two possibilities
for selecting the nonlocal environment to use when executing a function f invoked
using a formal parameter h:

• Use the environment that is active at the time when the link between h and f is
created (which happens on line 11). We say, in this case, that the language uses a
deep binding policy.

• Use the environment that is active when the call of f using h occurs (which
happens on line 7). In this case, we say that the language uses a shallow binding
policy.9

Although the two alternatives for binding immediately recall the distinction
between static and dynamic scope, we emphasise that the binding policy (in the
case of higher-order functions) should be considered independent of scope policy.
All common languages that use static scope also use deep binding (because the choice
of a shallow policy appears contradictory at the methodological level). The matter
is not as clear for languages with dynamic scope, among which there are languages
with deep as well as shallow binding.

Returning to the example of Fig. 7.13, the different scope and binding policies
yield the following behaviours:

• Under static scope and deep binding, the call h(3) returns 4 (and g returns 6).
The x in the body of f when it is called using h is the one in the outermost block;

9 The terminology, however, is not uniform across the literature. In particular, the terms deep and
shallow binding are also used, in a special way, in the LISP community to indicate two different
implementation techniques for dynamic scope.

Bajo ámbito dinámico, éste es el entorno 
activo al crear el vínculo entre h y f
⟶	asociación profunda:
• h(3) retorna 7 (y g, 9)
• la x en f es la x local al bloque en que 
ocurre g(f)

Parámetros de tipo función

Aquí se crea el 
vínculo entre h y f
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is the (nonlocal) environment in which f will be evaluated. Concerning this second
question, the reader will not be surprised if we observe that there are two possibilities
for selecting the nonlocal environment to use when executing a function f invoked
using a formal parameter h:

• Use the environment that is active at the time when the link between h and f is
created (which happens on line 11). We say, in this case, that the language uses a
deep binding policy.

• Use the environment that is active when the call of f using h occurs (which
happens on line 7). In this case, we say that the language uses a shallow binding
policy.9

Although the two alternatives for binding immediately recall the distinction
between static and dynamic scope, we emphasise that the binding policy (in the
case of higher-order functions) should be considered independent of scope policy.
All common languages that use static scope also use deep binding (because the choice
of a shallow policy appears contradictory at the methodological level). The matter
is not as clear for languages with dynamic scope, among which there are languages
with deep as well as shallow binding.

Returning to the example of Fig. 7.13, the different scope and binding policies
yield the following behaviours:

• Under static scope and deep binding, the call h(3) returns 4 (and g returns 6).
The x in the body of f when it is called using h is the one in the outermost block;

9 The terminology, however, is not uniform across the literature. In particular, the terms deep and
shallow binding are also used, in a special way, in the LISP community to indicate two different
implementation techniques for dynamic scope.

Bajo ámbito dinámico, éste es el entorno 
activo cuando se llama a f usando h
⟶	asociación superficial:
• h(3) retorna 5 (y g, 7)
• la x en f es la x local a g

Parámetros de tipo función

Aquí se llama 
a f usando h
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is the (nonlocal) environment in which f will be evaluated. Concerning this second
question, the reader will not be surprised if we observe that there are two possibilities
for selecting the nonlocal environment to use when executing a function f invoked
using a formal parameter h:

• Use the environment that is active at the time when the link between h and f is
created (which happens on line 11). We say, in this case, that the language uses a
deep binding policy.

• Use the environment that is active when the call of f using h occurs (which
happens on line 7). In this case, we say that the language uses a shallow binding
policy.9

Although the two alternatives for binding immediately recall the distinction
between static and dynamic scope, we emphasise that the binding policy (in the
case of higher-order functions) should be considered independent of scope policy.
All common languages that use static scope also use deep binding (because the choice
of a shallow policy appears contradictory at the methodological level). The matter
is not as clear for languages with dynamic scope, among which there are languages
with deep as well as shallow binding.

Returning to the example of Fig. 7.13, the different scope and binding policies
yield the following behaviours:

• Under static scope and deep binding, the call h(3) returns 4 (and g returns 6).
The x in the body of f when it is called using h is the one in the outermost block;

9 The terminology, however, is not uniform across the literature. In particular, the terms deep and
shallow binding are also used, in a special way, in the LISP community to indicate two different
implementation techniques for dynamic scope.

Ámbito estático y asociación profunda:
• h(3) retorna 4 (y g, 6)
• la x en f es la del bloque más externo

Ámbito dinámico y asociación profunda:
• h(3) retorna 7 (y g, 9)
• la x en f es la x local al bloque en que 
ocurre g(f)

Ámbito dinámico y asociación superficial:
• h(3) retorna 5 (y g, 7)
• la x en f es la x local a g

Parámetros de tipo función

Siempre 
vale 2
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Implementación de asociación profunda
(en ámbito estático)

Diapos. 66 a 68 de “nombres y alcances”

⟶ cuando f es llamada directamente, el compilador 
calcula un entero k : nivel de anidación de la defini-
ción de f c/r al bloque en que ocurre la llamada 

Cuando f es llamada indirectamente a través de un 
parámetro h
⟶	no hay cómo asociar estáticamente un k con la 
llamada —no se sabe cuál va a ser el argumento:

• la información es determinada en el momento de la 
creación de la asociación entre el parámetro y el 
argumento —en el ej., cuando ocurre la llamada g(f)
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is the (nonlocal) environment in which f will be evaluated. Concerning this second
question, the reader will not be surprised if we observe that there are two possibilities
for selecting the nonlocal environment to use when executing a function f invoked
using a formal parameter h:

• Use the environment that is active at the time when the link between h and f is
created (which happens on line 11). We say, in this case, that the language uses a
deep binding policy.

• Use the environment that is active when the call of f using h occurs (which
happens on line 7). In this case, we say that the language uses a shallow binding
policy.9

Although the two alternatives for binding immediately recall the distinction
between static and dynamic scope, we emphasise that the binding policy (in the
case of higher-order functions) should be considered independent of scope policy.
All common languages that use static scope also use deep binding (because the choice
of a shallow policy appears contradictory at the methodological level). The matter
is not as clear for languages with dynamic scope, among which there are languages
with deep as well as shallow binding.

Returning to the example of Fig. 7.13, the different scope and binding policies
yield the following behaviours:

• Under static scope and deep binding, the call h(3) returns 4 (and g returns 6).
The x in the body of f when it is called using h is the one in the outermost block;

9 The terminology, however, is not uniform across the literature. In particular, the terms deep and
shallow binding are also used, in a special way, in the LISP community to indicate two different
implementation techniques for dynamic scope.
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Fig. 7.14 Closure and static
chain

assigns the content of the second component of the closure to the static chain pointer
of the activation record for the new invocation.

Figure7.14 shows the situation on the activation stack for the code in Fig. 7.13 at
the moment at which the function f is entered (it is called using h from the body
of g). When the function g is called with actual parameter f, a closure is linked to h.
f is declared at distance 1 from the place in which it appears as an actual parameter
(it is in fact declared inside the block which contains the one in which it appears as
an actual parameter). The second component of the closure is therefore determined
by 1 step along the static chain (obtaining a pointer to the outer block). When f is
called through the name h, the corresponding activation record is pushed onto the
stack. The value of the static chain pointer is taken from the second component of
the closure.

The reader will recall, once more, that the problems we are discussing appear only
when the language allows the definition of functions with nonlocal environments,
that is allows the definition of functions inside nested blocks. In the contrary case, for
example in C, there is no nonlocal environment, so there is no need for closures. To
pass a function as a parameter, it is enough to pass a pointer to its code. All nonlocal
references in the body of the function will be resolved in the global environment.

Binding Policy and Static Scope

We have already observed how all languages with static scope use deep binding. At
first sight it could rather seem that deep or shallow binding make no difference in the
case of static scope. After all, the nonlocal environment of a function is determined
from the (static) position of its declaration and not by the way in which it is invoked.
In the case in Fig. 7.13, it is the scope (and not binding) rule that establishes that
every invocation of f (whether direct, using its name, or indirect, using a formal
parameter) is evaluated in the outermost nonlocal environment.

In general, however, it is not like this. The reason for this is that there can be
many activation records for the same function simultaneously present on the stack

Stack al inicio de la 
ejecución de f (debido 
a la llamada a h en g)

Cuando g es llamada 
con argumento f, se 
vincula una clausura a h

Cuando f es llamada indirectamente a través de un 
parámetro h,
⟶	no hay cómo asociar estáticamente un k con la 
llamada —no sabemos cuál va a ser el argumento:
• la información es determinada en el momento de la 
creación de la asociación entre el parámetro y el 
argumento —en el ej., cuando ocurre la llamada g(f)
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is the (nonlocal) environment in which f will be evaluated. Concerning this second
question, the reader will not be surprised if we observe that there are two possibilities
for selecting the nonlocal environment to use when executing a function f invoked
using a formal parameter h:

• Use the environment that is active at the time when the link between h and f is
created (which happens on line 11). We say, in this case, that the language uses a
deep binding policy.

• Use the environment that is active when the call of f using h occurs (which
happens on line 7). In this case, we say that the language uses a shallow binding
policy.9

Although the two alternatives for binding immediately recall the distinction
between static and dynamic scope, we emphasise that the binding policy (in the
case of higher-order functions) should be considered independent of scope policy.
All common languages that use static scope also use deep binding (because the choice
of a shallow policy appears contradictory at the methodological level). The matter
is not as clear for languages with dynamic scope, among which there are languages
with deep as well as shallow binding.

Returning to the example of Fig. 7.13, the different scope and binding policies
yield the following behaviours:

• Under static scope and deep binding, the call h(3) returns 4 (and g returns 6).
The x in the body of f when it is called using h is the one in the outermost block;

9 The terminology, however, is not uniform across the literature. In particular, the terms deep and
shallow binding are also used, in a special way, in the LISP community to indicate two different
implementation techniques for dynamic scope.

Puntero al RA del bloque 
en que f está declarada

f está declarada a distancia 
(de anidación) 1 de donde 
aparece como argumento

Implementación de asociación profunda
(en ámbito estático)
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Implementación de asociación profunda (en ámbito estático):
• otro ej., en que haría diferencia si la asociación fuera superficial
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Thunks

The parameter-passing rule required for functional parameters is similar to call by name. In fact, a
formal name parameter can be considered as a kind of functional parameter (without arguments).
Analogously, the corresponding actual parameter can be considered as the definition of an anony-
mous argumentless function. During execution of the body, every occurrence of the name parameter
corresponds to an ex novo evaluation of the actual parameter in the environment fixed at the moment
the association between the actual and formal name parameter is made. A process that is analogous
to a new call to the anonymous function corresponding to the actual parameter.

In Algol 60 jargon, the name thunk was used for a structure like this—a function without
arguments associated to its evaluation environment. In call by name, therefore a connection between
the formal parameter and a thunk is introduced.

Fig. 7.15 The binding
policy is necessary for
determining the environment

(this clearly happens when we have recursive or mutually recursive functions). If
a procedure is passed out from one of these activations, it is possible to create a
situation in which the scope rules alone are not enough to determine which nonlocal
environment to use in invoking the functional parameter. As an example, we will
discuss the code in Fig. 7.15, which, as usual, we assume was written in a pseudo-
language with static scope.

The heart of the problem is the (nonlocal) reference to x inside fie. The scope
rules tell us that such anx refers to the formal parameter tofoo (which, as it happens,
is the only x declared in the program). But when fie is called (using the formal
f), there are two active instances of foo (and therefore two instances of its local
environment). A first activation from the call foo(g,1), in which x is associated
to the value 1, and a second one from the (recursive) call foo(fie, 0), in which
x is associated with the value 0. It is inside this second activation that the call to
fie through f is made. We can argue that the scope rules say nothing about which
of the instances of x should be used in the body of f. It is at this point that the
binding policy intervenes. Using deep binding, the environment is established when
the association between fie and f is created, that is when x is associated with the
value 1. The call to f() will therefore return 1 (which is also the value printed by
the program). To help in understanding this example, Fig. 7.16 shows the stack and
the closures when fie is executed.

In the case of shallow binding (which, let us repeat, is not used with static scope),
the environment would be determined at the time f is invoked and z would be
assigned the value 0.
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Fig. 7.16 Activation stack for Fig. 7.15

Fig. 7.17 Functions as
results

of F is the declaration of the name gg with which the result of the evaluation of F

is dynamically associated.
It should not be difficult to convince ourselves that the function gg returns the

successor of the value of x. Using the static scope regime, this x is fixed by the
structure of the program and not by the position of the call to gg, which could
appear in an environment in which another definition of the name x occurs.

We can, therefore, say that, in general, when a function returns a function as result,
this result is a closure. In consequence, the abstract machine must be appropriately
modified to take into the account calls to closures. Analogous to what happens when
a function is called via a formal parameter, when a function whose value is obtained
dynamically (like gg), the static chain pointer of its activation record is determined
using the associated closure (and not the canonical rules discussed in Sect. 5.5.1,
which would be of no help).

RA para foo(g,1)

RA para foo(fie,0)

x=1

RA para fie(), llama-
do a través de f()

x=0

¿ Cuál debe ser 
el x de return x ?

Link de asocia-
ción profunda*Las reglas de ámbito (estático/ 

dinámico) no permiten decidir:
• la diferencia la hace el tipo de 
asociación
… en la fig., asociación profunda

*Entorno activo al crear 
el vínculo entre fie y f
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Cómo se define el entorno

Reglas de visibilidad, garantizadas normalmente por la 
estructura de bloques

Excepciones a las reglas de visibilidad (e.g., redefinición 
de nombres)

Reglas de alcance (o ámbito)

Reglas para el método de paso de parámetros

Política de asociación (profunda o superficial)
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Funciones como resultados

Permite la creación dinámica de funciones en tiempo de 
ejecución (runtime)

Una función devuelta como resultado no puede ser 
representada en tiempo de ejecución sólo por su código:

⟶	hay que incluir el entorno en el cual va a ser evaluada

⟶ (nuevamente) una clausura
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Fig. 7.16 Activation stack for Fig. 7.15

Fig. 7.17 Functions as
results

of F is the declaration of the name gg with which the result of the evaluation of F

is dynamically associated.
It should not be difficult to convince ourselves that the function gg returns the

successor of the value of x. Using the static scope regime, this x is fixed by the
structure of the program and not by the position of the call to gg, which could
appear in an environment in which another definition of the name x occurs.

We can, therefore, say that, in general, when a function returns a function as result,
this result is a closure. In consequence, the abstract machine must be appropriately
modified to take into the account calls to closures. Analogous to what happens when
a function is called via a formal parameter, when a function whose value is obtained
dynamically (like gg), the static chain pointer of its activation record is determined
using the associated closure (and not the canonical rules discussed in Sect. 5.5.1,
which would be of no help).

Funciones como resultados

Una función devuelta como resultado no puede ser 
representada en tiempo de ejecución sólo por su código:
⟶	hay que incluir el entorno en el cual va a ser evaluada
⟶	una clausura
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Fig. 7.16 Activation stack for Fig. 7.15

Fig. 7.17 Functions as
results

of F is the declaration of the name gg with which the result of the evaluation of F

is dynamically associated.
It should not be difficult to convince ourselves that the function gg returns the

successor of the value of x. Using the static scope regime, this x is fixed by the
structure of the program and not by the position of the call to gg, which could
appear in an environment in which another definition of the name x occurs.

We can, therefore, say that, in general, when a function returns a function as result,
this result is a closure. In consequence, the abstract machine must be appropriately
modified to take into the account calls to closures. Analogous to what happens when
a function is called via a formal parameter, when a function whose value is obtained
dynamically (like gg), the static chain pointer of its activation record is determined
using the associated closure (and not the canonical rules discussed in Sect. 5.5.1,
which would be of no help).

Tipo de la función retorna-
da por F: No recibe argu-
mentos y retorna un int

Retorna la función, 
no su aplicación

Funciones como resultados

Una función devuelta como resultado no puede ser 
representada en tiempo de ejecución sólo por su código:
⟶	hay que incluir el entorno en el cual va a ser evaluada
⟶	una clausura

Declaración del nombre gg, que 
es asociado dinámicamente con 
el resultado de la evaluación de F



112

7.2 Higher-Order Functions 183

Fig. 7.16 Activation stack for Fig. 7.15
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results

of F is the declaration of the name gg with which the result of the evaluation of F

is dynamically associated.
It should not be difficult to convince ourselves that the function gg returns the

successor of the value of x. Using the static scope regime, this x is fixed by the
structure of the program and not by the position of the call to gg, which could
appear in an environment in which another definition of the name x occurs.

We can, therefore, say that, in general, when a function returns a function as result,
this result is a closure. In consequence, the abstract machine must be appropriately
modified to take into the account calls to closures. Analogous to what happens when
a function is called via a formal parameter, when a function whose value is obtained
dynamically (like gg), the static chain pointer of its activation record is determined
using the associated closure (and not the canonical rules discussed in Sect. 5.5.1,
which would be of no help).

Tipo de la función retorna-
da por F: No recibe argu-
mentos y retorna un int

Retorna la función, 
no su aplicación

¿ Qué retorna gg() ?

Funciones como resultados

Una función devuelta como resultado no puede ser 
representada en tiempo de ejecución sólo por su código:
⟶	hay que incluir el entorno en el cual va a ser evaluada
⟶	una clausura

Declaración del nombre gg, que 
es asociado dinámicamente con 
el resultado de la evaluación de F
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results

of F is the declaration of the name gg with which the result of the evaluation of F

is dynamically associated.
It should not be difficult to convince ourselves that the function gg returns the

successor of the value of x. Using the static scope regime, this x is fixed by the
structure of the program and not by the position of the call to gg, which could
appear in an environment in which another definition of the name x occurs.

We can, therefore, say that, in general, when a function returns a function as result,
this result is a closure. In consequence, the abstract machine must be appropriately
modified to take into the account calls to closures. Analogous to what happens when
a function is called via a formal parameter, when a function whose value is obtained
dynamically (like gg), the static chain pointer of its activation record is determined
using the associated closure (and not the canonical rules discussed in Sect. 5.5.1,
which would be of no help).

Tipo de la función retorna-
da por F: No recibe argu-
mentos y retorna un int

Retorna la función, 
no su aplicación

Usando la regla de alcance estático:
x está determinado por la estructura del 
programa
… no por la posición de la llamada a gg
… que podría aparecer en un entorno 
en que hay otra definición del nombre x

Funciones como resultados

Una función devuelta como resultado no puede ser 
representada en tiempo de ejecución sólo por su código:
⟶	hay que incluir el entorno en el cual va a ser evaluada
⟶	una clausura

Declaración del nombre gg, que 
es asociado dinámicamente con 
el resultado de la evaluación de F
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of F is the declaration of the name gg with which the result of the evaluation of F

is dynamically associated.
It should not be difficult to convince ourselves that the function gg returns the

successor of the value of x. Using the static scope regime, this x is fixed by the
structure of the program and not by the position of the call to gg, which could
appear in an environment in which another definition of the name x occurs.

We can, therefore, say that, in general, when a function returns a function as result,
this result is a closure. In consequence, the abstract machine must be appropriately
modified to take into the account calls to closures. Analogous to what happens when
a function is called via a formal parameter, when a function whose value is obtained
dynamically (like gg), the static chain pointer of its activation record is determined
using the associated closure (and not the canonical rules discussed in Sect. 5.5.1,
which would be of no help).

Tipo de la función retorna-
da por F: No recibe argu-
mentos y retorna un int

Retorna la función, 
no su aplicación

Declaración del nombre gg, que 
es asociado dinámicamente con 
el resultado de la evaluación de F

Cuando una función retorna otra 
como resultado
… este resultado es, en realidad, 
una clausura

Funciones como resultados

Una función devuelta como resultado no puede ser 
representada en tiempo de ejecución sólo por su código:
⟶	hay que incluir el entorno en el cual va a ser evaluada
⟶	una clausura



115

Funciones como resultados: otro ej.

184 7 Control Abstraction

Fig.7.18 Functions as result
and stack discipline

Fig. 7.19 Activation records
for Fig. 7.18

The general situation, moreover, is more complex. If it is possible to return a
function from the inside of a nested block, it is possible to arrange that its evaluation
environment will refer to a name that, according to stack discipline, is going to
be destroyed. Let us consider, indeed, the code in Fig. 7.18, where we have moved
the declaration of x to the inside of F. Figure7.19 shows the activation record
arrangement when gg() is called.

When the result of F() is assigned to gg, the closure which forms its value points
to an environment containing the name x. But this environment is local to F and will
therefore be destroyed on its termination. How is it possible, then, to call gg later,
without producing a dangling reference to x? The reply can only be drastic: abandon
stack discipline for activation records, so that they can then stay alive indefinitely,
because they could constitute the environments for functions that will be evaluated
subsequently. In languages with the characteristics that we have just discussed, local
environments have an unlimited lifetime.

The most common solution in this case is to allocate all activation records in the
heap and to leave it to a garbage collector to deallocate them when it is discovered
that there are no references to the names they contain.

Functional languages are constructed around the possibility of returning functions
as results—they must therefore take this problem head on. On the contrary, returning
functions as results in imperative languages is less common, for the purpose to main-
tain a stackdiscipline for activation records.Older imperative languageswhichpermit
functions as results add restrictions aimed at guaranteeing that it is never possible to
create a reference to an environment that has become deactivated—for example: no
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The general situation, moreover, is more complex. If it is possible to return a
function from the inside of a nested block, it is possible to arrange that its evaluation
environment will refer to a name that, according to stack discipline, is going to
be destroyed. Let us consider, indeed, the code in Fig. 7.18, where we have moved
the declaration of x to the inside of F. Figure7.19 shows the activation record
arrangement when gg() is called.

When the result of F() is assigned to gg, the closure which forms its value points
to an environment containing the name x. But this environment is local to F and will
therefore be destroyed on its termination. How is it possible, then, to call gg later,
without producing a dangling reference to x? The reply can only be drastic: abandon
stack discipline for activation records, so that they can then stay alive indefinitely,
because they could constitute the environments for functions that will be evaluated
subsequently. In languages with the characteristics that we have just discussed, local
environments have an unlimited lifetime.

The most common solution in this case is to allocate all activation records in the
heap and to leave it to a garbage collector to deallocate them when it is discovered
that there are no references to the names they contain.

Functional languages are constructed around the possibility of returning functions
as results—they must therefore take this problem head on. On the contrary, returning
functions as results in imperative languages is less common, for the purpose to main-
tain a stackdiscipline for activation records.Older imperative languageswhichpermit
functions as results add restrictions aimed at guaranteeing that it is never possible to
create a reference to an environment that has become deactivated—for example: no
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The general situation, moreover, is more complex. If it is possible to return a
function from the inside of a nested block, it is possible to arrange that its evaluation
environment will refer to a name that, according to stack discipline, is going to
be destroyed. Let us consider, indeed, the code in Fig. 7.18, where we have moved
the declaration of x to the inside of F. Figure7.19 shows the activation record
arrangement when gg() is called.

When the result of F() is assigned to gg, the closure which forms its value points
to an environment containing the name x. But this environment is local to F and will
therefore be destroyed on its termination. How is it possible, then, to call gg later,
without producing a dangling reference to x? The reply can only be drastic: abandon
stack discipline for activation records, so that they can then stay alive indefinitely,
because they could constitute the environments for functions that will be evaluated
subsequently. In languages with the characteristics that we have just discussed, local
environments have an unlimited lifetime.

The most common solution in this case is to allocate all activation records in the
heap and to leave it to a garbage collector to deallocate them when it is discovered
that there are no references to the names they contain.

Functional languages are constructed around the possibility of returning functions
as results—they must therefore take this problem head on. On the contrary, returning
functions as results in imperative languages is less common, for the purpose to main-
tain a stackdiscipline for activation records.Older imperative languageswhichpermit
functions as results add restrictions aimed at guaranteeing that it is never possible to
create a reference to an environment that has become deactivated—for example: no
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The general situation, moreover, is more complex. If it is possible to return a
function from the inside of a nested block, it is possible to arrange that its evaluation
environment will refer to a name that, according to stack discipline, is going to
be destroyed. Let us consider, indeed, the code in Fig. 7.18, where we have moved
the declaration of x to the inside of F. Figure7.19 shows the activation record
arrangement when gg() is called.

When the result of F() is assigned to gg, the closure which forms its value points
to an environment containing the name x. But this environment is local to F and will
therefore be destroyed on its termination. How is it possible, then, to call gg later,
without producing a dangling reference to x? The reply can only be drastic: abandon
stack discipline for activation records, so that they can then stay alive indefinitely,
because they could constitute the environments for functions that will be evaluated
subsequently. In languages with the characteristics that we have just discussed, local
environments have an unlimited lifetime.

The most common solution in this case is to allocate all activation records in the
heap and to leave it to a garbage collector to deallocate them when it is discovered
that there are no references to the names they contain.

Functional languages are constructed around the possibility of returning functions
as results—they must therefore take this problem head on. On the contrary, returning
functions as results in imperative languages is less common, for the purpose to main-
tain a stackdiscipline for activation records.Older imperative languageswhichpermit
functions as results add restrictions aimed at guaranteeing that it is never possible to
create a reference to an environment that has become deactivated—for example: no

Ubicar (allocate) todos los RAs en el heap y dejar que el recolector 
de basura los “saque” (deallocate) cuando se da cuenta de que 
ya no hay más referencias a los nombres que contienen


